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KBRAL B EX
miles/utils/fused_nvfp4_qdqg.py

A PR B9 T 1266 4T CuTe DSL Bié& NVFP4 QDQ WAZ, SMMZRIFHABCE. TE IFE
TEMENT. amax ITEE STE &%, REEE fake-QAT HIEUERA,

# miles/utils/fused_nvfp4_qgdqg.py (Fik: 3EARAE5IETEMRE, HARESLIET)

class NVFP4QDQErrorMode(IntEnum):
""Four Over Six candidate error metric."""

MAE =0

MSE =1

@dataclass(frozen=True)
class NVFP4QDQConfig:
# TR FERERRRFIR: CuTe FLIRENOMRER, ABEIMEEITRE X,
use_4overb: bool = False
e4m3_max: int = 448
error_mode: NVFP4QDQErrorMode = NVFP4QDQErrorMode. MAE
#OBR TE IAFRESL: ETE 2.17 BATERT FP16 € ANEEREITE,
# MAELRIIES K fast math,
error_use_fast_math: bool = False

def _post_init__(self) -> None:
if self.e4dm3_max not in (256, 448):



raise ValueError(f"NVFP4 E4M3 max must be 256 or 448, got {self.e4m3_max}.")
# E4M3 max 256 RIE 4over6 B2 EREX, IERAEEX BRI,
if not self.use_4over6 and self.e4m3_max |= 448:

raise ValueError("E4M3 max 256 is only supported by Four Over Six.")
if not self.use_4over6 and self.error_use_fast_math:

raise ValueError("The FP16 error contract only applies to Four Over Six.")

def _env_flag(name: str, default: str = "0") -> bool:
value = os.getenv(name, default).strip()
if value =="1"
return True
#EHIR 0 AIE, (B "true'/'yes" XEBE HEERE, BRWHRYRX A,
if value in ("0", "):
return False
raise ValueError(f'"{name} must be 0 or 1, got {valuel!r}.")

def _env_applies_to_weights(name: str, default: str) -> bool:
# ERBImASKES, RA weights / all ZEHHREM,
value = os.getenv(name, default).strip().lower()
if value not in ("none", "weights", "activations", "all"):
raise ValueError(f"{name} must be one of none, weights, activations, or all; got {value!r}.")
return value in ("weights", "all")

def current_nvfp4_qgdqg_config() -> NVFP4QDQConfig:
"""Resolve the weight QDQ contract from Transformer Engine environment variables.
# ELBEN fast math BEARNZNEBERY, B fail-fast,
if _env_flag("NVTE_USE_FAST_MATH"):
raise ValueError(
"Fused NVFP4 QDQ requires NVTE_USE_FAST_MATH=0; ordinary quant fast math "
"is outside its numerical contract."

use_4doverb = _env_applies_to_weights("NVTE_NVFP4_40OVER6", "none")
use_e4m3_256 = _env_applies_to_weights("NVTE_NVFP4_40OVER6_E4M3 _USE_256", "all")
error_mode_name = os.getenv("NVTE_NVFP4_40VER6_ERR_MODE", "MAE").strip().upper()
try:
error_mode = NVFP4QDQErrorMode[error_mode_name]
except KeyError as exc:
raise ValueError(f'"NVTE_NVFP4_40OVER6_ERR_MODE must be MAE or MSE, got {error_
mode_name!r}.") from exc

error_use_fast_math = _env_flag("NVTE_NVFP4_40VER6_ERR_USE_FAST _MATH")
return NVFP4QDQConfig(

use_4overb=use_4overb,

# RAREMBA 4overé B E4M3 256 fERB# PR, max FUKEF| 256,
e4m3_max=256 if use_4overb and use_edm3_256 else 448,



error_mode=error_mode,
# RETELW legacy BF, XBMRFHNE TE 89 FP16 1EHEIRERA,
error_use_fast_math=(use_4over6 and error_use_fast_math),

@dsl_user_op
def load_v4_u32(base_ptr: Inté4, *, loc=None, ip=None) -> tuple[Uint32, Uint32, Uint32,
Uint32]:
"—R 16B MEABAN: ELSRENSEBETESR, FEL2RANEER, "
result = llvm.inline_asm(
llvm.StructType.get_literal([T.i32(), T.i32(), T.i32(), T.i32(0]),
[Inté4(base_ptr).ir_value(loc=loc, ip=ip)],
"ld.global.v4.u32 {$0, $1, $2, $3}, [$4];",
"=r,=r,=r,=r,l",
has_side_effects=False,
is_align_stack=False,
asm_dialect=llvm.AsmDialect. AD_ATT,
loc=loc,
ip=ip,
)
return (
Uint32(llvm.extractvalue(T.i32

( ), result, [0], loc=loc, ip=ip)),
Uint32(llvm.extractvalue(T.i32

(

(

), result, [1], loc=loc, ip=ip)),
), result, [2], loc=loc, ip=ip)),
), result, [3], loc=loc, ip=ip)),

Uint32(llvm.extractvalue(T.i32
Uint32(llvm.extractvalue(T.i32

P~ o~ o~ o~

)
miles/utils/nvfp4_fake_qgat.py

Megatron fllrE— A0 : env 138 + REAZER import, RIEERRAIZBZHRBETERKET I
{EHFAREL CuTe DSL, & BRIAEE W MEH,

# miles/utils/nvfp4_fake_qgat.py (ZE5ZH)
"""Megatron-facing adapter for fused NVFP4 fake QAT.""

from ___future__ import annotations
import os

import torch

# BTk BRARRNELIEERARTEARER WA import CuTe DSL,
NVFP4_FAKE_QAT_FLAG = "OPEN_TRAINING_NVFP4_FAKE_QAT_FLAG"

def maybe_fake_quantize_nvfp4_weight_tensors(
weight_tensors: list[torch.Tensor],
) -> list[torch.Tensor]:
""Apply env-gated fused NVFP4 fake QAT to discrete TE grouped-linear weights.



if os.getenv(NVFP4_FAKE_QAT_FLAG, "0") 1="1"
# R RIEEFRE: 3| cutlass &KE, WARKZINA I S4EAE,

return weight_tensors

# FE3R import, FRIEFEFZBRZNHEREE CuTe DSL,
from miles.utils.fused_nvfp4_qgdqg import current_nvfp4_qgdqg_config, fake_nvfp4_quantization_
ste

# BXRAEMN TE MR T EEFMTRY: FEREAXE fail-fast.
qdqg_config = current_nvfp4_qgdqg_config()
# STE: RiF&E QDQ, RABEEHEBELRBERSI

return [fake_nvfp4_quantization_ste(weight, gdg_config) for weight in weight_tensors]

= ["NVFP4_FAKE_QAT_FLAG", "maybe_fake_quantize_nvfp4_weight_tensors"]

__all

tests/fast-gpu/test_nvfp4_quantizer.py

EXEREIERMME I 5 TE B4 NVFP4Quantizer BOERLAF—3K. STE #ES
main_grad R8. URZEN TE IRXERA4EME, 2R PR E— B shfb Y EFAMEIEYE,

# tests/fast-gpu/test_nvfp4_quantizer.py (Fik: TE S5 BR5FLAFRIE)

def _make_te_qdq_quantizer(config: NVFP4QDQConfig):
# FIM A RHT / 2D B4k / FEHLE A / random sign mask, RREAR PR ZiFHHR/INEL,
# iE5E MG fused kernel ZER—#H{EAIIR L, TN bit-exact thBIEAE X,
return te.NVFP4Quantizer(
rowwise=True,
columnwise=False,
with_amax_reduction=False,
with_rht=False,
with_post_rht_amax=False,
with_2d_quantization=False,
stochastic_rounding=False,
row_scaled_nvfp4=False,
nvfp4_use_4overb=config.use_4overb,
nvfp4_e4m3_max=config.e4m3_max,
nvfp4_4over6_err_mode=config.error_mode.name,
with_random_sign_mask=False,

def _te_qgdq_reference(x: torch.Tensor, config: NVFP4QDQConfig) -> tuple[torch.Tensor, torch.
Tensor]:

m, n = x.shape

# TE B9 BF16 2Kk M £ 16 f7x45F, XEBATNTTE R AR KX,

padded_m = ((m + 15) // 16) * 16

if padded_m == m:

x_padded = x.contiguous()
else:



padding = torch.zeros((padded_m - m, n), dtype=x.dtype, device=x.device)
x_padded = torch.cat((x.contiguous(), padding), dim=0)

quantized = _make_te_qgdqg_quantizer(config).quantize(x_padded)
reference = quantized.dequantize(dtype=x.dtype)[:m, :n].contiguous()
assert quantized._amax_rowwise is not None

return reference, quantized._amax_rowwise.reshape(1)

@torch.inference_mode()
def test_fused_nvfp4_qdqg_is_bit_exact_with_te(monkeypatch, dtype, shape, init_data, config) ->
None:

"""Cover BF16/FP16 x shapes x data patterns x the full supported feature matrix.""
monkeypatch.setenv("NVTE_USE_FAST_MATH", "0")
monkeypatch.setenv("NVTE_NVFP4_40OVER6_ERR_USE_FAST_MATH", "1" if config.error_use_
fast_math else "0")

x = _make_qgdq_input(shape, dtype, init_data)
amax = compute_nvfp4_amax(x)

expected, te_amax = _te_qdq_reference(x, config)
actual = fused_nvfp4_gdg(x, amax, config)

# amax RELR scale, BRAMARMFF—IK, TNEKRENREHRSWKK,
assert torch.equal(amax.reshape(1).view(torch.int32), te_amax.view(torch.int32))
# BHME RS +0 /-0: rtol=atol=0 BT A LB AR HRFEAL,
actual_bits = actual.view(torch.uint16)
expected_bits = expected.view(torch.uint16)
assert torch.equal(

actual_bits, expected_bits
), f'bit mismatch count: {torch.count_nonzero(actual_bits != expected_bits).item()}"
torch.testing.assert_close(actual, expected, rtol=0.0, atol=0.0)
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