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PATHRE

- —4)3E: NVFP4 EMERKEZRB LT R, AFERARFERE

- WEME: ESREIR, EARE Jiff KE (+25/-51) , METELR—FKRIZATRERIA
TR BIUFAIEIEL _is_routed_expert_weight_name BHEIRF (AEERZERBME
T .experts. IEBE) . quantize_params_nvfp4d BN REM, UR=ZZBRARHEXNFERA, X
RZI2AE miles NVFP4 RL FIRBI K5,

FEPIMNINREE EEa0ME: — R —ci-disable-kl-checker BF TSmIEBE] , EIX
BRI signed train/ppo_kl < Te-8 AR HIEERI (RN AL ERBERNE) ; =2
tests/fast/test_nvfp4_scope.py #MMREZREERTFE, EXANE—/M4 CPU BB E £
M, PUTELR /) B/ HERZERZ= 4L = I8 Flashinfer 0.6.18 BILEIHRE / 1K
, B E2E KEMRMF T wheel B2, MELAF —KAMAINTIHRTT—IB NVFP4
checkpoint EEZEH T H,

Th RES EAL

PR body % HEFHLELL NVFP4 RL B BATSEEIKSKN [REMAESE MoE £%]1 : make
NVFP4 RL target routed MoE experts only. Shared experts now preserve their
source/high precision by default across offline HF conversion, Megatron-to-HF
checkpoint export, and live weight updates., BRI =FKBIRFR—K—IEM TE
matcher B2 routed-only, A& AN EXPERT_NAME_MARKERS B2& .
shared_experts.. SHM| quantize_params_nvfp4 BB IELE mlp.shared_experts 2%,
SREEZEFERHR /| SHEEEMNN NVFP4, PR HHIERZELTREMARAERE, HiE
—extra-high-precision-layers-* B&H& A [recipe BRIAEE Z SMNYFRIMAI SN o KBk Issue
#4486 itE T Flashlnfer flashinfer trtlim_routed B NVFP4 MoE & Blackwell (
SM100/SM103) &y NaN =3, HEIFFRFRE SGLANG_FP4_IGNORED_LAYERS=s
hared_expert,..., 5 I(RZEREFEHE] LR EZER 3K A PR # GLM-5.2 E2E E4F
EAEZERZE, FEWBIERFEEREERR Flashinfer 0.6.18,

LI AE

AR PR AR ZIE INVFP4 RIEATEREERI AINLME matcher AE, FAHRIE LI,
Mk, EARE=ZFRRNGE—RIME, BIAIADREZRAZRHBESHALLERE,

1. HF=NVFP4 B4 E#HSEEN O (tools/convert_hf to nvfp4.py, +13/-6)



« R EXPERT_NAME_MARKERS (& .experts.. .shared_experts..
block_sparse_moe.experts.. .moe.experts.) 35X
ROUTED_EXPERT_NAME_MARKERS 5 ###) SHARED_EXPERT_NAME_MARKERS (.
shared_expert. 2%k, .shared_experts. £%k) .

* _is_moe_expert_ Welght name E&& A _is_routed_expert_weight_name, F|ZEFZEH

D BEBXK weight £&, BEBEA .experts. LEZR]A
SHARED EXPERT_ NAME MARKERS —& /j% R4 AERBETRireS
EXPERT WEIGHT SUFFIXES F,;xmao NRFRARREEN A B—REEREZTELEX

PRIZNEREY experts %$T%ﬁ%&lﬁ#‘]7ﬂﬁ%ﬂﬂﬂ?%o

« should_quantize A BRI ¥ K& ; FAFEAB —extra-high-precision-layers-hf (
skip_weight_substrings) &KIBLAR R =,
« 3k docstring M for MoE expert GEMMs only BXA for MoE routed-expert GEMMs

only. Shared experts and dense linear layers are left unmodified., IEBEXE# T EE
e

2. Megatron—HF S H5EEREEFHEEK D (miles/backends/megatron_utils/megatron
_to_hf/processors/quantizer_nvfp4.py, +1/-12)

« quantize_params_nvfp4 & shared_expert_pattern = r'mlp.shared_experts\.(.+)" B
Ax, RIRE mlp.experts\.(.+)\.weight(\d+) B rest € {linear_fc1, linear_fc2} BtiE A
_quantize_moe_params,

- FIELIERIZE (—extra-high-precision-layers-megatron. --first-last-layers-bf16) .

_quantize_moe_params B gate/up Xt E global amax ZE KK, TBEdE #
experts XA # routed experts,

« WM : checkpoint 5 live weight update FE/=H NVFP4 £ZEFKKE, 5il4M
matcher X5%; XE [RETZRASREE] EFHMAEM S,

3MEREEEW SR (tests/e2e/megatron/test_glm5_ 2 744b_a40b_5layer nvfp4.py, +3/-28)

« #IkR EXTRA_HIGH_PRECISION_LAYERS_HF.
EXTRA_HIGH_PRECISION_LAYERS_MEGATRON % &E
_extra_high_precision_layers_hf_args. _extra_high_precision_layers_megatron_args
NGBR3, prepare() 5§ mixed_precision_args FEHEXRNSH—E HHKRE
ZERERABRMIA, REEHEILAK workaround,

« TE_PRECISION_CONFIG i shared_experts_fc1_bf16 / shared_experts_fc2_bf16é

matcher, R routed_experts_fc1 _nvfp4. routed_experts_fc2_nvfp4 5 default_bf16

Ko

. ci_args #E —-ci-disable-kl-checker (+1 4T) , 1K#E=E signed train/ppo_kl < 1e-8 Wi
RN E Lk 27991386 LRMKLK, B TELA B,

4. XKsREF (docs/advanced/low-precision.md, +8/-5)

« BAFE N\ NVFP4 applies only to the routed-expert FC1 and FC2 GEMMs; shared
experts and all other unmatched tensors stay in BF16 across checkpoint
conversion, training, and live weight export.



« 3T —extra-high-precision-layers-* B EAMLM [E WHFII: £EZELEFR] kA TBH recipe B
INSEEBFUMISN |, FHULEA NVFP4 EBshHEREZE T X,

5. REMAE LSBT

« BRE (—first-last-layers-bf16) . MLA &2 SER BT LA
—extra-high-precision-layers-* FJF <432 : NVFP4 243k, scale i/F. gate/up EEXF
amax., MXFP8 5 dense sk&¥keksh (PR %|A non-goals) o

TARRZ T ER] TEE KBEMNE
B& HF>NV BEETR + £ELRHEW  REBBLTR, £FLX  _is_routed_expert_
FP4 %% 21 B RHR weight_name
Megatron Il B routed-only, {8 %% routed-only, Ml  TE_PRECISION CO
% (TE matc EZ2E #5ME shared FRTU4 matcher NFIG
her) expert bf16 matcher
Megatron— HBHEX + #EEX EBEX quantize_params_n
HF S / vfp4
live update

RS

« tools/convert_hf_to_nvfp4.py (3R RE#H#; K5 source; £ core-logic; FE
EXPERT_NAME_MARKERS, ROUTED_EXPERT_NAME_MARKERS,

SHARED EXPERT_NAME_MARKERS, _is_moe_expert_weight_name) : NVFP4 B & %%
BASEE R EA D, 3¢ SHARED_EXPERT_NAME_MARKERS 318
_is_moe_expert_weight_name E# & A _is_routed_expert_weight_name, 7EREHA .
experts. REEZAENTRELRK / S/ REEFZTETERL, 2 HELTRRAMREEHRE]
B — b Y&,

« miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.py (&
RESFH; £5| source; ER core-logic; &5 quantize_params_nvfp4,
shared_expert_pattern) : Megatron—HF checkpoint & H 5 EXIRE EHRIZWENLD
£ B, quantize_params_nvfp4 MIFRT mlip.shared_experts.linear_fc1/2 8930, f#
S B =ME LM routed-only matcher X5, BEIER"M SGlLang MIMBHREE S,

. tests/e2e/megatron/test_glm5_2_744b_a40b_Slayer nvfp4.py (B3R 3gB|ssmis; 285
test; KM test-coverage; 55 TE_PRECISION_CONFIG,
EXTRA_HIGH_PRECISION_LAYERS_HF, EXTRA _HIGH_ PRECISION_LAYERS MEGATR
ON, _extra_high_precision_layers_hf_args) : % NVFP4 RL £88&#) 8 £ B200 E2E,
MM TTAE shared expert matcher 5 —-extra-high-precision-layers-* 53k, 3f#r#
—ci-disable-kl-checker; /& 2A PR P& EZHEMNFHN Cl B XEL,

« docs/advanced/low-precision.md (13 X#4; 5| docs; EA! documentation) : 1EFF
EI%IERE., £ INVFP4 REB 2% routed-expert FC1/FC2. £EEXK5HMRITEKER
¥ BF16)] BEAEX, 338 —extra-high-precision-layers-* B9ZAMLA [ WEISN 2R T
RIAEREZ AATUIMISN , 2R PR AR E— AT,



XS _is_routed_expert_weight_name, should_quantize, quantize_params_nvfp4,
_quantize_moe_params, _extra_high_precision_layers_hf _args,
_extra_high_precision_layers_megatron_args

X R Fr B

tools/convert_hf to_nvfp4.py

NVFP4 B&HEHBASERAIZEAD, H# SHARED _EXPERT _NAME_MARKERS 38
_is_moe_expert_weight name E#£& A _is_routed_expert_weight name, TEEA .
experts. BEEZAIERTREL / B/ ERXFTEEREL, & HETRRARTEHEE] B
& S,

# tools/convert_hf_to_nvfp4.py (3% PR ZEEIEZHSZIH )
#1® RBRBTX 5 [RELTR] NEFMERLSF:
# AIE S5 NVFP4 &b, B&—EH&#F BF16,
ROUTED_EXPERT_NAME_MARKERS = (
".experts.", # DeepSeek / GLM & E 3/ MoE H &
"block_sparse_moe.experts.", # Mixtral Rt&% &

".moe.experts.", # A Qwen-MoE TR

# HEZELEZIFCRNBEZ B (shared_expert.) 5£%k (.shared_experts.) Fit&4;
# RELZFEHIMEPER—, BMERFTHRET "experts." FHH—EHR,
SHARED_EXPERT_NAME_MARKERS = (

".shared_expert.",

".shared_experts.",

def _is_routed_expert_weight_name(name: str) -> bool:

"HE—NHF RELRTRET BEE¥XR , BRRETAWHE NVFP4 &1k, "

# AR EKREARE, scale/ bias SMBKE HiEk

if not name.endswith(".weight"):
return False

#RENT: EEETRNTROMLAEERERA "experts." LA A,

# ENMEELZTEFRIZEN experts FEAWIREHREBEER

if any(marker in name for marker in SHARED_EXPERT_NAME_MARKERS):
return False

if not any(marker in name for marker in ROUTED_EXPERT_NAME_MARKERS):
return False

# {X¥EZ expert GEMM REFH (wl/w2/w3. gate/up/down %)

return any(name.endswith(suffix) for suffix in EXPERT_WEIGHT_SUFFIXES)

def should_quantize(
name: str,
weight: torch.Tensor,
skip_weight_substrings: tuple[str, ...] = (),



) -> bool:
# AFPEREZNTIINERETFE (0 MLA %, BRE) REAERERS
if any(substr in name for substr in skip_weight_substrings):
return False
# B _is_moe_expert_weight_name XA routed-only #|E :
# XELTRNXEFHERIB Y NVFP4 BE12
if not _is_routed_expert_weight_name(name):
return False
if weight.dtype not in (torch.float16, torch.bfloat16, torch.float32):
return False
if weight.dim() < 2:
return False
# NVFP4 EH 1D block scaling, EX&E—%BEW group size 16 /R
if weight.shape[-1] % NVFP4_GROUP_SIZE != 0:
raise ValueError(
f'Last dim {weight.shape[-1]} must be divisible by {NVFP4_GROUP_SIZE} "
f'"for NVFP4 quantization ({name})."
)

return True

miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.
2%

Megatron—HF checkpoint &5 E &N E EFHBEZNEND K &o
quantize_params_nvfp4 MR T mip.shared_experts.linear fc1/2 t93hsrn %, ESH~W
5% M routed-only matcher 5%, EIEFERU SGLang MIMMEHMREELEE,

# miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.py
# LT A% PR head RAEIEM quantize_params_nvfp4 523,
#ERTEARELKWPREET,
def quantize_params_nvfp4(args, megatron_name, converted_named_params, quantization_
config):

# ERERELE (BRE. MLA #E%) MAERRMKLA:

# P EVERRAFIRE, TMEM NVFP4 b

if getattr(args, "extra_high_precision_layers_megatron", False):

for layer_name in getattr(args, "extra_high_precision_layers_megatron", ()):
if layer_name in megatron_name:
return converted_named_params

ignhore_rules = _get_ignore_rules(quantization_config)

# 56F|#E decoder.layers.<idx>. / mtp.layers.<idx>. RIZ, FEERMEXNEF rest
decoder_layers_pattern = r"decoder\.layers\.(\d-+)\.(.+)"
match = re.search(decoder_layers_pattern, megatron_name)
if not match:

# MTP EERMFNLE, REMBLAR

mtp_layer_pattern = r"'mtp\.layers\.(\d+)\.(.+)"

match = re.search(mtp_layer_pattern, megatron_name)

if not match:

return converted_named_params



layer_idx, rest = match.groups()
rest = rest.replace("transformer_layer.", "").replace("mtp_model_layer.", "")
else:

layer_idx, rest = match.groups()

# —first-last-layers-bf16: & RZETEBMABE NVFP4, fR#EF BF16
if getattr(args, "first_last_layers_bf16", False):
num_layers = int(args.num_layers)
num_layers_at_start_in_bf16 = int(getattr(args, "num_layers_at_start_in_bf16", 0))
num_layers_at_end_in_bf16 = int(getattr(args, "num_layers_at_end_in_bf16", 0))
head_end_idx = num_layers_at_start_in_bf16
tail_start_idx = num_layers - num_layers_at_end_in_bf16
if int(layer_idx) < head_end_idx or int(layer_idx) >= tail_start_idx:
return converted_named_params

# routed experts: RA mlp.experts.linear_fc1 / linear_fc2 # A\ NVFP4,
# BH& _quantize_moe_params fRiE gate/up BRIt EM. E£ZEFE— global amax
expert_pattern = r'mlp.experts\.(.+)\.weight(\d+)"
match = re.match(expert_pattern, rest)
if match:
rest, _ = match.groups()
if restin [
"linear_fc1",
"linear_fc2",

return _quantize_moe_params(converted_named_params, ignore_rules)

# base MRATEILALIRA —EE mlp.shared_experts.linear_fc1/2 B94%, 4 PR %
# HEEFRMMERERERZREREE, 5il4 matcher, B&ERAF—K

return converted_named_params

tests/e2e/megatron/test_glmb5_2_744b_a40b_5layer_nvfp4.py

# £ NVFP4 RL @85BRHY 8 & B200 E2E, MIFRITUAKEY shared expert matcher 5
—extra-high-precision-layers-* 2%k, F#3% -—ci-disable-kl-checker; E& 2K PR v & E
ZHBEIF CIEXEA,

# tests/e2e/megatron/test_glm5_2_744b_a40b_5layer_nvfp4.py (head iRAF %)
#IAMBERE: REXFARBETER, XZELTEMN bf16 matcher EHMIIR,
# X5 default_bf16 BIK, EMT INVFP4 BRAREBEHXZELT R
TE_PRECISION_CONFIG = """
configs:
nvfp4:
transformer_engine_config_type: "TEQuantizationParams"
training_recipe:
fp4_quantization_recipe: "nvfp4"
bf16:
transformer_engine_config_type: "TEQuantizationParams"
training_recipe: {}
matchers:



routed_experts_fc1_nvfp4:
type: "glob"
enabled: true

"

pattern: "*.mlp.experts.linear_fc1"
config: "nvfp4"
routed_experts_fc2_nvfp4:
type: "glob"
enabled: true
pattern: "*.mlp.experts.linear_fc2"
config: "nvfp4"
default_bf16:
type: "glob"
enabled: true
pattern: "*"
config: "bf16"

.strip()

# ci_args #¥E --ci-disable-kl-checker:
# IKFER signed train/ppo_kl < 1e-8 Wi E EERKENEKIRK L RIAEELM,
# AW ZEBEARKE NVFP4 SZILA Y

ci_args = (
"——ci-test " "--ci-disable-kl-checker " "--ci-disable-logprobs-checker " "--ci-disable-weight-update-
checker "

)

# mixed_precision_args R~EP#EE —extra-high-precision-layers-hf / -megatron:
# HELTFNHRELRNBEENRAERE, RENSIETLRK workaround
mixed_precision_args = (

"——transformer-impl transformer_engine "

"—bf16 "

"-fp4-format eZm1 "

"-fp4-recipe nvfp4 "

"-first-last-layers-bf16 "

f'-num-layers-at-start-in-bf16 {NUM_LAYERS_AT START_IN_BF16} "

f'--num-layers-at-end-in-bf16 {NUM_LAYERS_AT_END_IN_BF16} "

f'--te-precision-config-file {te_precision_config_path} "

)

b T
A PR WERFPF/LFZAE FTHEAKE: claudelbot] B PR KRB fork A X Z HITHE
(“This pull request is from a fork — automated review is disabled”) , AXTHFRA
yueming-yuan B#>R APPROVED, IEXAZE, EEMILIEEFAE PR body 8 Validation /
Limitations &%, fEEEMNWE T ZAFRA:
“Neither exact 8-GPU GLM-5.2 RL E2E passed. Both exercised the affected

FlashInfer routed-MoE path through both rollout generations, then failed the same
rollout-2 signed-KL assertion.”



VEF R AIBLKFARTF AR, fREMR before-PR ELIFRAZN = FEREIRIRE AR (H 4

train/ppo_kl=0.00005550903006223962, head train/ppo_kl=0.00015277016791515052)
, H4AH step-0/step-1 B9 ppo_kl. train_rollout_logprob_abs_diff. train_rollout_kl X%
, BEE A —ci-disable-kl-checker &M=, RBIEIMRTESHXR,

“The one-sided train/ppo_kl < 1e-8 gate accepts negative values regardless of
magnitude; exit status therefore depends on sign and is not a robust magnitude
check.”

XEH IR OE CI 89 KL NARFFERME: FIR step-0 M KL R2 [F5EM A8
i, ERRMEKR, RAINERREBESVIEN,

BT EINR K= BEE: tests/fast/test_nvfp4 scope.py T CUDA Lt 13 g4k (&
test_nvfp4_hf conversion_preserves_shared_expert_storage) , 1BE&ZAM follow-up
commit da280c4f Removal #, KK PR &N, FK HELTRAIMAEFF BF16) XEHEYA
B BENSF T, A E2E REFshEZ Flashinfer B 0.6.18 LB Issue #4486 89 NaN
EY)3 (pip check EIRBFHANA—3K) , X—IFERBBARRE PR E1b,

« signed KL [1£4%2%%5 --ci-disable-kl-checker ByEX& (testing): W [HELKREFELEK HIK
FEXRAZBIE, R KL/log-prob EARKIITE S B, TEKRENHERRE KRB E,

. tests/fast/test_nvfp4_scope.py TEANBIHEFEIR, FRABDEMTFE (testing): EARA
RAEN RZEETRLMAES BF16) ZEBFMLEIIRP, REEERE 8 £ GLM-5.2 E2E,

» NVFP4 shared-expert BRIASERE 5%k / S HEEZEXFT (design): =&KB&1Z2%— A routed
experts only, £EERBRARERKEE; —extra-high-precision-layers-* A B L ERE.
MLA &% B15b,

« E2E 1&K#t FlashInfer 0.6.18 Fah & = AME NVFP4 MoE NaN [EY3 (correctness): 3&1iF
HRIKMTFIIMREE, OERGSIRHFEAKRME PR B8, REEE Cl L{TaEEN
NaN,

- WWHEEEIEN (other): RARBIETSKMIEHE PR body FEHIE, REIMIHRDEK

review X,

PNESE-A

« NS FEEMEGHIE—HM (&) : tools/convert_hf _to_nvfp4.py 5 quantizer_nvfp4.py
BBRAEMHEZEET, WRTAIBRITE™ HE NVFP4 checkpoint FREEEERZ NVFP4
K2, mEAI% / SHEERH% BF16 438, BEEERIESMSERBEEEXF—K, TE

EFPTRHRSES S, FANEEA NVFP4 AR&miElr (KL, reward) RNE&HEEWHLE,

FEBRIEIRME (F) : is_moe_expert_weight name #EE & A
_is_routed_expert_weight_name, % & EXPERT_NAME_MARKERS #3525 A
ROUTED_EXPERT_NAME_MARKERS / SHARED_EXPERT_NAME_MARKERS, |BEEIRE L
FHREEMMR, ©EREARBAS notebook import IXFEMNMFSXILZIIR ImportError, BT
T EEMFM breaking change,

MABEARAR (F7) @ 3N ETAAZTER, BLERBETE] AZINFEA PR W%

NP EE, (BME—ET B tests/fast/test_nvfpd scope.py BEENRIESIR;
tests/fast-gpu/test_nvfp4 _quantizer.py REZ gate/up AT EMNSE shard BEEX, REZ



RELHE, EVFREERE 8 £ GLM-5.2 E2E,

E2E ®RICWHIZE (F) : -——ci-disable-kl-checker &inJRA B —ci-disable-logprobs-checker,
—ci-disable-weight-update-checker &, % E2E BARBMEME—ZKMK S, BMEZT SO TE
I ELERE K X2 A 5| AFERIER (PR B 25 “even a pass would not establish
numerical parity”) o B4 signed-KL T&EZEENME, B TEAWAERE,

SNERIRFREE () : E2E £EBE —-sglang-moe-runner-backend flashinfer_trtllm_routed
5 per-token BUEEMRIZR, IER Issue #4486 | Flashlnfer 0.6.16.post4/0.6.17 #&
SM100/SM103 £/ 4 NaN WL E; AREFaIEHR 0.6.18 =1 wheel ZHE, ©ESH
BERBERREND EH, FERZE Cl EATREE I NaN FER R E,

MEES IR (K) : £EZEFM NVFP4 E3| BF16 SBEEFRERAS®R / EAHFHE, 8
MoEFHEZELEFRRAER BV ESH, ETARESERZ—REMHBNTEZAM; denseE.
MLA., MXFP8 5 EMWNKFERZH M,

« . AFPM: A NVFP4 RL (GLM-5.2, DeepSeek A& MoE) WAF ARG, £FLX
BaRIFREE, FBEBEEF I —extra-high-precision-layers-hf /
—extra-high-precision-layers-megatron; {Bi:ME #Hrig# i+ S H NVFP4 checkpoint, &
N&EEIBNENREEEFZHEE%, XA docs/advanced/low-precision.md BRI, &
i85 7 = A R A

Ao NVFP4 B9ERE—R PR A =4 (F&iEH#. Megatron J)II%k matcher,

Megatron—HF &4 / live weight update) “&—fX routed experts only, T [3EiE

1. INgMIL BF16 k] BERXAR—3K; quantizer nvfpd.py M TRESHER E, FERE

ERERTSFHUKERRBWHEZKE, THF SGlLang #EMMBAREEELKETI,

RPBAM: FSERRAE (8xB300. >k E2E 4 1200-1500 #. EE Flashinfer F5hE%)
AR E2E EEES TR, FA KL BTEXR]; REFHEEH
—ci-disable-kl-checker K5 A CEE NERER LMK CI 4T BHUEEMN, HFER
R AL

o REEARIT: OB RBAZE | BB NVFP4 checkpoint EEH | KL Wi HER , V&
MSFE , FlashInfer lRAKRE PR EE

KRR L&

« PR #3148 [CI] temporarily disable failing FT tests: RIEAEFR: AEF Cl FTmlc
B LBONIR, A PR 8y —-ci-disable-kl-checker BFRE—2% &8 R, BBE] HZh
, A BEARGRMER —K

« PR #3160 [CI] disable the two FT determinism tests #3148 missed: R E % 8)5 Lh
T, WHAXFMRBAFEYT BN, GLM-5.2 NVFP4 E2E %] KL BiE G thTaEREX
AR,

« PR #3147 Bound the trainer's GPU memory during the LoRA weight sync: [E/J&
Megatron EIRER S / FHER (megatron_utils. weight_update) ., NVFP4 Efb %
AER—SHEAL APREKEFHKEEEGSESZERNEFSESRIAEEMEER H,



« PR #3162 ci: pin the DSv4 bshd/thd parity test to the miles impl: RA &AL / KEEAE
* E2E EBRAZIMBIMETMmMAIK, BEUNRMIAEKRE ClI WAEERN, T5AK PR
ERLREV T €&/ SN P ER AR



