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examples/multi_lora/serve_gwen3_30b_a3b_tinker.py (¥ & 8 FHRRI 25 SH 0
B, REZHCHERNER) . miles/tinker/arguments.py (Tinker &E/134 B E FB & X
B, yEAKWE) | tests/fast/tinker/core/test_service.py 5 harness.py (
checkpoint JRAM., FAFRE. RAKEEAXIMNRIBEAEXLERZE) , EEXFHRITR
WA L tinker-cookbook H1E wire contract B9ICUARAE; A test_layering.py A
ANBA R core/runtime/server 2 ; sampler fREEFR T ZE B FH X3 pinned version
fRHNT, SER=/A: N PR TZEITALIFE HERkBERMESE) , WEFEBEBTENRL
tree: run_id EREAERSHKEREIR checkpoint BIZARA, KHZIESVHEREZE
0 [0 KM BAMAXREETTEEZ, BREEGILSE SLA BT,

THRES B

PR body %R E [Add the Qwen3-30B-A3B Tinker gateway launcher and an SDK
marker-memorization client] , BRAREIF 6 A PR ZE B multi-LoRA / Tinker M X243
MBS B A 5 BIkIRE, 3 [Stacked on #2845] , Bk O /2 5 S3/REAH:
run_client_recipes.py BIXA4FHEHR cookbook By sl_loop (SFT) 5 rl_loop (GRPO) &
[the executable definition of the Tinker wire contract; passing them is the gateway's
acceptance bar] . M4 body WBAA PR A B RAEMIAY1E X Uk % TExisting sampler
tests now exercise disk publication, snapshot resolution independently of the training
lease, and training continuing after a sampling failurel , F4& Tinker 89 CLI ZAM A
parse_args & KR AR,

SRR

1. 230FM TN (NBE) : #F3E miles/tinker/arguments.py, add_tinker_arguments() A
NI B —4E K --tinker-server-host/-server-port/-base-model/-checkpoint-root %
train-attn/mlp/unembed =#B BooleanOptionalAction; configure_tinker_args() =
—train-backend megatron. #E#5 -—-target-modules/--exclude-modules /A, BZ&
_resolve_target_modules(load_hf_config(...)) #&k3#E& model_type BFF A
g_proj/k_proj/v_proj/o_proj. gate_proj/up_proj/down_proj. Im_head, &
args.target_modules X#EA LoRA K5, ELE miles/utils/arguments.py BIFR 19 47



NBST MR Z &Rk (+3/-19) , serve_tinker.py B#H % (+8/-7) . Bm: FrAI
% NO ] parse_args #R&EXEHEKZ,

2. T~ BBHE: examples/multi_lora/serve_qwen3_30b_a3b_tinker.py B typer +
U.dataclass_cli 32/ prepare (hf download Qwen3-30B-A3B) 5 serve;
ScriptArgs.__post_init__M output_dir Jk4£ save_dir. M model_dir JR&E hf_checkpoint
, run_id B U.create_run_id #GRAA ALK, # checkpoint-root = save_dir/run_id,
serve() # ckpt/lora/tinker/optimizer/perf/sglang/topology/misc 4 EHf3E CLI, HEX
%5 U.execute_train(train_script="serve_tinker.py"), B %— %A\ 0 &M X,

3. ZFPIE5RIkKO42: examples/multi_lora/run_multi_tenant_example.py B tinker SDK
B api_key (tml- BIZR) 1EAMFARIR, -—-mode singlelmulti 4|3 %%, SNEF %
A marker #7E greedy XAEFARLE loss T + B BH marker HIL ;
run_client_recipes.py B3 _EJiF tinker-cookbook By sl_loop/rl_loop, 1B_LEE recipe ¥4
£ wire contract BRI FRE,

AR5 MR tests/fast/tinker/** & #ore (future/model_gueue/scheduler/service) .
runtime B datum—batch &1i¥5 SGLang £#kBat. server/app B HTTP 24y,
proto_codec B protobuf/JSON XXE—3k1%E; test_layering.py A S AEKI & core RIKH
stdlib. RA runtime A3 import miles; harness.py B FakeBackend £
write_checkpoint_dir & % ¥ fail_next/fail_on TN ;
tests/fast/backends/training_utils/test_checkpoint_io.py B & BHFEE link B#aER
B+ BEER] WERMETM. BRAXNRB sampler-push readiness FAfl5S backend
fake A EWMIIE, fixture BRRET run() BLEARS

5. e2e. XI5 tests/e2e/loraltinker_gateway.py &1
prepare_gateway/_wait_for_gateway/running_gateway ¥ &,
test_tinker_cookbook_gateway.py 5 test_tinker_multi_tenant_gateway.py ®5k 8 &
H200 ABIE run-ci-multi-lora #r&3%%; README 5 4 RIS B AR ZE checkpoint
root. frozen base M#k. FHZE sampler BX5#%E|EnE; prepare/serve ¥HITE
RSB CLI B,

REEF:

« examples/multi_lora/serve_gwen3_30b_a3b_tinker.py (#3k BoiiA; 2£5| source; £
A core-logic; &5 ScriptArgs, post_init, prepare, serve) : A& PR WX ZE {4 :
Qwen3-30B-A3B Tinker X 2508, EX 8 TR AL / X%, adapter AL,
checkpoint RS 5 T CLI 8L 4,

+ miles/tinker/arguments.py (#£3t WMX54; 25| source; ER core-logic; 5
add_tinker_arguments, add_argument, configure_tinker_args,
_resolve_target_modules) : #3EH Tinker 2R ES5REAR R & —tinker-* T E F 3|
—4&b, FH4B attn/mlp/unembed FFXAEM A target_modules, [REEZREL Megatron J& ik
5 Qwen3 AFERRE,

. examples/multi_lora/run_multi_tenant_example.py (13t ZFEFZF#; 23| source;
KA core-logic; &% build_datums, run_client, main) : SDK MIRUkEF3%: A
api_key EAMFARIR, BIEF / ZHEPAMPEIRE loss THEEB marker HIFREE,
EM % marker 212 RANTHATE Xo



« examples/multi_lora/run_client_recipes.py (iR B A& 3%; £ 5| source; H£R
core-logic; &% run_sft, run_rl, main) : ¥ cookbook BUkEFif: EHFERAHA
tinker-cookbook # sl_loop/rl_loop, {BE A recipe BEEHEE E X AWM K wire contract By
AR,

+ miles/utils/arguments.py (3 S8k 47; 25| source; FER core-logic; F5
parse_args) : MUK 19 7. RIRE 3 17 Tinker SFOEMMAR AT R H,
A add_tinker_arguments, ZFIAINGADEHSZSHEFRRIZ,

. serve_tinker.py (13 BRESAB; 5| source; EA dependency-wiring) : M X3H2H
ANBEL: MEHERSRFVRESASRANF (+8/-7) , Z&#| launcher 53K i8]
HE—BE R A

- tests/fast/tinker/core/test_service.py (#£3k W XAREMR; K5 test; FHH
test-coverage; 5 _optim_payload, test_resubmitted_seq_id_reuses_the_future_and
_runs_once, test_create_model_is_two_phase, test_failed_slot_init_returns_the_slot) :
HRERARNIEMR (850 17) , LIFREE. AMEERR. EAUEIK. barrier L.
checkpoint lRAAK M. BAFHIEL, HFP5KKREEWXIEXEMKTHITRE .

. tests/fast/tinker/harness.py (#£3k MRME; K7 test; £R test-coverage; F5
FakeBackend, _record, named, trainer_dead) : £k MERIZAFIESR
FakeBackend iB3xA R I X #F fail_next/fail_on JEAN, £ write_checkpoint_dir 5%
&, BRMNABE—F [0 1BX,

. tests/e2e/lora/tinker_gateway.py (13 MEEE; K7 test; KR test-coverage; {5
prepare_gateway, _wait_for_gateway, running_gateway) : e2e & E:
prepare_gateway Fufifg / EEIIE. _wait_for_gateway BREIFM. running_gateway
4 REHAEIE, f#t cookbook 5§ multi-tenant F4k 8 FRAGIE A,

XAFS: ScriptArgs.post_init, serve, prepare, add_tinker_arguments,
configure_tinker_args, _resolve_target_modules, build_datums, run_client, run_sft,
run_rl, FakeBackend. record, FakeBackend.named, created_model, await_settled,
prepare_gateway, running_gateway

KBRAL B EX
examples/multi_lora/serve_gwen3_30b_a3b_tinker.py

A PR X ERZM: Qwen3-30B-A3B Tinker MX s, EX 8 FHEY SH)I% / 4]
4. adapter i, checkpoint RIEF 5 TE CLI 234,

@dataclass

class ScriptArgs(U.ExecuteTrainConfig):
# run_id KA E U.create_run_id &£ BX, checkpoint ®REREEN save_dir/run_
id: ERTER, FoBEHERE

run_id: str = field(default_factory=U.create_run_id)

hf_checkpoint: str | None = None
model_type: str = "qwen3-30B-A3B"
model_dir: str = "/root/models”
save_dir: str | None = None



megatron_path: str = "/root/Megatron-LM"

#—& 8 FYAYIMK 4 Fill%k (TP2 + EP4) 5 4 £X#, adapter A HEREM 4 NMEF
num_gpus_per_node: int = 8

actor_num_gpus: int = 4

rollout_num_gpus: int = 4

tp:int = 2

ep:int=4

lora_rank: int = 32 # fEAM LR, BEFIE rank B SDK fEA, FEERE

lora_alpha: int = 64

n_adapters: int = 4

tinker_train_attn: bool = True

tinker_train_mlp: bool = True

tinker_train_unembed: bool = True # Im_head #1455 LoRA, R~HI# marker iBIZELIRFE

def _ post_init__(self):
# KRB RMESBM output_dir #F checkpoint &, 38 HF E %] model_dir
if self.save_dir is None:
self.save_dir = f"{self.output_dir}/checkpoints"
if self.hf_checkpoint is None:
self.hf_checkpoint = f"{self.model_dir}/Qwen3-30B-A3B"

@app.command()
@U.dataclass_cli
def serve(args: ScriptArgs):

"""Serve the Tinker gateway (idles until clients connect).
ckpt_args = f"—-hf-checkpoint {args.hf_checkpoint} --megatron-to-hf-mode bridge "

lora_args = (
f"—lora-rank {args.lora_rank} —lora-alpha {args.lora_alpha} —lora-dropout 0.0 "
"--no-gradient-accumulation-fusion " # AL ZFEERE, RIFHERZLZERNTE
f"—multi-lora-n-adapters {args.n_adapters} "

# checkpoint 5 run_id 48E, &R serve BRI tinker:// 4p& =14
tinker_args = f"--tinker-server-port {args.tinker_port} " f"--tinker-checkpoint-root {args.save_
dir}/{args.run_id}"

# ZAFF R &AL H miles/tinker/arguments.py B _resolve_target_modules BB target_
modules

for group in ("attn",

mlp", "unembed"):
enabled = getattr(args, f'tinker_train_{group}")

tinker_args += " —{"' if enabled else 'no-'}ttinker-train-{group}"

#XBREYIWERE; AN AdamParams BEEA optim_step ERER
optimizer_args = "--optimizer adam —-Ir 1e-4 "



perf_args = (
f"—tensor-model-parallel-size {args.tp} —sequence-parallel "
"—-pipeline-model-parallel-size 1 --context-parallel-size 1 "
f"—expert-model-parallel-size {args.ep} —expert-tensor-parallel-size 1 "
"--use-dynamic-batch-size --max-tokens-per-gpu 8192 "

)

sglang_args = (
f'--rollout-num-gpus-per-engine {args.rollout_num_gpus_per_engine} "
f'--sglang-mem-fraction-static {args.sglang_mem_fraction_static} "

"--sglang-lora-backend triton
)
topology_args = (
f"--actor-num-nodes 1 —actor-num-gpus-per-node {args.actor_num_gpus} "
f"—rollout-num-gpus {args.rollout_num_gpus} "
)
misc_args = (
"—-attention-dropout 0.0 --hidden-dropout 0.0 "
"—-accumulate-allreduce-grads-in-fp32 --attention-softmax-in-fp32 --attention-backend
flash "

train_args = (
f"{ckpt_args} {lora_args} {tinker_args} {optimizer_args} "
f"{perf_args} {sglang_args} {topology_args} {misc_args} {args.extra_args} "

# ERAFE—INGANDOAEKMAIFE, train_script 38 serve_tinker.py
U.execute_train(
train_args=train_args,
config=args,
num_gpus_per_node=drgs.num_gpus_per_node,
megatron_model_type=args.model_type,
train_script="serve_tinker.py",
megatron_path=args.megatron_path,

)

miles/tinker/arguments.py

L Tinker 2B 58ATE: B —tinker-* SEME T R|—4L, 338 attn/mlp/unembed FF
XAEMTA target_modules, FEBTEEZRAL Megatron E3ES Qwen3 AF|ERIFR &,

import argparse
from miles.utils.hf_config import load_hf_config
def add_tinker_arguments(parser):

"R --tinker-* FFX&EFHIEM, ft miles/utils/arguments.py B9 parse_args M. "
group = parser.add_argument_group("Tinker")



def add_argument(name, **kwargs):
return group.add_argument(f"--tinker-{name}", **kwargs)

add_argument("server-host", default="0.0.0.0")

add_argument("server-port", type=int, default=10613)

add_argument("base-model", help="M X3t/ EEHERI L (BRIABX —-hf-checkpoint) ")
add_argument("checkpoint-root", help="tinker:// 89 checkpoint /&R B X (BRIA <save>/tinker) ")
# BooleanOptionalAction EBJRAE —tinker-train-attn 5 —no-tinker-train-attn
add_argument("train-attn", action=argparse.BooleanOptionalAction, default=True)
add_argument("train-mlp", action=argparse.BooleanOptionalAction, default=True)
add_argument("train-unembed", action=argparse.BooleanOptionalAction, default=True)

return parser

def configure_tinker_args(args):
# Tinker M #4K# Megatron B9 MultiLoRA #5490 % = checkpoint 10

assert args.train_backend == "megatron”, "Tinker requires the Megatron backend"
# %—H train-attn/mlp/unembed # & target_modules, Z1F 538 LoRA IIEEHURA
assert (

args.target_modules is None and args.exclude_modules is None
), "Tinker uses --tinker-train-attn/mlp/unembed; —-target-modules and —-exclude-modules are
not supported"
modules = _resolve_target_modules(
load_hf_config(args.hf_checkpoint),
train_attn=args.tinker_train_attn,
train_mlp=args.tinker_train_mlp,
train_unembed=args.tinker_train_unembed,
)
# R4EA LoRA RIGEE, FE trainer / engine ¥R SERRARMT 5 AR L8

args.target_modules = ",".join(modules)

def _resolve_target_modules(hf_config, *, train_attn, train_mlp, train_unembed):

# ENTERREEEZE M attention/MLP ZE A, AR EBEZ Qwen3 A7
assert hf_config.model_type in (

"qwen3",

"gwen3_moe",
), f'Tinker target layout is not defined for model_type={hf_config.model_type!r}"
modules = []
if train_attn:

modules.extend(("q_proj", "k_proj", "v_proj", "o_proj"))
if train_mlp:

modules.extend(("gate_proj", "up_proj", "down_proj"))
if train_unembed:

modules.append("Im_head") # unembedding L E3EE, I marker IBIZAKFIEX — I
assert modules, "Tinker requires at least one trainable LoRA module group"
return modules

examples/multi_lora/run_multi_tenant_example.py



SDK M3k Z Fim: F api_key fEAMBFARR, B, / ZHEFPAMEIRE loss THRES
B marker BB M, ZMX marker iB12] RANTHITE Lo

async def run_client(index: int, args) -> dict:
marker = MARKERS[index]
tag = f"client-{index}"
# tml- BIZZ SDK BHFIEK; MXIE api_key BEYNRMF, id, FAXRFREE future 5§ adapter HfiL
service = tinker.ServiceClient(base_url=args.base_url, api_key=f"tml-smoke-{tag}")
training = await service.create_lora_training_client_async(base_model=args.base_model,
rank=args.lora_rank)
tokenizer = training.get_tokenizer()

datums = build_datums(tokenizer, marker)
target_tokens = sum(datum.loss_fn_inputs["target_tokens"].shape[0] for datum in datums)

losses = |]

for _ in range(args.steps):
# BHHFATEEFMER, MKIZ seq_id HFFHE optim_step U1E barrier, FRIEAA
forward_backward 528X
fb_future = await training.forward_backward_async(datums, loss_fn="cross_entropy")
optim_future = await training.optim_step_async(types.AdamParams(learning_rate=args.Ir))
fb = await fb_future
await optim_future
losses.append(fb.metrics["loss:sum"] / target_tokens)

# REE L ARER tinker:// BARIXFEF M, BIE RFRAR — RN 85
save_future = await training.save_weights_for_sampler_async(name="final")
sampler_path = (await save_future).path

sampler = await service.create_sampling_client_async(model_path=sampler_path)

response = await sampler.sample_async(
prompt=types.Modellnput.from_ints(tokenizer.encode(PROMPT)),
num_samples=1,
sampling_params=types.SamplingParams(max_tokens=args.max_tokens, temperature=0.0),

)

completion = tokenizer.decode(response.sequences|0].tokens)

# XEH|IE: loss R T, B greedy S AMEMAZ 3 E W

marker, UL RBEMAEF HE

ok = losses[-1] < losses[0] and marker in completion

print(
f'[{tag}] {'PASS' if ok else 'FAIL'} loss {losses[0]:.3f} -> {losses[-1]:.3f}, "
f"'marker {marker!r}, completion {completion!r}"

)
return {"tag": tag, "ok": ok}

async def main(args):

# --mode single RE—EF (RFEB) , —mode multi XS ANEF, (BEMHEUL)



n_clients = 1 if args.mode == "single" else args.clients

assert n_clients <= len(MARKERS), f"at most {len(MARKERS)} clients"
results = await asyncio.gather(*(run_client(i, args) for i in range(n_clients)))
failed = [r["tag"] for r in results if not r["ok"]]

assert not failed, f'failed clients: {failed}"

print(f"all {n_clients} client(s) passed")

AT K

A PR By review Wi8JLFAZ: claude[bot] R$E7~ [This repository is configured for
manual code reviews] , BREAEASIFRTH ; yushengsu-thu (3kRE1EE) % H APPROVED
, review_comments_count = 0, 2792 4T / 40 NXHFRA 1 4> commit, EEEAEEENZE
issue TFIL BB Cl X428 : 1EEIELL 4 )R /rerun-test (test_tinker_multi_tenant_gateway.py.
test_tinker_cookbook_gateway.py. test_gwen3_5 35b_a3b_lora_ci.py.
test_nemotron_3_ultra_4layer_ci.py) , BREKZLIAE 39-48 A [The run never
started: resolving the test file's execution plan failed] %MK, #—%#%4%%%&
stage-c-8-gpu-h200/h100 EBL 7m18s / 7m4ls / 16ml14s / 24m43s B ; BA—KS
multi-lora TT* B EEA LK test_deepseek_v4 flash_4layer ci.py (stage-c-4-gpu-h200,
20m11s) o W4 PR body BEIZER T EFEITERE (10 RKLILEEE cell. RMREFHKE.
GPU UKSKESIEZE fE) |, XL ZIRARSTINA R K,

< IPHEIIE: RAHFREEEN APPROVED, RAZITII (other): 2792 47 / 40 X4/ 1 A
commit WEBAERAEEZE=ZAZTIFFNIREATEAN, #AERBIMETAA,

- FIE e2e ABIER THUTITRIARIT AN  (testing): &I & AEMIREIFE / BATH RIEATH
BmIERNREE, BT CIMER; EEBTHEAAGAS I ERRNREERY, FE2E
7 e 23|/ RE R,

« checkpoint/IO &IKERLIEHE trainer cell BIERE (design): #EF T fail-fast: (EfIFAF B
WE | FHABELSLEENRNX, BEBERS—KME; BaREHE RBREARTES,
ZEF AR E A 835K,

o Tinker NREN A BB E R AESIE (design): MR FBWEY BARAS : Frisif ke ik
A IBX RS ; T~ launcher H3E L4 tinker-train-attn/mlp/unembed 1R —FF %
[i:TI8

PNESE-A

c RF&: 1) EESEIENT RSN miles/utils/arguments.py MR 19 4TREE Tinker 3%
Me&E add_tinker_arguments, XEZATAINGADOIAK parse_args B2 ; EABA
SOMRIKH B NEX SR E / BRIAE, TTREHIEAERE)T (AORBE MR R ILE A%
SXAEESIONERIEE) o 2) REAMARE assert YR : configure_tinker_args W&
train_backend == megatron, _resolve_target_modules R#E% model_type € {qwen3,
gwen3_moe}, IIER LT IS HE AssertionError MIET 15812 ; Tinker 5
—target-modules/--exclude-modules B /FWART4i3t, 3) 5~ launcher B run_id &
U.create_run_id EXIBA LR, checkpoint & save_dir/run_id BEZZft: EREIRK
tinker:// BIZABETA, BRLSWEEMR, WrAZZENRE, EATKBEREFETEZE
X EZE run_id/save_dir (88T CLI B% run_id & U.dataclass_cli BSZFRITAFIA) o



4) W MK . body BAF [Checkpoint load/save/export execution
failures,including filesystem errors, terminate the shared trainer cell and server] ,
BREFF B—K 10 SHESLIEEAMX, B TAutomatic training recovery/replay
remainsoutside the current implementation] —Z 3R TX 2 H AN T AR,
5) MR fake A E: FakeBackend REZHE S Megatron/ B / 531¥4TA, body 7R&
IANZIEE does not validate forward/backward numerics, topology changes,
MoE/TP/PPlayouts, server restart, or failure recovery] , Fi83E T AH#s launcher gate
362passed / 30 failed / 122 errors, 6) Cl fA4~: ¥3gmsc 8 £ H200 AB (7-8 K%
E®) 1 run-ci-multi-lora, &0 run-ci-image / bypass-fastfail =&, [ 1ERTHE]S
FREALEA, 7) HASRBETEER—3K: body & No new test files are added] ,
XEB BN tests/fast/tinker/** 5% T e2e XA AFE, RARBRLUEA T RN ELR
A, FEEURA tree Ak,

« B JHERZE: multi-LoRA / Tinker AAF B R E3| A EEBITHNSE R A MRNEF i
——SDK marker 1212 (B2MHF 53 &) & L cookbook B9 SFT/GRPO UKk, IE
HMEHIE (loss T + B OB marker #it{E. BRAFPERER) TREER, TEA%
. REDMIE R ERE]. miles/tinker/arguments.py #1385 miles/utils/arguments.py.
serve_tinker.py BYEL, IAEKERZRK; ESRERAEAND, FFIA Tinker AN
BRI AEZ M, B Tinker 5§ Megatron E3RHE, MRM: MIRELER
KEIRNILRY (seq_id HF. optim_step barrier. #RITRIAR. checkpoint fRA%.
. BAZAFEIES, 403/410 3BX. core B import miles) EMLE A HATHIAAS, &
LR ASEENR; FIRAKETEEXEY R target modules B4t, Xt CI/ iz #7
WL 8 £ H200 ARSI, GPU HPASERKIEM: checkpoint RFE run_id
TiEg 110 KKK IERF celll BEIEXFEECEMARIESZ,

« RFetri: RZESHBMMTEEAZRSD , R run_id BRAERK , XX
gwen3/qwen3_moe, 10 kKKREXLIER % , GPU IREPREIEIKFENR , TERITAILY
w

KRR EE

« PR #2845 multi-lora v2 &% PR (}rBURE LT XH%H) : PR body BA# [Stacked on
#2845] , A PR BRI EMIRZBLEZARNMALAZ £, SHEERFSENARBEEE
Xo

« PR #3198 multi-lora v2 &K XHk PR (FR@RELTFXF%H) : body #& [the final
#3198 tree exactly matches the reviewed implementation] , slot checkpoint £23)I|3&1E
51 it GPU 33405 /£ #3198, & PR WERAFRRES 22—

« PR #3183 [AMD] [LoRA] Add a Qwen3-4B LoRA RL launcher: F#2 TRaHEMA + iC
TRGARK] BWESE (scripts/amd/run_gwen3_4b_lora.py.
tests/snapshots/launch_scripts/**) , 54 PR B launcher/ RBHCERR, ®1EAS %
2R,

« PR #3245 fix(megatron): respect --no-load-optim when resuming a LoRA adapter: [E &
LoRA FE{i checkpoint 127 / IR EEMMEL; A& PR B save/load slot £%k5
optimizer RS & 5 Z"FRL,



« PR #3083 fix(megatron): respect --no-save-optim when saving checkpoints: LoRA
checkpoint EEX B —¥ (REM) , 54K PR * sampler £ . checkpoint BRAALMR
M RR B — "] SEPERR L

« PR #3256 e2e: run the DSv4 megatron impl CI on the cudnn DSA backend: 4~ PR #A
[B]IREEBY test_deepseek_v4 flash_4layer ci.py (stage-c-4-gpu-h200, 20m11s) ERET
% CUDA A%k, RMRAMRT RS HEmEBEXmmIER PR &5,



