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HATHE

« —AE: FE Tinker M X3IBE/THTS serve A0

- EME: EEFEIR, 2R multi-LoRA v2 P &RENR [ELHITHER B8—/R. iR
FEIX: %F miles/tinker/runtime.py 8 _pad_to_dp_multiple / _build_train_data /
_execute_batch =Z#-F&, M datum A5 sample_index EAHMN; BHE
serve_tinker.py H serve(), EAARSELZKRE (asyncio.wait(FIRST_COMPLETED)) .
dispose /75 GatewayConfig B#S; #/533 miles/utils/arguments.py #J entry 4 &
, FOAREBEA train ARRARMETAR)ET, FE2E R XTNRITARANESEL: I4EasSE
object store £33k worker BAT#% DP {14, FAEMEE|AM DP 155, ERNEKKEE
5RmMAKALIEMXHEKRDEAR, L& NaN / MASK_LOGPROB ) wire A&, EIVE
R @A TrainerCell.execute(kill_on_failure=True) 5 Tinker RS EFELLETER
2X5F, FH#IA _build_train_data fR¥E % datum FN LR BRIZEES SDK AET
B KA.

THRES B

PR body BJ&3RZE [Connect the protocol service to Miles through MilesBackend and
serve_tinker.pyl : dataset JEFHEY multi-LoRA v1 /E3k B, ki Tinker MhiNAEH——
Z P33t adapter slot ER3ER forward_backward / optim_step, REZEABRALIEES
JAE (docs/advanced/lora.md BB R C: "Multi-LoRA training is served through the
Tinker protocol: serve_tinker.py turns a miles deployment into a training service where
each client drives its own adapter slot with explicit forward_backward / optim_step
operations (the server owns no datasets or schedules)") . XESEMAEERTFEA
B, A PR EMANE BE—AE] : &GS MF5%F] Megatron actor. RAEL{T
2 router AT X adapter. KA EHLILARS, BT serve BHREXA

rollout/GBS E X, EATASEEITIIE entry £E, TN —-rollout-batch-size )| A3E
MKMEEM X BB,

LI AE

1. NOG5EHEA (serve_tinker.py + miles/utils/arguments.py) : parse_args i
entry 6%, WiE R#ER "train" / "serve" #5 N args.entry; add_miles_arguments F
parser.set_defaults(entry="train") BJ&, HRIEBLARAAITALRE, —rollout-batch-size
M required=True FEH A default=None, & [3E] EXTFINE| miles_validate_args ¥



FTHEHY args.entry == "train" 2%, £ serve A O® URYAEAM rollout EEX BTN, Fg
—tinker-server-port (BR1A 10613) . --tinker-base-model (BRIA —-hf-checkpoint) .
—tinker-checkpoint-root (BRIA <saves/tinker) Z=ANK XS,

2. serve() BRENREE (serve_tinker.py) : REKFLETHMATER T —RAHIF B
multi-LoRA. —load &M% T —hf-checkpoint (Y45 IR R — 1D REREE) .
checkpoint R B FAMET#HF; MG M HF config BX max_position_embeddings, &R
& —max-tokens-per-gpu Bt5 trainer 8 padding 3 (tensor_model_parallel_size x
data_pad_size_multiplier) BN, 23| GatewayConfig.max_tokens_per_datum, J&zhN
& X worker manager — object store (contribute_segment=False) —
InferenceController — TrainerController(role="actor", with_ref=False,
inference_controller=None, rollout_executor=None) — 283 GatewayConfig 5
TinkerService(MilesBackend(...)); target_modules %%
convert_target_modules_to_hf VY3—4t, B#F trains_attn / trains_mlp /
trains_unembed, dp_size B actor_num_nodes x actor_num_gpus_per_node + (TP x
PP x CP) & ®H 33 N MilesBackend, /& service.run() 5 uvicorn B server.serve() A
asyncio.wait(..., return_when=FIRST_COMPLETED) % E, H#—F4&RAESBUES
—%, FELEERKEZRLERE inference controller — trainer IfifF dispose, __main__ &
#l use_dynamic_global_batch_size=True 5 delay_split_train_data_by dp=True, HEXA
— XIS mE— batch,

3. NEEIZ (miles/tinker/runtime.py B9 MilesBackend) : _build_train_data 1 slot
datum %] Z&F K miles B train_data——tokens / target_tokens / loss_masks /
response_lengths / total_lengths / sample_indices / adapter_slots /
dynamic_global_batch_size, i3 DATUM_TO BATCH_KEYS #%3%F M4 +
loss_weights / advantages / rollout_log _probs; _pad_to_dp_multiple Z£ batch #J3&8]
A T&E—% datum BEBEE|IAR] RN TE dp_size WEFHE, _call_trainer 1B
train_data #&#t object store (ROLLOUT _DATA VALUE_SPEC) JEW data_ref JEAH
trainer RPC, finally #EU&SIA; _execute batch UsF& rank 8 per datum ZRE#%
sample_index E4H, RIRENARAAESZERXE datum, B error ERBEHEL, slot £
“ B8R RPC (load_slot / unload_slot / save_slot / export_slot) %—H _slot_failure BX
HEANIE None BIETRLE R, optim_step BR worker _results[0], trainer dead() ¥ % 3|
TrainerController.has_errored_cell(),

4. RAEEIZ (MilesBackend.sample / _generate_request) : B payload ZRi¥m SGLang
/generate EX I asyncio.gather FF num_samples 12; _with_sample_seed FEIRA A
18T seed BYH%Z index #38, o N FHAREE, stop iBXI% Tinker X X432
——[] BRETA ignore_eos=True. BEHFIRBETA stop_token_ids. HRKBETA stop.
LoRA &K EARTEH adapter & lora_path, 383 lora_backfill_paths it B 4THE
ERICR IR A, prompt_logprobs / _topk_prompt_logprobs 1 SGlLang #
meta_info B Tinker AR MR, BREMEA NaN fo (0, MASK_LOGPROB) dfi;
_to_sequence B finish_reason.type == "abort" B3EHK error, B EBEAEAREZ i
Y B RR Th 45 Ak 80l 4k,

5. xWBAEEEXKRS (K PR LHFEMIR) : miles/ray/train/group.py #3g
TrainerController.has_errored_cell(), LM% aER%E cell B kill;



miles/backends/megatron_utils/model.py 3 get_optimizer_param_scheduler B3R E3%
RSN OptimizerParamScheduler | None, 5 serve NB3&A rollout 389 A K2
7+ (docstring 89 Returns f#3RKE#H EH) ; miles/tinker/server/encoding.py £
render result B sample 9% 3 NaN #g% JSON 8 null. F|#E MASK LOGPROB &1,
AT None; docs/advanced/lora.md 3% LoRA #3REE R ld Tinker ¥
PR, ZEFIRIRSIE i adapter slot] , HFHMIR T EBFE Internals F#E, MRS R~FI
SEREAEFRN #2849, & PR BIIIESER (checkpoint #R B FKIELIFM. slot
checkpoint #till. pre-commit) HEEARZ body 4 H,

R

« miles/tinker/runtime.py (#3k W *:zfTht; 285 source; R core-logic; &5
_pad_to_dp_multiple, _build_train_data, MilesBackend, MilesBackend._execute_batch)
D BT ROARLIBATRY: MilesBackend E X gateway datum | miles train_data BIERIFE
29, DP #NF. WREMERINGESS. per-datum BB EARE router XA, 2EAN
Tinker MXBAFE,

. serve_tinker.py (B3t RS A B ; 5| source; A entrypoint; F5 serve, main) : Jk
3L serve AH: 3 worker manager. object store. InferenceController,
TrainerController, TinkerService 5 uvicorn %HEfEk, HEX T REEIRS HTTP
server WEMEE & dispose %o

miles/utils/arguments.py ({3 S8#EHT; K5 source; FEA configuration; F5
parse_args, get_miles_extra_args_provider, miles_validate_args, add_lora_arguments)
: BIN entry £E 5 —tinker-* &31: 1 --rollout-batch-size M argparse A3EK A%
entry ®RE&, £ serve N LR rollout IEX B, EEZEMTENITAIZA,
miles/tinker/server/encoding.py ({23 hiX%mtD; 37| source; A data-contract; &F
5 render_result, _tensor_json) : *M58 sample "N B] wire Z85%: FE runtime B9 NaN
Gz A JSON null, #lig MASK_LOGPROB &1ir, f&iF SDK fll€%|&3% JSON,
miles/ray/train/group.py (F£3k JIZRIFHIZE; KA source; FEAR core-logic; F5
TrainerController.has_errored_cell) : #73% TrainerController.has_errored_cell(), A
KM DK cell ZEF MR kil WHZEAD, BEAKRAXNTFHXRAT.
miles/backends/megatron_utils/model.py (#ik A S K7 source; LA
data-contract; 55 get_optimizer_param_scheduler) : &
get_optimizer_param_scheduler B3R E LR A OptimizerParamScheduler | None,
5 serve NOTRA rollout 335 X B9 B B2 X 75

docs/advanced/lora.md (#3k XA%; 25| docs; A documentation) : # multi-LoRA
FEHEEF RN Tinker hiX4#XFE (serve_tinker.py fEAREZ A D, REAUNEE lora/ F) , ¥#
M FRE BBy Internals JBE, ZXTIMILEA BYE—F 5 XA,

*PE5:  pad_to_dp_multiple, build_train_data, MilesBackend.init,
MilesBackend.trainer_dead, MilesBackend. execute_batch, MilesBackend. call_trainer,
MilesBackend.sample, MilesBackend._generate_request, MilesBackend._slot_failure,
_to_sequence, _prompt_logprobs, serve, parse_args,

TrainerController.has_errored_cell, render_result, get_optimizer_param_scheduler



RERED R B

miles/tinker/runtime.py

PR LIB AT MilesBackend & X gateway datum Z| miles train_data B9EHFRA.
DP #h%. XN &g L% a4. per-datum BB EHRS router R4, EEA Tinker W%
A RE,

# internal datum key -> trainer batch key: Tinker datum #£3| miles %k batch £ HBRET
DATUM_TO_BATCH_KEYS = {'weights": "loss_weights", "advantages": "advantages", "sampling_

logprobs": "rollout_log_probs"}

def _pad_to_dp_multiple(slot_datums: list, dp_size: int) -> list:
"""Equalize DP shares with zero-mask datums; their outputs are dropped after the loss pass.

# —RINGG LSRR BEA DP A, BN worker M A ARFSEEFL
remainder = len(slot_datums) % dp_size
if remainder ==
return slot_datums
slot, datum = slot_datums[-1]
# BlAE ARE—% datum B tokens, RiE padding #FiBFTFF
filler = dict(datum) | {"padding": True}
return slot_datums + [(slot, filler)] * (dp_size - remainder)

def _build_train_data(slot_datums: list) -> dict:
"""Miles response_lengths select label positions here, including prompt targets."""
datums = [datum for _, datum in slot_datums]
train_data = {
"tokens": [datum["tokens"] for datum in datums],
"target_tokens": [datum["target_tokens"] for datum in datums],
# padding datum # loss_mask & 0, FFrLA'EH loss/logprob SEEARREEFR
"loss_masks": [[0 if datum.get("padding") else 1] * datum["target_len"] for datum in
datums],
"response_lengths": [datum["target_len"] for datum in datums],
"total_lengths": [len(datum["tokens"]) for datum in datums],
# sample_index £ DP rank EH 3 per-datum HirH ByrgE—§E
"sample_indices": list(range(len(datums))),
# adapter_slots it R[EH) LoRA slot £EFR— KRR A
"adapter_slots": [slot for slot, _ in slot_datums],
# —& S E— batch, ZFF miles EE global batch size M4 Z &
"dynamic_global_batch_size": len(datums),
}
# EEULE S datum A Tinker By loss_fn JRZE weights/advantages 2 & HFE
for datum_key, batch_key in DATUM_TO_BATCH_KEYS.items():
if datum_key in datums|[0]:
train_data[batch_key] = [datum[datum_key] for datum in datums]
return train_data



class MilesBackend:
# ... _init__ /trainer_dead / load_slot / unload_slot / save_slot / export_slot B& ...

async def _execute_batch(
self, method: str, batch_id: int, slot_datums: list, loss_fn: str, loss_fn_config: dict
) -> list[dict] | dict:
# DP AN STREMIE batch Z RIS, padding BIALERESLL index Xid]
train_data = _build_train_data(_pad_to_dp_multiple(slot_datums, self.dp_size))
train_data["loss_fn"] = loss_fn
train_data["loss_fn_config"] = loss_fn_config
worker_results = await self._call_trainer(method, batch_id, train_data)
by _index: dict[int, dict] = {}
for worker_result in worker_results:
if "error" in worker_result:
# actor M EREKMEHZEELMX, ERNXAERTRTRAP#ER
return worker_result
for datum_output in worker_result["per_datum"]:
index = int(datum_output['sample_index"])
if index not in by_index: # EE£%#IH 5 padding RIEREE—1H
by _index[index] = {
"loss": float(datum_output['loss"]),
"logprobs": datum_output['logprobs"].tolist(),
}

# REGRAA A ESZIRRH datum, BEIR padding B index & Xz 4b
return [by_index[index] for index in range(len(slot_datums))]

async def _call_trainer(self, method: str, batch_id: int, train_data: dict) -> list:

store = object_store.get_instance()
# S hE T2 E M, worker B 3% DP Y1403 @i, driver A= ko9&
data_ref = store.put(value=train_data, value_spec=ROLLOUT_DATA_VALUE_SPEC)
try:

return await getattr(self.trainer, method)(batch_id=batch_id, data_ref=data_ref)
finally:

store.remove(data_ref) # BZh5 K MEBZEUR, TNEEEFFLEK

serve_tinker.py

83 serve ANH: I worker manager. object store. InferenceController,
TrainerController. TinkerService 5 uvicorn ek, HEX TRE/EILS HTTP server
HEMRBE X dispose NfF,

async def serve(args):
# A ERBEPERA: EA—FFHEHRERNL GPU ARZRIXIK
assert args.multi_lora, "serve_tinker requires --multi-lora-n-adapters > 0"
assert args.load == args.hf_checkpoint, "Tinker trainers and engines must load the same
frozen HF base"
checkpoint_root = args.tinker_checkpoint_root or (args.save and f'{args.save}/tinker")
assert checkpoint_root, "set --tinker-checkpoint-root (or --save to derive <save>/tinker)"
hf_config = load_hf_config(args.hf_checkpoint)
# B4 datum B EFRERZER ETXE trainer 8%/ padding R4 R



max_tokens_per_datum = hf_config.max_position_embeddings

if args.max_tokens_per_gpu is not None:
# The trainer pads each packed microbatch to this multiple.
pad_size = args.tensor_model_parallel_size * args.data_pad_size_multiplier
trainer_token_limit = args.max_tokens_per_gpu // pad_size * pad_size
max_tokens_per_datum = min(max_tokens_per_datum, trainer_token_limit)

assert max_tokens_per_datum > 0, "trainer token budget must fit at least one padding block"

# ... configure_logger / init_http_client / launch_worker_manager / object_store.init_instance

BE ...

trainer = TrainerController(
args=args,
role="actor",
with_ref=False,
with_opd_teacher=False,
# X#EE SGLang router, NAMAFEHEZRH R ERSEREEFHED
inference_controller=None,
rollout_executor=None,

)

await trainer.init()

# target modules #£)3—1bpk HF &, BiEHES LoRA BEEHE
target_modules = set(convert_target_modules_to_hf(args.target_modules))
config = GatewayConfig(
base_model=args.tinker_base_model or args.hf_checkpoint,
n_slots=args.multi_lora_n_adapters,
checkpoint_root=checkpoint_root,
vocab_size=hf_config.vocab_size,
max_tokens_per_datum=max_tokens_per_datum,
lora_alpha=args.lora_alpha,
max_lora_rank=args.lora_rank,
trains_attn=bool(target_modules & {"q_proj", "k_proj", "v_proj", "o_proj"}),
trains_mlp=bool(target_modules & {"gate_proj", "up_proj", "down_proj"}),
trains_unembed="Im_head" in target_modules,
)

# ... router_url / dp_size / TinkerService(MilesBackend(trainer, router_url, dp_size=dp_size))

BE ...

# supervise both: dispatcher BT MIE HTTP server —&2H7 &,
# BN /healthz MR, mFTAIIL future KA IER
service_task = asyncio.create_task(service.run())
server_task = asyncio.create_task(server.serve())
try:
done, _ = await asyncio.wait({service_task, server_task}, return_when=asyncio.FIRST_
COMPLETED)
for task in done:
task.result() # 7 serve() NEHMHFESHEE
finally:



for task in (service_task, server_task):
task.cancel()
with suppress(asyncio.CancelledError):
await task

# TS train.py —3: LIEEBEFIE, B trainer; REBEZEF TREZ
await inference_controller.dispose()
await trainer.dispose()

if _name__ =="_main__":
args = parse_args(entry="serve")
# A —RRIEEZ— work unit, HEA/NEHE batch size
args.use_dynamic_global_batch_size = True
args.delay_split_train_data_by _dp = True
asyncio.run(serve(args))

miles/tinker/server/encoding.py

5% sample "R B wire 485 3 runtime B9 NaN &G{iiR JSON null, Rl
MASK_LOGPROB &4, 1&iE SDK M€ %|&5% JSON,

if op == "sample":
rendered = {"type": "sample", "
if result.get("prompt_logprobs") is not None:
# runtime A NaN &R HZMERA TIFLH tokenl ; JSON RAWF NaN, %X null
rendered["prompt_logprobs"] = [
None if math.isnan(logprob) else logprob for logprob in result["prompt_logprobs"]

]
if result.get("topk_prompt_logprobs") is not None:

sequences": result["sequences"]}

topk = result["topk_prompt_logprobs"]
# runtime A (0, MASK_LOGPROB) AR E k WALE, HiDE A TRIE S/
rendered["topk_prompt_logprobs"] = [

[
(token_id, logprob)
for token_id, logprob in zip(ids, probs, strict=True)
if (token_id, logprob) != (0, MASK_LOGPROB)

]

or None # BEATHRMBWE IS null, TARZEFIR

for ids, probs in zip(topk["token_ids"], topk['logprobs"], strict=True)
]

return rendered

6 A 4
A review B nanjiangwill 4 T=IMEMM / THAMXE + RMERNERENE S REAZ
W, EEZEE “Addressed:” &, &AH yushengsu-thu approve,

1) Nk cell WREMFSEBOIEXEN (REE) : reviewer F5H
TrainerController._execute_slots() 88 TrainerCell.execute() Bt B ZEBRIA



kill on_failure=True, Tlany actor exception marks the only trainer cell errored and kills
its workers. TinkerService instead treats batch failures as recoverable and calls
zero_grads() before continuingl , &R ZFEFZENE—NPERN cell HUT. REAMEZIFIE
;B / MBEKEHRILRS DEEEEZARAMN trainer] , EWERAIFRYA: EX
actor kWML RBEAME, KREINEEVBOER TrainerCell 34 E 3 ¥ supervisor &1k YRT#E
cell iR &, CUDA/NCCL ZE#kE % cell-fatal,

2) abort finish reason WHERKKINEA: reviewer F8 to sequence() A IE length B
finish reason #RBRAT A stop, [SGLang returns type=\"abort\", and miles’ normal
rollout path maps that to Sample.Status.ABORTED; here it becomes a successful
partial sample that the client can train on] , ZEiXXt abort i, RALZIKARE

"error": "the engine aborted this sample; resubmit the request"},

3) BREEIRE HTTP server WA : service.run() § uvicorn BE—REEE,
completion or failure of either task tears down the other] , #% dispatcher BRI
/healthz BERNE. FIARIIZ future K AR,

4) FEFHEIM—: & checkpoint_root BT ES5REIZRIZ] launch_worker_manager() Z i,
R ELE JEVARSCHIAE worker 5§ GPU BRBETE AM—& XK serve() FFLHMTSINF BIRE
RATE,

5) FEFREIM = ZIVE finally ¥ dispose trainer 5 inference_controller ({£# watcher.
ticker 532 server EF ) » X—FWAHAERYE: PR body BAFAE [Controller lifecycle:
match train.py by disposing the inference controller, then the trainer, after normal
completion of the serving tasks. No AsyncExitStack or initialization/exception cleanup
guarantees are introduced] , BIR & % IF & 2R E&IZ,

« Nk cell # kill § Tinker AR TR E LMK 1B XEEL (correctness): # reviewer EiX
FRA: BER actor £KERZ _slot_failure / error FEIB(EAM A, RE1)|ZEBOR
H TrainerCell 31 831 supervisor &1 HE[#E cell fR%, CUDA/NCCL EHfEREF
cell-fatal; SZIL_E# 3 TrainerController.has_errored_cell() 5
MilesBackend.trainer_dead() fEAHIEAND,

« abort finish reason #BRET A BKINHEA (correctness): BRAXT abort 3RE {"error": "the
engine aborted this sample; resubmit the request"}, ILERERESEEE W ELEKTTFE
BB EERF 5,

. service f&¥F5 uvicorn A% E (design): service.run() 5 server.serve() B EE T
asyncio.wait(..., return_when=FIRST_COMPLETED) # R %L, H#& finally FEUH.
SRERMES

« checkpoint_root RI5 FIRVIEMINF (design): ERM: serve() FFLHB T RIE,
checkpoint /BB £S5 —load == —-hf-checkpoint I EEE worker ¥#ab2 BIHAT,

« #2428 dispose BEIKH finally (design): AEREIIR: PR body FAFAIEEA [Controller
lifecycle: match train.py by disposing the inference controller, then the trainer,
after normal completion of the serving tasks. No AsyncExitStack or

initialization/exception cleanup guarantees are introduced] , BIR /&% IF % B KR,
FERANFERAERBE R,



R 5 B

« XFe: FTHME: B cell REWEHKEFRIR, serve_tinker.py R A actor Z—1% cell, M
TrainerCell.execute() BRiA kill_on_failure=True; —>X CUDA/NCCL Z#K[ESZ
trainer_dead() — has_errored_cell() K1 BEANMKX, ZHEFPH AT, —MAF AL
WERER PRI H AR,

ERME: _build_train_data BIRMERIZ. TEERAESR datum FM (f datum_key in
datums[0]) : B—KEH weights M/E4 datum AR, XLEBOWHRESR; RN
KeyError H¥Z R 500, A& UserlnputError Z MM ILEER,

Erfa: EREHABRVBITME, execute batch EBEZE [by index[index] for index in
range(len(slot_datums))], ZEEA rank Z&ERE %k sample_index W%, i KeyError
RERE {"error": ...}; B— sample_index WEE MBI REE—1, RIVBEXHEZE,

Mk DP ANFHILKE A, pad to dp multiple L 54| dp size - 1 £H#A, BEERANE
&JE—% datum B8 token KE; DP #iKk., B44#HEH/NN, padding & R89TLRK
forward/backward EbfF# = o

FEM: BEREIHER, —rollout-batch-size AH & argparse %3E,
miles_validate_args ¥ if args.num_steps_per _rollout is not None: —BALTF entry Bk =
BI, serve ANOEIREfE —-num-steps-per-rollout €L None * ... 8§ TypeError &K, mMAE
TIRAIMTEE B

BLASE: logprob wire X, NaN 5 MASK_LOGPROB W &4 Z RN &EET
miles/tinker/runtime.py 5 miles/tinker/server/encoding.py, & protobuf (proto_codec)

MEBZEESEZIARFEX, FEFA—BENK,

Boh 1M, assert args.load == args.hf _checkpoint &3 serve REEMGLE HF HEE#R, R
BEZ train ARFEM miles checkpoint R & ; I BE —load BIRA P SEBBHEI KK,

MIRBE, A& PR RITHOMAIME, MilesBackend BIERIFZEE serve() WBEE / A£G REAIT
A RAEMAT #2849 I FMIRE e2e RIFERE, KK body HAriE [Fresh hosted
CPU/NVIDIA CI is pendingl

- oM. AP /@AA: Tinker SDK ZFmE — XTI EEZER—PNBE WSS XEHN
miles ERFB ——serve_tinker.py ZHE—AH, 3#0O (--tinker-server-port) . X/hEEL (
—-tinker-base-model) . checkpoint /R B X (--tinker-checkpoint-root) #=ZE RN &4),
tinker:// B&4218 X W W E o

A% F—K5 train.py FATH serve A0, B args.entry REREZEHNSHRE;
serve() RBIZ actor. with_ref=False. inference controller=None, XM router FEH;E

EBR, AE&5REEHED, FHIASKEEAIFEENRER D BEZ,

MNHEZE: miles/utils/arguments.py ZFrA ANB BN SIHAEENT, --rollout-batch-size &
required=True BRA LB T2RITAZN (FEZZHRBEHINEXE) ;
miles/ray/train/group.py #¥&A3%. miles/backends/megatron_utils/model.py #& 35 L ARER
E G R NIE 2K,



XHEPBA /B3R A& PR B 7 BT 6 IX, MilesBackend & X8 datum<>train_data 4
KA G LT Tinker XY BEIAR; B 7 3F #2849 ASTrnpBl. SDK EFim5MREMS
, APRWERAS OMRXHE. pr-2849 Docker 54%2) #Fgme.

o REEARIT: KRR TE |, kMKiEXFES (kill_on_failure) , /0K PR MIREZ , SHK
WHLER |, DP AT RPBUMNE A |, wire RALBUER &

KERIK L

« PR #2849 [multi-lora v2 7/7] Tinker gateway example and tests: E#&EAR PR 2 L
B5E 7 & R serve_qwen3_30b_a3b_tinker.py B, SDK ZF i35 MW &EMRELG
; PR body #H{ checkpoint EYTMIRIEAEZ PR BRI E, B/THRRMWE A pr-2849
Docker 1%, A PR BIZhBERIEE BIKF T,

« PR #2844 (Ar@RELTXH#HEM) : PR body BAFE [Stacked on #2844) , K PR E
BEHEAEREZ F, BTE— multi-lora v2 2B9AARED A

« PR #2840 (Ar@lARZELTXH3RM4t) : PR body #EH [Per-slot optimizer ownership is
established in #2840] , 7 PR #y MilesBackend.optim_step 5 slot £ 4p/E# RPC 1&K#
HEIH per-slot AL EVIBIE X,

« PR #3198 (FR@URAE L T XXHEA) « BAMRBERAERR: PR body XX Tthe final
#3198 tree exactly matches the reviewed implementation] Tbroad GPU selection
remains on #3198 #EMR'E, WEAAN PR WRAKSE #3198 B FF/M—K.



