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PATHRE

« —A)E: L LoRA RREMNKE R, & Adam REER-FHRALA

- EEME: EERIR BICEEME:

1. t&%F miles/backends/training_utils/checkpoint_io.py: publish_dir() 2 lrename 3|
_version_* — ZMMFEEE — os.replace MBAHEER] = BENMBARLS MR
A, WEERT AT LRTREIBRAE R, REERE make_tmp_dir BI=FIE4ERIZ (
non-overwrite. legacy B&. FABIRE) .

2. BF& miles/backends/megatron_utils/lora/checkpoint.py: _canonicalize_slot_keys 5
load_optimizer &% (load_sharded_state vs reload_masters) & &% + AL
AH) FAAMRITEREN%E S, WETHEEN 1/2 WEENE,

3. {EfRBERAR IR 10 £KBE TODO. _version * EIKEEL. rank IR & My &£ 4R
R #. docstring 5 PR body X TH#RIMARM ORLE—, WUKIE TP/PP/EP/MoE /T
Y PR B 01

4. TEEITRAR: TERRBRERE] WRENMER. EEREAZTEEMK key 1T3—1,
AAMME (master & AZF| BF16 / AR EE BRAALIK) iEBA MR B 527 M IE A B4 7R 78
— X = REREFAKEFEMESFE A,

THRES B

PR body BA# B #rZ [Save and restore one adapter slot independently] : Z#F Tinker
BETEMPME —NERSEN, FTERRMESFEIERAL), EeESFER
HBRE, XbME~A Tadapter weight shards, per-rank Adam state and step counters,
and FP32 master parameters] . E&E R BT A HXBAR— lloading optimizer state
requires the same parallel topology) . ZREANREEETRIME: 4/7 HERRRB L.
5/7 I XX ES 6/7 HEETHBEEE—NMARLZENREQLELMIEX, MmIBEI (
slots.py BB megatron_shard_name/adapter_shard_topology FI ok X&) BEREREF.
WHREBEE MRS, EibK PR EEHEAREE,

SR AR
1. R ES 10 JRIB: £EBRBEAN + BRF4LH (miles/backends/training_utils/checkpoint_i

*
5

o.py, #3% 70 4T) - write_checkpoint_dir(path, write_shards, metadata=None,
overwrite=True) Z&—%R#E make_tmp_dir() = _barrier() = write_shards(tmp_dir) —



_barrier() = publish_dir() = _barrier(), &XFrAE rank 25, - £AMEILIEEH B XK
&R _version_<name>_<uuid>, BAE—ANRLMENFETEEIA os.replace MEAF
B2, EARBEAE—gREEER IBRTERA] X [FEBRAl |, IBRAE T
RBA BT TNIEE, - overwrite=False WX BEHEERIZW FileExistsError; X [#
KREXR] BES (FERFSEEE) W NotimplementedError, 7L FIR:GF, XHLE

TER TODO: 10 &K BRISEHELIL trainer cell,

2. BREARAE / BHBZNEE (miles/backends/megatron_utils/lora/checkpoint.py, #73%
61 4T) - slot_weights_sharded_state_dict(model, slot) JL&%& chunk B
sharded_state_dict(), # .adapters.<slot>. IR HAEMLIKE, FAKSHRIUEFRESEHE
¥EE, - canonicalize slot_keys(tree, slot) 3B key F 8 .adapters.<slot>. BRE
LT * B .adapter., X& [slot 0 &. slot 1 % BERXIZEIRIIR. - save slot 3B
_WEIGHTS_KEY (adapter /X&) & _OPTIM_KEY (SlotOptimizer.sharded_state(...,
is_loading=False)) &mRR—IEM)E X% dist_checkpointing.save, - load_slot(model,
slot_optimizer, path, load_optimizer) 56#i&7 (is_loading=True) &
dist_checkpointing.load, BZh/E7 load_sharded_state; load_optimizer=False £RXE
12 A reload_masters()o

3. AL BMAMELAHE sharded 3B (miles/backends/megatron_utils/lora/optimizer.py
, +7) - ¥ SlotOptimizer.sharded_state(model_sharded_state_dict, *, is_loading)
5 load_sharded_state(loaded), WNERFEZFIZENE B chained optimizer (
self._inner) o - XHEHBRPRBFEN, BRFHALZIENINE LayerWise/Chained
optimizer E#. ML FrA EREH FP32 master M BF16 REE#FHFEAN (FN P
HE 1 E£EN)

4. 7% @ API 4738 : TrainerCell 5§ Ray II#k4E (miles/backends/megatron_utils/lora/act
or.py +14/-3; miles/ray/train/group.py +11/-4) - MultiLoRATrainRayActor.load_slot
Hhn ckpt_path 5 load_optimizer 24k, FEEHKWEREIRA lora_checkpoint.load_slot
. ¥ save slot(slot, path, metadata); unload_slot REMEKA dict | None (FrHayts
frép St L BY) , - TrainGroup B load_slot/save_slot/unload_slot &—%£
_execute_slots %, FHIMRELAIM None YRS list, K 5/7 BN EIRHEAELS 4,

5. F&IBAHFR A A LEIFEANSTMIR - miles/backends/megatron_utils/lora/slots.py Ml
megatron_shard_name 5 adapter_shard_topology (-35) ,
adapter_megatron_tp* pp*[ ep*].pt FLAK L5 —XM gloo all-gather FaFMNFENI KA
dist_checkpointing 7 Z£EKRZ, - FIYE e2e tests/e2e/loraltest_slot_checkpoint_resu
me.py (+180) , 33T register_cuda_ci(est_time=120, suite="stage-b-2-gpu-h200",
labels=["lora"], hardware=["hopper"]) M A 2 & Hopper A, FEESZ Megatron
DDP + MultiLoRALinear + SlotOptimizer £ 3 Z MG RE. BEKEIFLITRE
/FP32 master/Adam moment/step 113k, A &R ANAEME (master &AZ| BF16. 4
BEER) ., - ¥ fast BN tests/fast/backends/megatron_utils/test_slot_checkpoint_k
eys.py (+13) , A SimpleNamespace(key=...) HEFF rGEREASE SR VA
canonical key EAE#] X—FRTE,

REEF:

+ miles/backends/megatron_utils/lora/checkpoint.py (3R EEEEE & ; K5 source;
KA core-logic; 5 save_slot, load_slot, _slot_weights_sharded_state_dict,



_canonicalize_slot_keys) : A PR 894024 : save_slot/load_slot & adapter RE 5 1&
IR BIRSE R —BEE S, _canonicalize_slot_keys 1I={EEER LA ; TFHN 1/2F
ZERMERINRAEFEINXHHNEZAHSLE (B dist_checkpointing B [R5 E B
Bl , HEEELAAM reload) .

miles/backends/training_utils/checkpoint_io.py ({3t #& & &% ; %5 source; LR
core-logic; &5 write_checkpoint_dir, make_tmp_dir, publish_dir, _rank) : ¥TgEnNE
EEN + RFLAMRIE, BIFFEF 3 LZEBN (AT O0RARSRAKBRAMEL) NEES
M, WEEL 4/7 REEMERNEMIEX, XM4KH 10 kK TODO EAKRKENE T8
FEH AR

tests/e2e/lora/test_slot_checkpoint_resume.py ({E3k 32Z|3MAR; K5 test; LR
test-coverage; 145 CheckpointModel, snapshot, assert_same_state, apply_step) :
HHEE 4 ZEINERWIEM round-trip 5SEETENE, ZXHERARMNY: EESX
Megatron DDP + MultiLoRALinear + SlotOptimizer £ 3 #HAEEMREKE, FHEFN
B e X BRAE BR S A S 7 TE A

miles/backends/megatron_utils/lora/optimizer.py ({3 #AAILE; KB source; EH
core-logic; &% sharded_state, load_sharded_state) : #rig
sharded_state/load_sharded_state IANMELAMZED, BB E [EH —ITHUSEEA
FrA SERRFEAL FP32 master] B9XEE%R A, A lora/checkpoint.py AL BMPRSHE,
miles/backends/megatron_utils/lora/actor.py (#3k ERCER%; 25| source; LR
core-logic; 5 load_slot, save_slot, unload_slot) : MNZEMA D : load_slot ¥ &
ckpt_path/load_optimizer, #3% save_slot, F3B unload_slot 3REMEK A dict | None;
BB EPIT R KX B B3| TrainerCell (315 PR body BI%kBGEX) .
miles/ray/train/group.py (3t JIZkEBED; K7 source; £H core-logic; &F5
load_slot, save_slot, unload_slot) : #¥#%|@E¥ %X Z: load_slot #3g
ckpt_path/load_optimizer, #13% save_slot, FHILE U pSREIRA KR list, BEL
Tinker B RARE SRR AE,

miles/backends/megatron_utils/lora/slots.py (1% #E(LEFE; £ 5| source; H£&
refactor; 45 megatron_shard_name, adapter_shard_topology) : il
megatron_shard_name 5 adapter_shard_topology (-35 1T) , #&EIBF I 4o RH X4
T REARRE, @ torch_dist BREMN, BIBAAAR A ZRAXEXE,
tests/fast/backends/megatron_utils/test_slot_checkpoint_keys.py (iR & MIRX; K5
test; KA test-coverage; &5 test _saved_and_loading_slots_meet_at_the_canonical
_key) : L 13 fTEMEMN RERBAESREBAENMAE canonical key EARE] X—FBREE

EZE, & _canonicalize_slot_keys ME—EH#EF,

XEEFE: write_checkpoint_dir, make_tmp_dir, publish_dir, save_slot, load_slot,
_slot_weights_sharded_state_dict, _canonicalize_slot_keys,
SlotOptimizer.sharded_state, SlotOptimizer.load_sharded_state,
SlotOptimizer.reload_masters, MultiLoRATrainRayActor.save_slot,
TrainGroup.save_slot, run_worker, assert_same_state

R R B



miles/backends/megatron_utils/lora/checkpoint.py

A PR B3B3 save_slot/load_slot 38 adapter IRE SRV M BRESER—KEE &,
_canonicalize_slot_keys 1=t EEFER A, WTHFH 1/2 ML EFRMEEN KA BEIN G
MBS LE (BRA dist_checkpointing 89 TAREERIE] , HEEREAAM reload) .

"""Per-slot checkpoints in megatron's torch_dist format.

Every tensor carries its global shard coordinates and a slot-agnostic key,
so a checkpoint reloads under any tp/pp/ep/world-size layout and into any

free slot.

from collections.abc import Sequence
from pathlib import Path

from megatron.core import dist_checkpointing
from megatron.core.dist_checkpointing.dict_utils import nested_values
from megatron.core.distributed import DistributedDataParallel as DDP
from megatron.core.utils import unwrap_model

from miles.backends.megatron_utils.lora.optimizer import SlotOptimizer
from miles.backends.training_utils.checkpoint_io import write_checkpoint_dir

_WEIGHTS_KEY = "adapter_weights"
_OPTIM_KEY = "adapter_optimizer"

def _slot_weights_sharded_state_dict(model: Sequence[DDP], slot: int) -> dict:
# SLEBA chunk By sharded state dict, H#% ".adapters.<slot>." REHAFELLH] adapter
KE;
# BNKEETLR shard 4%, EWEEE to/pp/ep MR EZENEEA
sharded: dict = {}
for chunk in unwrap_model(model):
sharded |= chunk.sharded_state_dict()
marker = f".adapters.{slot}."
slot_sharded = {key: value for key, value in sharded.items() if marker in key}
# —/NKEEVRLE R LA slot RIIHEREEAH, LHLAKTMFREHEZRES
assert slot_sharded, f"slot {slot} exposed no adapter tensors"
return slot_sharded

def _canonicalize_slot_keys(tree: dict, slot: int) -> dict:
"""Rewrite storage keys so a checkpoint saved from slot i loads into slot j.
# 48 ".adapters.<slot>." &—KE BRAEM T A B ".adapter.",
# TREGEH (sloti) 5&HME (slot j) ER—A canonical key EARE;
# ZAZEH tests/fast/backends/megatron_utils/test_slot_checkpoint_keys.py B Ih5F4P

marker, canonical = f".adapters.{slot}.", ".adapter."

for sharded in nested_values(tree):
if hasattr(sharded, "key"):



sharded.key = sharded.key.replace(marker, canonical)
return tree

def save_slot(model: Sequence[DDP], slot_optimizer: SlotOptimizer, path: str, metadata: dict |
None = None) -> None:
weights = _slot_weights_sharded_state_dict(model, slot_optimizer.slot)
# is_loading=False iLRLEAE TRI5 Al B sharded KRG
# W& FP32 master. Adam B exp_avg/exp_avg_sq L& param_groups FH step it#k
sharded = { WEIGHTS_KEY: weights, _OPTIM_KEY: slot_optimizer.sharded_state(weights, is_
loading=False)}
_canonicalize_slot_keys(sharded, slot_optimizer.slot)
# EIRBEAN + RFAA; £— rank 8 10 #E#4m@ LEHE] TrainerCell
write_checkpoint_dir(path, lambda tmp_dir: dist_checkpointing.save(sharded, str(tmp_dir)),
metadata=metadata)

def load_slot(model: Sequence[DDP], slot_optimizer: SlotOptimizer, path: str, load_optimizer:
bool) -> None:
checkpoint_dir = str(Path(path))
weights = _slot_weights_sharded_state_dict(model, slot_optimizer.slot)
shells = { WEIGHTS_KEY: weights}
if load_optimizer:
# is_loading=True RAES AWM/ AT [2%] , EELZBELXLEAE load NI
shells[ OPTIM_KEY] = slot_optimizer.sharded_state(weights, is_loading=True)
_canonicalize_slot_keys(shells, slot_optimizer.slot)

# EEARNE (& key/ BIRKRE) BRE: R ARASFERTFTLEEANGNEA
loaded = dist_checkpointing.load(shells, checkpoint_dir)
if load_optimizer:
slot_optimizer.load_sharded_state(loaded[ OPTIM_KEY])
else:
# AR E 2 BAR R E LN ZEATH Adam RS, R4E FP32 master FIREEH

slot_optimizer.reload_masters()

miles/backends/training_utils/checkpoint_io.py

FIBHEAEN + RFLAMRE, BEWFES 3 FEN (RMEO0ARSRAABEMEE NE
B, WREE 4/7 RBEMERNEMIEX, XL 10 &K TODO EARKE)E TH
FEEAMG

"""Checkpoint directories: written collectively, complete at their final path."""
# TODO: @& checkpoint 10 £K&; BRIEAISEELIL trainer cell,

import json

import os

import shutil

from collections.abc import Callable
from pathlib import Path



from uuid import uuid4
import torch.distributed as dist

from miles.utils.distributed_utils import get_gloo_group

def write_checkpoint_dir(
path: str | Path,
write_shards: Callable[[Path], None],
metadata: dict | None = None,
overwrite: bool = True,
) -> None:
""Write collectively, then atomically point ~“path™ " at the completed version.

All ranks must call. Readers may still hold an older version, so retain it.
final_dir = Path(path)

# IR EREFEZE (FEREN) , ABFREHE make_tmp_dir ATTRE
tmp_dir = final_dir.parent / f'_tmp_{final_dir.name}"

def make_tmp_dir():
if _rank() ==
if not overwrite and final_dir.exists():
raise FileExistsError(f"checkpoint {final_dir} already exists")
#2R [BEXE) BREATEZERMEBE, RERELEFHRE (RIEHES)
if final_dir.exists() and not final_dir.is_symlink():
raise NotImplementedError(
f'cannot overwrite a legacy checkpoint directory {final_dir}; save under a new
name"
)
# a crashed attempt may leave shards or an unpublished version link
# LRI REE T ¥R A SRR R AR, BFT#BRS5
if tmp_dir.is_symlink():
tmp_dir.unlink()
elif tmp_dir.exists():
shutil.rmtree(tmp_dir)
tmp_dir.mkdir(parents=True)

def publish_dir():
if _rank() != 0:
return
if metadata is not None:
(tmp_dir / "META.json").write_text(json.dumps(metadata, indent=2))
# = ERMREARRFM: &8 tmp REAFRTERAEE,
# BRAEANSEEER M T os.replace BlAHKEKRZ,
# HAREEMAEZIERYE, AHBERELERIBNTERER, ELERITNTERE;
# IBRABERREE#ME L, HELMTETnTEREER,



version_dir = final_dir.parent / f'_version_{final_dir.name}_{uuid4().hex}"
os.replace(tmp_dir, version_dir)

tmp_dir.symlink_to(version_dir.name, target_is_directory=True)
os.replace(tmp_dir, final_dir)

make_tmp_dir()
_barrier()
write_shards(tmp_dir)
_barrier()
publish_dir()
_barrier()

def _rank() -> int:
return dist.get_rank() if dist.is_initialized() else 0

def _barrier() -> None:
if dist.is_initialized():
# = phase BI/g &$E—3iE gloo barrier, RIEEANELHESL rank A TAF
dist.barrier(group=get_gloo_group())

tests/e2e/lora/test_slot_checkpoint_resume.py

TPHEE 4 ZEINERIER round-trip 5ERETTLEI S, ZXHFRERARMNY: EEXE
Megatron DDP + MultiLoRALinear + SlotOptimizer tff 3 S WMREERIRE, H SRR
I X B8 3IE BRI 3 A S AE N IE AR

register_cuda_ci(est_time=120, suite="stage-b-2-gpu-h200", labels=["lora"], hardware=["hopper"])

ADAM = dict(learning_rate=3e-4, beta1=0.9, beta2=0.95, eps=1e-8, weight_decay=0.01, grad_
clip_norm=1.0)

def apply_step(model, optimizer, step):
# Identical post-all-reduce gradients isolate checkpoint/Adam correctness from forward
kernels.
# HEBSAN 12 rank 4R WHRE, ££ES /Adam BIEFMS forward kernel EEEERE
for index, param in enumerate(adapter_slot_parameters(model, optimizer.slot)):
gradient = torch.arange(param.numel(), device=param.device, dtype=torch.float32).
reshape(param.shape)
param.main_grad.copy_(torch.sin(gradient + index + step) * 0.1)
outcome = step_slot_optimizers({optimizer.slot: optimizer}, {optimizer.slot: ADAM})
assert outcome[optimizer.slot]["grad_norm"] > 0

def assert_same_state(actual, expected):
# rtol=0 / atol=0: FATAELIE, EMENSIRFEHRSHEINE
actual_values, actual_spec = tree_flatten(actual)
expected_values, expected_spec = tree_flatten(expected)



assert actual_spec == expected_spec
for actual_value, expected_value in zip(actual_values, expected_values, strict=True):
if isinstance(expected_value, torch.Tensor):
torch.testing.assert_close(actual_value, expected_value, rtol=0, atol=0)
else:
assert actual_value == expected_value

# — run_worker FHIX K= (DP=2, E5 DDP + MultiLoRA + SlotOptimizer) -—-
save_slot(model, source, str(checkpoint_dir))
resumed = SlotOptimizer(args, model, slot=1)
load_slot(model, resumed, str(checkpoint_dir), load_optimizer=True)
# BRI E SR —IK: XE + FP32 master + Adam moment + step %k
assert_same_state(snapshot(model, resumed), saved)
#RBEYT: £ slot 1 RFEENIEINNL%E slot 0 B9 FP32 master GFHEEN 1)

assert_same_state(snapshot(model, source), saved)

apply_step(model, source, 4)

uninterrupted = snapshot(model, source)

apply_step(model, resumed, 4)

# METT—KR Adam BEFrbmE TIKRFR WL ELES
assert_same_state(snapshot(model, resumed), uninterrupted)

assert all(group["step"] == 4 for child in resumed._inner.chained_optimizers for group in
child.param_groups)

# X 1: 8 FP32 master & AE BF16 AN E

load_slot(model, resumed, str(checkpoint_dir), load_optimizer=True)

resumed.reload_masters()

with pytest.raises(AssertionError):
assert_same_state(snapshot(model, resumed), saved)

# HEME 2 RRERE. FAREMMBRS, T EHLMEEK

resumed = SlotOptimizer(args, model, slot=1)

load_slot(model, resumed, str(checkpoint_dir), load_optimizer=False)

apply_step(model, resumed, 4)

with pytest.raises(AssertionError):
assert_same_state(snapshot(model, resumed), uninterrupted)

B

TFEE nanjiangwill &, #* 5 £8N, 2IRITE BHREAR
miles/backends/megatron_utils/lora/checkpoint.py (YE2 +193 fTHHEEX QK ZH, &
run_checkpoint_phase. megatron_shard_name) & checkpoint_io.py t; &AWk H
dist_checkpointing + RRANE RRAF58EE, TR XX #ERE DL A9 B ARE R

1. 54& FP32 master 5% (EHME, HEE)

"optimizer is the outer LayerWise/Chained optimizer, so this reload walks every
slot's child and copies BF16 model weights into FP32 masters. Loading slot S



therefore rounds the masters of every live slot; only S is restored from masters
below."

#iX TAdd a slot-local reload helper and use it in both paths, with a two-slot test that
keeps slot B's FP32 master different from its BF16 model valuel , &% H
SlotOptimizer.load_sharded_state / reload _masters (FEALA#) ARER, e2e B A
assert_same_state(snapshot(model, source), saved) BRFAKTIE & 2 slot 1 J& slot 0 RASK
T,

1. EMBERERE, o haFR7TREREA

"It does not validate master/moment tensor shapes or adapter weight keys and
shapes. load_adapter() copies matching tensors first and reports missing or unused
keys afterward, so a bad shard can mutate part of the live slot before raising."

RAA 4 dist_checkpointing.load B{&#RE. F load_sharded_state TE] BIFEEZIR
2,
1. & EFORRTF + BEELAKRER

“the published path is still absent between final_dir -> old_dir and tmp_dir ->
final_dir. A process exit in that window leaves the last valid checkpoint only under
_old_<name>, so readers lose the public path... Use immutable version directories
plus an atomically replaced pointer/exchange for crash atomicity, and make
old-version cleanup best-effort."

BASIIE BXEEINIR:  version _<name> <uuid> FAZBEE + XS5
os.replace, BMBREHERF| make tmp dir BXt tmp * BFIE,

1. MR R B Z ML, BRIEM round-trip

“These tests cover read-phase failures only. They never apply a valid checkpoint, so
they do not verify FP32 masters, Adam moments and step counters, weights-only
loading, or equivalence of the next Adam update.”

R A& tests/e2e/loraltest_slot_checkpoint_resume.py (2 EFEELITS RN EXR)
o EEIZENIEMA tests/fast/backends/megatron_utils/test_lora_slot_checkpoint_load.p

y FREAERLAKXMAFNRE, EMEEKAFIFEIE S —2IERF,

1. yushengsu-thu &R X2 ("Suggestion: https://github.com/radixark/miles/pull/31
43") HE%L APPROVED; BA—4ENRZWH [This code moved; the current
comment is here] BI4TEEIETR, claude[bot] B9 B B F TP 8 FF 5% BOAAR A,
THERERE,

cBEBREESESNFTAEREMN FP32 master (correctness): Ilx4&
SlotOptimizer.load_sharded_state (FEfr AMIR(E) 5RERKIZH reload_masters() R
, e2e A assert_same_state(snapshot(model, source), saved) Wi s EAE R &5 RFE LR
SFE,

cBMBERERE, TR RLTTEREREMERE (correctness): XA Megatron
dist_checkpointing.load ¥ AREHREKE. BRINEZTEA load_sharded_state IR1E



s ABJREILFTHE ] B IR B R R B AR  BLE SR AR FI R P, RIRBRAZ AR N
EAoduv T IEE N

 KAEOARRIUEAHERE SBEIRZME K (design): RATZIEERPIZZIK: KA
_version_<name>_<uuid> AT Z B X + XA 58 os.replace, FFIE shutil.rmtree A
LA BB E| make_tmp_dir BIZREEE, KM ERBMABCERE,

< MER R B Z ML, BRIEM round-trip (testing): XAt
tests/e2e/lora/test_slot_checkpoint_resume.py: 2 & H200 L{EstfEmREtbxts F—
# Adam E11 BrE, A master @A, AREERFMNAANEBEIE;, AMNMETREXK
M CPU BMAZF| 2 £ GPU e2e,

« PN ERES TR (question): THARFIN, RRBUZ PR EFFHREEZH T RARE RS
NEE,

« yushengsu-thu Fg[a PR #3143 B9 XZIX (other): E#EEN; BIXARET ZMTIE
MILA #RLEIT, FEEFE #3143 LT XHA.

R 5 B

« QS

1. 10 RKBRLIEARSE, TFE / EiX (checkpoint_io.py k& TODO; PR body BAL "
execution failures, including filesystem errors, propagate to TrainerCell and
terminate the current single-cell Tinker service") . —>X GPFS #&hS3THEEA cell
, ZHEFPHETEERE— cell LRFARF, XEWEIERENMREZNHEARG,

2. rank FER&LIKFTRESLHS AR barrier FEZE, make_tmp_dir() F#9 FileExistsError (
overwrite=False) & NotlmplementedError (legacy B3%) RIZE _rank() == 0 %
B, HER rank SBEHE$F] _barrier() F4F; 17H diff_hunk ERHARAR
run_checkpoint_phase £ all-gather (iR BERALWN T EAREE, EHRIEO
rank EZK# gloo barrier Bt 8R4 % K,

3. RABELEWKEKE, version _<name>_<uuid> RIERM CEHEZBHE(EX tmp_*)
, Bl SAVE R TR ALK, FEEIER GC H/EEAMrE R,

4. BADZEAR—3K, lora/checkpoint.py BI#ER docstring BRI E R "reloads under
any tp/pp/ep/world-size layout", i PR body ER#f optimizer state k& "requires
the same parallel topology", FEX IREFTELH] § MAABRSZHINAR] B
HRBERAEE—E, BHERLARE ST E HEHRINERE,

5. key JA—1AKKF /T B BH#, _canonicalize_slot_keys
sharded.key.replace(".adapters.{slot}.", ".adapter."), X key #p& A EH BREZ; &
REHIMEMEZTF BN key WEL, BRERBHENR (LRIRAE
tests/fast/.../test_slot_checkpoint_keys.py 13 {THIE & 57F)

6. IHINGRMBEAZBETRE, PR body BRIIESEE A 2xH200. DP=2. TP/PP/EP=1,
KEZE MoE/TP/PP fifF. #RINEA. server ER. kKK ES forward/backward %k
{&; tests/e2e/lora/test_slot_checkpoint_resume.py E#KH optimizer._inner.
chained_optimizers. fp32_from_float16_groups & Megatron RERLEW, LHEMS
BOMAR & 3%



7. MERERE, legacy BXAEKE S TEATEE (NotimplementedError) , £F
BEARBERNAEGLSHBENRLEZERE, TEREMNAR HEFRE T8
sH1E,

- AP /P Tinker ZHP AP TRV RAES R EERERLTE Adam R,
MR EEN XARE] #FAF] MRE + FP32 master + moment + step T3kl , BiE
& (slot 0 &F. slot 1 ) # e2e RIEARMN—K; RNEFRETF / EREAKFRKY
AARS AL, AP REWMIAX—ITA,

A% T TERANKE S LMRIE write_checkpoint_dir, TTRETZRABFE + #
IHFEEEEE] EX W 4/7 B9 snapshot publisher 5 6/7 WM X3T/THE A ;
miles/ray/train/group.py BIFEAI 44 API EH KHUKSGREIZRA, 2 ESMVENREY
HAl,

- XMEBES FAE: £ Megatron torch_dist B {2 HiEANZ=4 barrier, SAVE HAlRIFFA
rank EF %A, SMNRABRREZELREIR, FRRRKESZERBEEEHLZMH
A% (BIEA GPFS) V(.

« XEIBA /CI: #7138 2 & Hopper e2e (stage-b-2-gpu-h200) & & A GPU CI BiR; &
BRA FRIAE. legacy FE. T GC. 10 £KEX) EBAEHEFHHFF, TNEL
ENEZRRE—H#I,

« RFEARiE: 1E R [0 KMEIL RS |, RAB KLEUKEE | rank B3IRLIK AT REFRZE
barrier, LB RSBINRRIIE |, key [T— KB FRF B LR , legacy BREEA
rAEE

KERRBKL

« PR #2841 multi-lora v2 RIEZEYH (&K PR # stack base) : PR body ERA# "Stacked on
#2841", A PR BYfEALHLE]. SlotOptimizer SIS APl B EZM BRI Z L,

« PR #2843 [multi-lora v2 4/7] Publish immutable adapter snapshots to disk: E—3hBELR
T3 BRBARER RAERAER + RFIEl BIEX, KPR
write_checkpoint_dir 22 B EEAE,

« PR #2844 [multi-lora v2 5/7] Tinker gateway protocol face: R &% 5/7, hiXE5 &
AEEREZIRAAN PR BN save_slot/load_slot(..., ckpt_path, load_optimizer) ¥4y,

« PR #2845 [multi-lora v2 6/7] Tinker gateway runtime and entry point: &% 6/7, &
TRBRE SERF / EBRAARXGLER, KA PR RBEFEEX BFUTERKLLLE
trainer cell) .

« PR #2849 [multi-lora v2 7/7] Tinker gateway example and tests: PR body £Z|# & &40
%xM®EY3 Tincluded in the existing #2849 checkpoint test file] , HiZ PR BIE T f&%&F /
EREEXEZRESRTHNZHEPITA

« PR #3198 multi-lora v2 SCER (RAFIRAWIINE) : PR body X5 A #3198 K&k
A4 SHA 5MIRLES, A PR BYSCIABA N 2L BB —ER 2

« PR #3143 iE#HZINFEM M PR: yushengsu-thu ZEiEEFHE T "Suggestion:
https://github.com/radixark/miles/pull/3143", J&FiTi6 P IR K 89 X BEKED,



« PR #3245 fix(megatron): respect --no-load-optim when resuming a LoRA adapter: E—
[LoRA R E R E MM BRS] TALNREEE (RKRZEA #3083) , HAKMIREK
SWEREAEZOCERRE BB, 54K PR 8 load_optimizer & X3F B %,



