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PATHRE

o —AE: FTHE Tinker SHLIKMEIF. 5 M EMRREE per-datum i

 EEME: BUEIR, REF/KIN=ZZITRE: (1) tinker_losses.py 9 TARS 3% RK
raw sum, VA—HRLEFH] R, LK loss_normalizer 5T batch size ARFREIIE
H; (2) _sum_loss_and_outputs £ TMKE token B microbatch” L
logits.sum(dtype=torch.float32) * 0 fRFEFTEEEER NaN G55k, MUK per-datum
W detach B| CPU A recompute EEEBIAYZIT; (3) forward_only E AR —%
loss pass MAE FARLH, XEMMRNEZIVER ARG, FHiZRZINERXE review
i SRR MR TSR I B AR R 5 “per_datum 48 ZEDT L FELITE, EAIBIEET

BNREFES loss.py SFEBER: I nanjiangwill £TF O(KN) &R 8918 1E A

I SLAF A ERER

Th RES EAL

Tinker ¥MX Y& 3#3% work unit 182 BARKER, @ miles RASEZIRAE —N
args.loss_type RENELFIEL, TIEER— trainer LIRS AR loss_fn #B93ER. PR body
PBR: EE “Select loss_fn and loss_fn_config per work unit”, 31t “cross-entropy,
importance-sampling, PPO, CISPO, and DRO losses”; V3—ftE & 31, “client loss
inputs provide normalization, including custom-loss gradients represented as weights =
-dL/dlogprob”; FERZ# R2FHUKE R RIEEHE—— There is no module-global
output collector, so loss recomputation cannot append duplicate outputs’, ECEH,
“‘Optimizer requests also apply grad_clip_norm per slot”, 38 “loss_normalizer is
separate from the execution batch size, so Tinker accumulation retains raw sums’s 74
PR 5 @yushengsu-thu ¥R %K, EBE #2840 2 Lk,

SRR

1. 3 Tinker kLS FME (miles/backends/training_utils/loss_hub/tinker losses.py
, B 163 4T) - 5 NEARREK: cross_entropy_loss_function,
importance_sampling_loss_function. ppo_loss_function. cispo_loss_function,
dro_loss_function, %—%4 (args, batch, logits, sum_of_sample_mean) -> (loss, log).

HEZHBI: target logprobs FEBE R target tokens $E|F5EER L 1E gather label;
_as_tensor_like %— dtype/device; response_masks f&iE DP padding datum #9&%E
BHRARHANEMR; sum_loss_and_outputs # raw sum BEH = H per-datum #E, -



ZIAEBSE E PPO DEFAULTS / CISPO_DEFAULTS / DRO_DEFAULTS, ®=#
batch['loss_fn_config"] & batch &2 ; TINKER_LOSS_FUNCTIONS B2EFBFERFEL
FISZIAEM R, - BE: BARREAN THRREH TR T8 work unit T#) , X2/F
SIIXE / Mk (#2844, #2845) HEHERDIKBIATIR,
. B EEFE T —HRY (miles/backends/training_utils/loss.py.
miles/backends/training_utils/loss_hub/losses.py) - get_loss_function(args,
loss_fn=None) & match args.loss_type ZRHI4EE: RE loss fn IEEHIRME
TINKER_LOSS_FUNCTIONS(loss_fn], - loss_function BX4 get_loss_function(args,
batch.get("loss_fn")), HERRAALAITFRE. - KRB global_batch_size = 1 (
multi-LoRA 4F¥H|) #E 4L A loss_normalizer: multi-LoRA T4 1, 3E multi-LoRA [E
%3 global_batch_size, BX LB BEZPRE o RELIT— Mo EEEHEF. - Bir
R FIREH per_datum # log.pop("per_datum", None) if batch.get("loss_fn") is not
None else None i, R Tinker B&425E AN logging dict, BHRTHRERELE / BEX
loss BYFE PR 2 18],
CINGREREKIE R AT E (miles/backends/megatron_utils/model.py) -
run_forward_backward_pass(..., forward_only=False) #3853k, ®IE -only Bt H
torch.no_grad() ®% forward_backward_func, ###%EfE forward_only £ Megatron, -
forward_step B9 get_batch key A& B HIE loss_weights. target_tokens,
sample_indices, X&Z per-datum HkBEIEBINESH ARSI HIE—AD, - E— hunk
A FE rollout R forward only B#J assert not return_schedule plan M. FEtT
docstring, BTFEAREFBLANARKE, - BE: miles/ray/rollout/train_data_conver
sion.py 8 shard B&BSMEF AT, TN DP Yl eXEmERFMREL, RaE
trainer &R A ¥E——test delayed_dp_split_preserves_the tinker loss_vectors IE&3X%5
FI,
. LoRA BUTEE optim_step 2k3& (miles/backends/megatron_utils/lora/model.py.
lora/actor.py. lora/optimizer.py. miles/ray/train/group.py) -
run_forward_backward(..., *, forward_only=False): forward_only BtBkit
reset_grad_metadata_keep grads, I per datum M&& microbatch R BREHE, R
E {"metrics": ..., "per_datum": ...} (3 PP REIREZ metrics + per_datum) , -
MultiLoRATrainRayActor.forward_only logprobs # forward_only BRfX, EiEE£ H
run_forward_backward(..., forward_only=True); miles/ray/train/group.py 8
_execute_slots("forward_only", ...) El# k&, RPC 2 FBETHEEMAMMNF. -
optim_step %8 args § clip_grad, per-slot 8 grad_clip_norm X fEALAAL B8 FE 30 3
R (PR body: “Optimizer requests also apply grad_clip_norm per slot”) .
MR 5 BSIE AL E - F3Y tests/fast/backends/training_utils/loss/test_tinker_loss_outputs.
py (142 4T) : BIE direct/recomputed FAMHENT per-datum BB E RSB, FELE
fn. 3KE detach. Z¥H datum XFTAE 5 NERERARTERE, FHIE 7 AEZBHF/
HERB (IS. PPO BRIAEE=. CISPO BRIA5&%. DRO BRIAS5&EE) . - ¥
tests/fast/backends/training_utils/loss/test_tinker_explicit_targets.py: 3&iF target &
ZFHEA gather label, W% shifted target 8444 next-token T2, -
tests/fast/backends/megatron_utils/test_step_adapter_slots.py.
tests/fast/backends/training_utils/loss/test_training_logprob_reuse.py B4 REE#



BE#, - PR body BB pre-commit run --all-files 53 & git diff -—-check #3¥,
CPU/GPU CI &EHBN (“Fresh CPU/GPU Cl is pending”) , BiE5R&|CRE #2846,
#3198,

REEF:

« miles/backends/training_utils/loss_hub/tinker_losses.py (13t ik Z¥k; 2% source
; EA core-logic; 5 _target_logprobs, _as_tensor_like, _response_masks,
_sum_loss_and_outputs) : AN PR B9 QHFTIB XM 5 A Tinker BARRER. H£EHB) (
_target_logprobs/_response_masks/_sum_loss_and_outputs) 5
TINKER_LOSS_FUNCTIONS A&, ZEXTMRSF4 raw-sum, &P im)3— LBk RA,
miles/backends/megatron_utils/model.py (£ %51 %; 27| source; EH
data-contract; &5 run_forward_backward_pass) : %k / BIEBIAIE pipeline AB:
run_forward_backward_pass #3g forward_only %5 no_grad %, get _batch 8%
B I loss_weights/target_tokens/sample_indices, & per-datum ik = FARIEKIER A
XKIRo

miles/backends/training_utils/loss.py (#3k Hk o k; E5| source; EH core-logic;
55 loss_function) : Hik oL E5)F—1LEIFHR: get loss_function R A%
batch["loss_fn"] 3%3%F, global_batch_size #% A loss_normalizer, # R Tinker #{2
FHER per_datum,

miles/backends/megatron_utils/lora/model.py (i1 EBCE IR, K7 source; £
data-contract; &5 run_forward_backward, optim_step) : multi-LoRA YT A O :
run_forward_backward 380 forward_only XBEF5$. BABETHFEEE. BE
per_datum FB&N3RE {metrics, per_datum}; optim_step ¥ args/clip_grad.
miles/backends/megatron_utils/lora/actor.py (#3k EBCEINR; 225 source; EH
core-logic; 5 forward_backward, optim_step, forward_only, load_slot) : RPC &
& forward_only logprobs # forward_only B-fX3# £ B run_forward_backward,
optim_step & 5 REMEERIFE, HBEPHMMLART,
tests/fast/backends/training_utils/loss/test_tinker_loss_outputs.py ({3 #EMR; £
7 test; A test-coverage; 5 test loss_passes_return_independent_detached_ou

tputs, test_a_zero_loss_mask_removes_the_datum_from_every_objective,
test_nonzero_objectives_and_gradients) : A~ PR B9 BEEHERES M.
detach/ @&, ZWEILHEE, Uk 7 AEZEREHERG TR reviewer ZRKANTHY
I03E) o

miles/backends/training_utils/loss_hub/losses.py (3R #&FM; 25| source; £

core-logic; &% get_loss_function) : get_loss_function 30 loss_fn £%IE match
args.loss_type Z RI42E 3| TINKER_LOSS_FUNCTIONS, Z“S#t#fiLk%F iEAD,

. tests/fast/backends/training_utils/loss/test_tinker_explicit_targets.py (& B AR}
iR; K5 test; LA test-coverage; &5 _naive_compute_log_probs,

_target_logprobs, test_targets_replace_the_sequence_as_gather_labels,
test_shifted_targets_degenerate_to_next_token_scoring) : $1E target_tokens fEAE
N gather label B1E X (& shifted target 81t A next-token 3T74) , & Tinker ZF i3
AW EFF A,



« miles/ray/rollout/train_data_conversion.py (#3k #3404 ; 255 source; FER
data-contract) : DP $14'80 shard key A& #EL get_batch A% ; JRE &L
loss_weights/advantages/rollout_log_probs ##BRE %k, RIE trainer NERIREE .

« miles/backends/megatron_utils/lora/optimizer.py (#3k EEEBAAL: 25| source; LR
configuration) : Bt& optim_step &, & grad_clip_norm R A% slot KA, B)I—1b
ERTST M SRt /5 B AL B8 0 TR — 32

X5 cross_entropy_loss_function, importance_sampling_loss_function,
ppo_loss_function, cispo_loss_function, dro_loss_function, _target_logprobs,
_response_masks, _sum_loss_and_outputs, get_loss_function, loss_function,
run_forward_backward_pass, run_forward_backward, optim_step, forward_only

KEBIR A B
miles/backends/training_utils/loss_hub/tinker_losses.py

A PR BRI XM 5 A Tinker BArERi%k. HE4HBY (
_target_logprobs/_response_masks/_sum_loss_and_outputs) 5§
TINKER_LOSS_FUNCTIONS 7FMt%&, &X T RS raw-sum, EFig)3—LESREARZA,

# miles/backends/training_utils/loss_hub/tinker_losses.py
# Tinker #iki&: A work unit HEFRIEE loss_fn, kiR R raw sum,
# VA— LB E P IRE loss_weights B4 (B E XK E RRA weights = -dL/dlogprob) .

PPO_DEFAULTS = {"clip_low_threshold": 0.8, "clip_high_threshold": 1.2}
CISPO_DEFAULTS = {"clip_low_threshold": 0.0, "clip_high_threshold": 4.0}
DRO_DEFAULTS = {"beta": 0.05}

def target_logprobs(args: Namespace, batch: RolloutBatch, logits: torch.Tensor) -> list[torch.
Tensor]:
# Tinker B target ZE RE: AEEHF ] response XEXHY token,
# T & gather 89 label FEZFTFHIA token &X&F (rl_loop X4&) o
label_tokens = [
torch.cat([tokens[: len(tokens) - len(targets)], _as_tensor_like(targets, tokens)])
for tokens, targets in zip(batch["unconcat_tokens"], batch["target_tokens"], strict=True)
]
outputs = get_log_probs_and_entropy(
logits,
args=args,
unconcat_tokens=label tokens,
total_lengths=batch["total_lengths"],
response_lengths=batch["response_lengths"],
with_entropy=False,
max_seq_lens=batch.get("max_seq_lens", None),

)

return outputs['log_probs"]

def _sum_loss_and_outputs(batch, logits, log_probs, per_datum_losses):



if per_datum_losses:
# & datum RAGEEARM: REWABMRIA batch size B)F—1L
loss = torch.stack(per_datum_losses).sum()
else:
# %A % E token B9 microbatch &1L+ E RI(RIFIEE;
# fp32 RKfnE R fp16 R inf, 0 * inf KK nan
loss = logits.sum(dtype=torch.float32) * 0
per_datum = [
# i —7F detach ##3| CPU: ©RATEELEFH, 25Kkt
{"sample_index": index, "logprobs": log_prob.detach().cpu(), "loss": sample_loss.detach().
cpu()}
for index, log_prob, sample_loss in zip(batch["sample_indices"], log_probs, per_datum_
losses, strict=True)

]

return loss, {'loss": loss.detach(), "per_datum": per_datum}

def ppo_loss_function(args, batch, logits, sum_of_sample_mean):

# R BMEA R E 38 loss_fn_config & batch B

config = batch.get("loss_fn_config") or {}

clip_low = config.get("clip_low_threshold", PPO_DEFAULTS["clip_low_threshold"])

clip_high = config.get("clip_high_threshold", PPO_DEFAULTS["clip_high_threshold"])

log_probs = _target_logprobs(args, batch, logits)

per_datum_losses = |]

for log_prob, sampling_log_prob, advantage, mask in zip(
log_probs, batch["rollout_log_probs"], batch["advantages"], _response_masks(batch, log_
probs), strict=True

ratio = torch.exp(log_prob - _as_tensor_like(sampling_log_prob, log_prob))
advantages = _as_tensor_like(advantage, log_prob)
objective = torch.minimum(ratio * advantages, torch.clamp(ratio, clip_low, clip_high) *
advantages)
per_datum_losses.append(-(objective * mask).sum())
return _sum_loss_and_outputs(batch, logits, log_probs, per_datum_losses)

# ZP loss_fn &% -> S23; loss.py 33 batch['loss_fn"] BiXik*k
TINKER_LOSS_FUNCTIONS = {

"cross_entropy": cross_entropy_loss_function,

"importance_sampling": importance_sampling_loss_function,

"ppo": ppo_loss_function,
“cispo": cispo_loss_function,
"dro": dro_loss_function,

}

miles/backends/training_utils/loss.py

BMEHNLZS5T—EHR: get loss_function BXAE batch['loss_fn"] %&4%,
global_batch_size 3% 4 loss_normalizer, R Tinker B{23HEX per_datum,



# miles/backends/training_utils/loss.py —— loss_function 894 a X%
# ME R AZ batch #E$F: E— trainer RS AE loss_fn B work unit
func = get_loss_function(args, batch.get("loss_fn"))

if args.recompute_loss_function:

# checkpoint EHER R EHIKL, FLELE~H per-datum &R

loss, log = checkpoint(func, args, batch, logits, sum_of_sample_mean)
else:

loss, log = func(args, batch, logits, sum_of_sample_mean)

# RFFE rank BT EEEE, #% CP/allgather TRIAF—KFHKIER
if parallel_state.cp.size > 1 and args.allgather_cp:
loss = loss + 0 * logits.sum(dtype=torch.float32)

if num_rollouts is not None:
global_batch_size = num_rollouts
else:
assert args.use_dynamic_global_batch_size == ("dynamic_global_batch_size" in batch)
global_batch_size = batch.get("dynamic_global_batch_size", args.global_batch_size)
# Tinker %k BEAE A 3)T—1; multi-LoRA FTHAMRE 1 #HABEZF,
# per-adapter V3—1L 3R 3| optimizer step, FTUAX B REEBRFR—K
loss_normalizer = 1 if is_multi_lora_enabled(args) else global_batch_size
if not args.calculate_per_token_loss:
if apply_megatron_loss_scaling:
loss_parallel_size = (
parallel_state.intra_dp.size
if args.true_on_policy_mode and parallel_state.is_ulysses_cp
else parallel_state.intra_dp_cp.size
)
loss = loss * num_microbatches / loss_normalizer * loss_parallel_size
else:
loss = loss / loss_normalizer * parallel_state.intra_dp.size
else:
if apply_megatron_loss_scaling:
loss = loss * parallel_state.cp.size

# per_datum RBT Tinker thi¥X; RAEHLE --custom-loss-function-path
# BB ZRATE XN E, FIRAE Tinker B8R EHEE
per_datum = log.pop("per_datum", None) if batch.get("loss_fn") is not None else None
return (
loss,
torch.tensor(num_tokens if args.calculate_per_token_loss else 1, device=logits.device),
{
**({"per_datum": per_datum} if per_datum is not None else {}),
"keys": list(log.keys()),
"values": torch.tensor(
[num_samples if not args.calculate_per_token_loss else num_tokens] + list(log.values()),
device=logits.device,

),



)

miles/backends/megatron_utils/lora/model.py

multi-LoRA $4TA B : run_forward_backward 3840 forward_only *#F 5%k, BIBE T
BIEEE. BE per_datum H 2k ARE {metrics, per_datum}; optim_step =$#
args/clip_grad,

# miles/backends/megatron_utils/lora/model.py
# Tinker B forward() 5 forward_backward() B E—% loss pass
def run_forward_backward(

args,

batch_id: int,

model: Sequence[DDP],

rollout_data: RolloutBatch,

*

forward_only: bool = False,

) -> dict:
data_iterator, num_microbatches = get_data_iterator(args, model, rollout_data)
assert len(num_microbatches) == 1, "a work unit is a single forward/backward pass"

# A chunk. train() ERAFEEEET RS IES—K
setup_train_iteration_config(args, model, None, disable_optimizer=True)
if not forward_only:
# forward() A= EBE, FEILARMMRE L —HB0E TR
reset_grad_metadata_keep_grads(model)
dumper_phase_util = DumperMegatronUtil(args, model, DumperPhase.FWD_BWD, rollout_id=
batch_id)
losses_reduced = run_forward_backward_pass(
args,
dumper_phase_util,
data_iterator,
model,
num_microbatches[0],
num_rollouts=None,
forward_only=forward_only,
)
# per-datum %I FE microbatch R —RER, FEAERELSBIKES,
# B recompute_loss_function EHEH KA SR — datum BAFKX
per_datum_outputs = [output for microbatch in losses_reduced for output in microbatch["per_
datum"]]
dumper_phase_util.finalize(model)
if get_parallel_state().is_pp_last_stage:
return {"metrics": aggregate_train_losses(losses_reduced, None), "per_datum": per_datum_
outputs}
return {"metrics": {}, "per_datum": per_datum_outputs}

def optim_step(slot_optimizers, adam_params_by_slot):

# batch size A 1: BMERRREEESH, F—IBEPBREAREKIE,



# B/ slot B9 grad_clip_norm FEAREALAAL 2 RER N A
stepped = {slot: slot_optimizers[slot] for slot in adam_params_by_slot}
return step_slot_optimizers(stepped, adam_params_by_slot)

SN
AR PR 3 5 % review comment, 7 % review, SFrFEARRERE nanjiangwill 8 4 %%
, yushengsu-thu &% APPROVED,

1) MRE KM (BERENBE) . nanjiangwill 7 test_tinker loss_outputs.py:55 F§ H FHA
BB cannot validate the four new objectives because every result is multiplied
by an all-zero mask; even an implementation that always returns zero passes”, &XK*h5F
IS/PPO/CISPO/DRO BJ3EE loss 5 E. BEBRIAEBEMN clip/beta, HARAIHET
test_nonzero_objectives_and_gradients B 7 A5, %4 HXR token EAL{EHS BEE
=, AR,

2) fEfnfr R =R E (BHXNEE) o X loss.py B per_datum =
log.pop("per_datum", None), fth$gH %% % “also runs for native and custom miles
losses, where batch["loss_fn"] is None -+ an existing metric with this name now
disappears from logging”, ZIX R Tinker B{2WE, RASZIKA if
batch.get("loss_fn") is not None else None, F#¥ run_forward_backward 2 H
log.pop("per_datum", None) X E 5P,

3) per-datum schema BJE[H B (FEFAE. KEMR) . & tinker_losses.py:59 MIZEE:
“future client-side losses may also request multi-target logprobs, values, or entropy '

just avoid treating {sample_index, logprobs, loss} as a closed schema’s Z5i8Z Y RISZI

&, BEEEFPHHiALARENEFERY B,

4) AL BABHMERE (A PR RAER) . & miles/backends/megatron_utils/lora/executor.py
HHFEE: “With DP > 1, this loop turns one optimizer barrier into K full-pool
synchronizations -+ Stepping K of N slots therefore moves O(KN) adapter
parameters—O(N2) when K=N", 2ZIX3L per-slot clip {E&H#—K step_adapter_slots 1
A, Rff—XR outcome merge 5%%K all-gather, ZRARX R E|A PR By optim_step EH (
% args/clip_grad. per-slot grad_clip_norm) , 18 O(KN) R EAER PR KGN EE
N/

5) yushengsu-thu & tinker losses.py L8 7 —%% “Suggestion:
https://github.com/radixark/miles/pull/3145" #9ER#tIe M@, KEXR PR BIF,

o B S HLNR TR IE [S/PPO/CISPO/DRO BArEEK (testing): BBR4N: 73
test_nonzero_objectives_and_gradients, 7 5B HZE token HAR(ES B U
= (is / ppo-default / ppo-override / cispo-default / cispo-override / dro-default /
dro-override) .

- per_datum WERAEMMRRE / B EXBMEN R LR (correctness): BRA: KA
per_datum = log.pop("per_datum", None) if batch.get("loss_fn") is not None else
None, F7E run_forward_backward # XA log.pop K.



« per-datum #H schema BI=[H E M (design): IEFEE: HE{XIRE
sample_index/logprobs/loss, JEEEFimfik L &R EZENY BRFEMAHBIFINA H
B

« DP > 1 843K slot i O(KN) S8tz 5 2E ¥ (performance): A& PR RUKSK:
optim_step B.&## args/clip_grad #3838 TNE| slot tifbEs, 1B& slot RN EAIHF
E, BERSRZENEH AR,

« BR¥EFINFEE PR#3145 (other): MEABLIRIIDT, A PR AL RAREKF; ETFXkR
T’HHZ PR ArELE A%, oo BN 85ERE,

PNSESE-A

- R

« JT—MLIBEX M (EVINFE, FE) : loss.py I global_batch_size &i#A
loss_normalizer, multi-LoRA TI1EX 1, BRlZsHR BME AR raw sum, WEE
Fiadt EA loss_fn %A B )3—1 (Blan B advantage. BB E XK R %
weights = -dL/dlogprob fii%%Ei%) , HERESERRBELRLSRE, B TERKLE;
PR body H&IA CI WAFHUT, EIFE GPU Cl E—>K loss REME (52F/NLE
FHEEX) .

. per_datum BENANES FHMLFTE: _sum_loss_and_outputs XEA datum ERFAT
log_prob.detach().cpu() 5 sample_loss.detach().cpu(), B¥E lora/model.py &2
is_pp_last_stage ¥ 2 At e EFRIES, FERERAFEHRE BEKER) . KT
/ K batch FiX3k4 CPU #1554 RPC AL R AFH, FEXE,

« PP EEREBEERZBZNMIAEZ: run_forward_backward R[E {"metrics": {}, "
per_datum": per_datum_outputs} B4 % B, per_datum_outputs BE#EENR
losses_reduced BX microbatch["per_datum"]; 3EFREXH losses_reduced L5 K EX
HFAME, mMA fast MIREZE stage, FEIXFE TP/PP>1 89 GPU CI = e2e LA
BRI AR EFRE,

. target_tokens KERATLWE: target_logprobs A tokens|: len(tokens) -
len(targets)] $f3E, a2 len(targets) == response_lengths; KERLERASHEE,
Rk gather BB MRRE, ZDGIMNIE SRR,

o JIE M FR BB = © miles/backends/megatron_utils/model.py ¥ rollout BIfa
forward_only 8 assert not return_schedule_plan ##%, BT54& PR TAL N
LA RIKRFE, review FRILITE, BRHARTAEENZ,

- ALEE B MERERR R . nanjiangwill 38 B9 K OR step_adapter_slots fitk O(KN) 5%k
all-gather / 2[5 2 BAEAR PR KHFF, £ DP > 1 BH% slot L FHRKKK,

c BEE5FEEM: actor RPC & #k forward_only_logprobs -> forward_only ZF & &% 8
BOXE, EAMZRIBERANMK / ALK EREKLIK; optim_step £ args /5,
per-slot clip EBXRMMAA B AIRLI, FELSHM multi-LoRA 4/ (3/7 BN E
B RS REFRD,

« XA Tinker ZF 3B 7] LAF% work unit 3%&3% 5 M BArER$k3F8 forward() 23|
& datum B sample_index / logprobs / loss, A rl_loop RA&HIE R, target. BE X



ik (weights = -dL/dlogprob) FTHEEL; R4 miles RL/SFT AP &
batch['loss_fn"] & None B#E B2, B LETATAEMN (per_datum WEASFIL)
B multi-LoRA #9)3— bR TARE A 18 F 1% B BE A9 S IO 87 A 3K

« XA loss_function BREIRAM {keys, values} ¥ & H "3%E8 per_datum;
Megatron I EIFFE forward_only &35 torch.no_grad() 2% ; LoRA HTE#T
H—4%Y5 forward_backward $£ /A loss pass BIIEIREAZ, B T HLEl
compute_log_prob 5%k loss PASSZILIZR B9 ] BE.

« XHEPFA / BESES#: KPR 2 7 BAAE 2 &, 3/7~7/7 (HEuwEs. REBAXMA. hiX
B. B%X runtime. ;~BIE5MIR) EKBEX B EY loss_fn 2k, loss_normalizer,
per_datum £#5 actor %% ; review PREBEHNMRIAE all-gather EZRE HBSKRA
Ja 8RB B GE— s AN

« REARE: BONAREEE | 13— RAFE |, ¥ no_grad AIMEEZE , PP ZEREEZ
BN, , per_datum FARNAFFHE , MALEZ slot 3 MHRERA , CI MAREIE

KERIKZE

« PR #2845 [multi-lora v2 6/7] Tinker gateway runtime and entry point: R—&%T—&
, P runtime {&K#EA PR £ T8 per_datum ¥ 45 forward_only/optim_step By
actor #¥:0,

« PR #2844 [multi-lora v2 5/7] Tinker gateway protocol face: thiX B work unit A%
loss_fn / loss_fn_config &5 sample_index, IEZ7A PR #LEIFVAMEE Y,

« PR #2842 [multi-lora v2 3/7] Per-slot checkpoints with optimizer state: R4 slot 4t
BARK: A PRIAXE optim_step 5 per-slot grad_clip_norm, 5XRAI|KEES / AR IK
SR EEAAT,

« PR #3245 fix(megatron): respect —-no-load-optim when resuming a LoRA adapter: E#f
H R LoRA AL BIRSEWEIEX, 54 PR 8 optim_step V3—4t / HTETRAEE TR
—IRIRAE S

« PR #3083 fix(megatron): respect —no-save-optim when saving checkpoints: LoRA &&
BEMMMBRSEENALEE, HHZEBETRAEZREXTEHR, RPRHY
grad_clip_norm TRELS HEAF—K,



