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MTRE

. —AE: FEL LoRA BAUMITR S B, M eE

c BEME: BIUEIR, XEEE multi-LoRA v2 MR (1/7) , B4 6 4N PR Biiki%iE.
AL checkpoint, REBEZMAM X runtime FEILE TN RSB S RABALGER L,
e BARRAE +453/-352, BREZFTA Megatron IR, EFELIRF: £F
megatron_utils/model.py By REBE T RSN (LEEERED no_sync_func BrE)
B lora/model.py B9 4 MEMLRIERER, m/GUHL lora/optimizer.py 89 SlotOptimizer
5 step_slot_optimizers, EEE SHIAZNMRITAREK: (1) BFHEZ pre-collective kK
= cell AW HPHAERE; (2) nonfinite BRI BEREEZFBERTRFEMANEKIEX;
Q) BHEFABIMMBNEGTEKETEZRETNEN. RHEE review B&ERISFHIRFE
I / P rank EYVINR, LK body T THFHIEM A XG5 LR diff IORER,

Th RES EAL

PR body #4218 B ¥rZ Expose command-level training on MultiLoRATrainRayActor in
megatron_utils/lora/actor.py: it Tinker RA&EY W % 7T LU & 0 —AEIRE0I % (RARBEE
8 forward_backward. IZFEMI T % Adam #BSH optim_step. RMEITHH
forward_only_logprobs, W KFEALZR load/unload) , A 2&HEH rollout IXFHEY train
TR, ERMEBE #2839 2 LM 1/7 EHR, FEMKEF (#2841) . BAEAL checkpoint (
#2842) . PREBEA (#2843) . thiXE (#2844) 5 runtime (#2845) #MRBX BHIG4S
ES5 AL AERER, sHIE B RE review: nanjiangwill 3§ Hibtb A b 28 LAY
reload_model_params() S ILHEAMSERE LA FP32 master BRE, BT RE, XEH
B A T SN —AMEIL SlotOptimizer, MBI B BIIRIT, AR T A4 KR PR ERH
IR zero_optimizer_state_for_adapter ZEMNRX—RSFBEMHAFEH, FLENMNFBELAE
B,

LI RE

1. 3 HEZHITIRIE (miles/backends/megatron_utils/model.py) : 3B train_one_step E
8 pipeline FWD/BWD E & #HT8Y run_forward_backward_pass(args,
dumper_phase_util, data_iterator, model, num_microbatches, num_rollouts), RiX[E
losses_reduced. RREAAEE; T8 train() NEXH DDP hook & & 18X,
setup_train_iteration_config(args, model, optimizer, disable_optimizer), %&—iXE&
grad_scale_func. no_sync_func. grad_sync_func. param_sync_func 5



finalize_model_grads_func. train_one_step 5 train R AAXAENTES, ITAEM,
% LoRA AR EAR —EHTERETAEX,; FEHBRHEETR
overlap_grad_reduce % B# assert config.no_sync_func is None BRI ERE,

2. RALBFTARKANEREAL—ANELPB] (lora/optimizer.py) : HiIFR
build_multi_lora_optimizer. step_adapter_slots. zero_adapter_slot_grads XE&E“Mft
+ 1% slot &3] chained children”895Z3], #13¢ validate_multi_lora_optimizer_args, &
use_distributed_optimizer. fp16. 3E Adam. optimizer_cpu_offload.
stream_optimizer_state_to_disk. rematerialize_param_from_master_weight SR % #F
A AR EEAKT S ; setup_model_and_optimizer 1% LoRA 4 X IE R AR H B
return model, None, None, BURA ML E S scheduler, #¥E SlotOptimizer 2£: #
#rrE  build_slot_base_optimizers 7 _only_slot_trainable £ T X B N #EAEIZ base
optimizer (IEEHE config.bf16 & False UZB|REEH torch optimizer) , BE—E
LayerWiseDistributedOptimizer, FHIE&A child 8 grad_stats_parallel_group & None
. XHMEMEE apply_adam_params. prepare_grads. clip_and_step. allgather_params.
reload_masters. zero_grads. ¥ step_slot_optimizers &—4%mAE“ 12 E Z)RF apply
— prepare — step — zero — allgather”, STBERPUTIASE —EiL cell kK,

3. IHEAEIEE (lora/model.py, 3% 73 47) : run_forward_backward it
get_data_iterator BR#k#E. setup_train_iteration_config(disable_optimizer=True) BC &
A#. reset_grad_metadata_keep grads REE DDP iClKMirBHEE BRE O, FHMrE"
—N work unit BLEZ—>X FWD/BWD”, {X¥E PP RX%&ZE & loss; optim_step RiIL
adam_params_by slot 1 HILEFEAL R 25 step_slot_optimizers (batch size 1, &S
V3—4k, V\E—LRAK % loss IRE) ; load_slot i bridge 89 init_adapter_slot Gz
SlotOptimizer & &4 E ; unload_slot & clear_adapter_slot, BIERFEFLH. £
RS ZET,

4. Actor 5§ worker 282 (lora/actor.py. actor.py. ray/specs/train.py.
ray/train/group.py) : #73E MultiLoRATrainRayActor, ¥ _init_training_state Bz
slot_optimizers JEfft&, 5L 5 N @with_logs & _heartbeat.bump() BI&4& 7%,
forward_only_logprobs R PP R&ERE, HILLE ray.put & CPU tensor &F, #E
MegatronTrainRayActor FEAXE & #7 B8 #1441 EX _init_training_state() ¥, % LoRA
FREBEE MM AMIEMNEE WeightUpdater, _compute_spec_trainer X7
train_backend == megatron. role == actor B is_multi_lora_enabled(args) BtE##
worker_class, miles/ray/train/group.py #3¢ execute_slots § 6 NEE %, ER
Tinker AT —NFEE cell,

5. MRR. FEEEE: MER tests/fast/backends/megatron_utils/test_multi_lora_slot_clea
nup.py (MBS zero_optimizer_state_for_adapter BRI ZEEMSIKR) , #3E
tests/fast/backends/megatron_utils/test_step_adapter_slots.py, HA
_FakeSlotOptimizer & % K40 step KWAEREKINAIRIR B R all-gather”“nonfinite
grad norm Bk35# “prepare MrEXRMkR”; ¥ & tests/fast/ray/specs/test_train.py
8 worker class 3EFRFIFRE critic BIE3HZETE; miles/utils/multi_lora.py A worker
YEIRRA is_multi_lora_enabled #|E., body FERILEFEH MR XME. pre-commit 5
git diff -check 3. fresh CPU/GPU CI pending, 35 FR&|ICRE #2846 5 #3198,

R



« miles/backends/megatron_utils/lora/optimizer.py (#3k t£{L28: 25| source; L&
core-logic; #F5 validate_multi_lora_optimizer_args, SlotOptimizer,
apply_adam_params, prepare_grads) : % LoRA AL RFTA RSBk Mkt b8y
build_multi_lora_optimizer/step_adapter_slots, BKAEREA—A SlotOptimizer 52 FHE
Fr Y step_slot_optimizers, #1382 51 S ERE.

» miles/backends/megatron_utils/lora/model.py (#3k AR HAT; 25| source; £KR
core-logic; &% run_forward_backward, optim_step, load_slot, unload_slot) : Fr3&Hy
AR, & actor 45K E optimizer/ BMABUTZ BrE— S E, EXTHEER
R, RIEALP 5 R ERIE

« miles/backends/megatron_utils/model.py (3R &K EMEIF; K5 source; ER
refactor; 5 run_forward_backward_pass, setup_train_iteration_config,
train_one_step) : # run_forward_backward_pass 5 setup_train_iteration_config,
% LoRA 5EMINL4IR; FrA Megatron N4 REZELELLTIXE, HEAERK,

« miles/backends/megatron_utils/lora/actor.py (#£iR NZHATE; K5 source; LR
entrypoint; #F5 MultiLoRATrainRayActor, _init_training_state, forward_backward,
optim_step) : #3 MultiLoRATrainRayActor, E&4%&il%4ED (
forward_backward/optim_step/forward_only_logprobs/load_slot/unload_slot) By#E— A
0, tE/E4 Tinker MXAAKE S,

« miles/backends/megatron_utils/actor.py (#3k JIZREAE; K5| source; FEH refactor;
5 _init_training_state) : {EAXNE EFTRAVEMIR _init_training_state() #F, #£%
LoRA FHaEB EH)IRSTAE A LA WeightUpdater, EHAAY B KX FIFLE,

« miles/ray/train/group.py (3R l4k4R; 2£5| source; ER core-logic; &
_execute_slots, forward_backward, optim_step, forward_only_logprobs) : 3%
_execute_slots § 6 NMELGLELR, EMAMIARINL cell B3EE, RBAKEES
LoRA JIZRBLARANE cell,

« miles/ray/specs/train.py ({23 #HREAME; K7 source; E£AE dependency-wiring) :
worker class #£3%3% % : {X megatron % LoRA actor £ MultiLoRATrainRayActor, H4&
Jaims critic fRIFREE,

. tests/fast/backends/megatron_utils/test_step_adapter_slots.py (13 AL EEMAR; K5
test; A test-coverage; 5 _FakeSlotOptimizer,
test_an_unknown_step_failure_escapes_before_success_is_reported,
test_a_nonfinite_grad_norm_skips_the_step,
test_an_unknown_preparation_failure_escapes) : #¥E&MRE £ X WKEHES nonfinite Bk
NIEX, BEET fake L3, FH KR ESE LayerWise 5§ collective T Ao

« miles/backends/megatron_utils/lora/slots.py (1R #EArEE; 2£5| source; FER
dead-code-removal; 5 zero_optimizer_state_for_adapter) : Mk
zero_optimizer_state_for_adapter, RABAACRSLABEMRAFEH, FILEMN Adam THE
5 step RERZEE L EE X,

- tests/fast/backends/megatron_utils/test_multi_lora_slot_cleanup.py (&R FEANR ;
K7 test; EH test-removal; &5 test_group_level fused_adam_clock_resets_only f
or_the_retired_slot, test_tensor_valued_group_clock_resets_in_place,



test_per_param_adamw_fallback_clock_resets) : #MIEREGNIR S, IrEEREAIE
REEMFERHAZITEERY (EBNRBERHFE)

. tests/fast/ray/specs/test_train.py (B3R AN R, K5 test; KA test-coverage;
& test_the_backend_selects_the_worker class) : B# worker class %2R Fl, PES
LoRA actor 2% R & critic B/E3REFE, Fiik worker EE Y3,

» miles/utils/multi_lora.py (#3 FFXTH; 35| source; EH core-logic) : A worker
class 3#EFF3RAE is_multi_lora_enabled #|E B/ NMEE&E), # miles/ray/specs/train.py B
X

*HEMFS . MultiLoRATrainRayActor.forward_backward,
MultiLoRATrainRayActor.optim_step, MultiLoRATrainRayActor.forward_only_logprobs,
MultiLoRATrainRayActor.load_slot, MultiLoRATrainRayActor.unload_slot,
SlotOptimizer.init, SlotOptimizer.clip_and_step, SlotOptimizer.zero_grads,
step_slot_optimizers, validate_multi_lora_optimizer_args, run_forward_backward,
run_forward_backward_pass, setup_train_iteration_config,
MegatronTrainRayActor._init_training_state, TrainRayGroup._execute_slots

KR BR

miles/backends/megatron_utils/lora/model.py

IR ERER, & actor 945K E optimizer/ BABITZ B — RS 5, EXTHE
R, AT SR ERIE X,

"""Multi-LoRA slot operations extending the shared Megatron model execution.

def run_forward_backward(args, batch_id: int, model, rollout_data) -> dict:
"—AN work unit B2 —K forward/backward; #EEN B, R~ optimizer step, """
data_iterator, num_microbatches = get_data_iterator(args, model, rollout_data)
assert len(num_microbatches) == 1, "a work unit is a single forward/backward pass"

for iterator in data_iterator:

iterator.reset()
for model_chunk in model:

model_chunk.train()
# disable_optimizer: bf16 T loss scaling Z1E&#], XK pass ~EE optimizer
setup_train_iteration_config(args, model, None, disable_optimizer=True)
# REE DDP # per-iteration Bk, REE batch W E RRE O
reset_grad_metadata_keep_grads(model)

dumper_phase_util = DumperMegatronUtil(args, model, DumperPhase.FWD_BWD, rollout_id=
batch_id)
losses_reduced = run_forward_backward_pass(

args, dumper_phase_util, data_iterator, model, num_microbatches[0], num_rollouts=None

)

dumper_phase_util.finalize(model)

if get_parallel_state().is_pp_last_stage:



return aggregate_train_losses(losses_reduced, None)
return {}

def optim_step(args, slot_optimizers: dict, adam_params_by_slot: dict) -> dict[int, dict]:
# batch size A 1: HEZRRFES#H, [T —HURALEF wH loss RE
stepped = {slot: slot_optimizers[slot] for slot in adam_params_by_slot}
return step_slot_optimizers(stepped, adam_params_by_slot, clip_grad=args.clip_grad)

def load_slot(args, model, slot: int, rank: int, alpha: float) -> "SlotOptimizer":
from megatron.bridge.peft.multi_lora_layers import init_adapter_slot

init_adapter_slot(model, slot, rank=rank, alpha=alpha) # &R &2 adapter
slot_optimizer = SlotOptimizer(args, model, slot) # hfb B IRASHEAE L — A Hr3E
slot_optimizer.zero_grads()

return slot_optimizer

def unload_slot(model, slot_optimizer) -> None:
"HRAAMERERIZLA, HRSHEZET, "
from megatron.bridge.peft.multi_lora_layers import clear_adapter_slot

clear_adapter_slot(model, slot_optimizer.slot)
slot_optimizer.zero_grads()

miles/backends/megatron_utils/lora/actor.py

FE MultiLoRATrainRayActor, Z#4&I)I%4ED (forward_backward/optim_step/forwar
d_only_logprobs/load_slot/unload_slot) By"ME— AT, HWE/F4L Tinker M XA BIE <o

class MultiLoRATrainRayActor(MegatronTrainRayActor):
"IN actor: BNGALS—REERAA, BEBRARMR, "

def _init_training_state(self) -> None:
# BEEEMT: % LoRA BRAEMMMMAE, RELEAIEMEY SlotOptimizer
self.slot_optimizers: dict[int, SlotOptimizer] = {}

@with_logs
def forward_backward(self, batch_id: int, rollout_data_ref: Box) -> dict:
self._heartbeat.bump()
with ExitStack() as stack:
rollout_data, store_get result = get_rollout_data(self.args, rollout_data_ref)
stack.enter_context(store_get_result)
return lora_model.run_forward_backward(self.args, batch_id, self.model, rollout_data)

@with_logs
def optim_step(self, adam_params_by_slot: dict[int, dict]) -> dict[int, float]:
# RABERKELINELLW S H#, EREBAUNEERSIRY

return lora_model.optim_step(self.args, self.slot_optimizers, adam_params_by_slot)



@with_logs
def forward_only_logprobs(self, batch_id: int, rollout_data_ref: Box) -> Box | None:
self._heartbeat.bump()
with ExitStack() as stack:
rollout_data, store_get result = get_rollout_data(self.args, rollout_data_ref)
stack.enter_context(store_get result)
data_iterator, num_microbatches = get_data_iterator(self.args, self.model, rollout_data)
outputs = self.compute_log_prob(data_iterator, num_microbatches, rollout_id=batch_id)
if not get_parallel_state().is_pp_last_stage: # 3F PP RERREIZE
return None
# R4E CPU tensor ik Ray & &4, #BRFF|ML GPU k&

return Box(ray.put({key: [t.cpu() for t in tensors] for key, tensors in outputs.items()}))

@with_logs
def load_slot(self, slot: int, rank: int, alpha: float) -> None:
self.slot_optimizers[slot] = lora_model.load_slot(self.args, self.model, slot, rank, alpha)

@with_logs
def unload_slot(self, slot: int) -> None:
# pop HRERKR% unload_slot, SEZFIEEFECHMMABRES—ERET

lora_model.unload_slot(self.model, self.slot_optimizers.pop(slot))

BP0 B R4
A PR RARZXIZRMETREIN, ¥kKE nanjiangwill, RS HA COMMENTED, 1E&REIT
WXEE, IEH A REEMNRANDRHE:

*=F (BHARRAE]) miles/backends/megatron_utils/lora/executor.py: “optimizer is
the outer LayerWiseDistributedOptimizer, so reload_model_params() walks every
child optimizer. Each BF16 child copies its model parameter back into its FP32
master. Loading or unloading slot A therefore rounds the FP32 masters for every
live slot, changing their later Adam updates. Reload only for child in
_slot_children(optimizer, slot) here and in unload_slot, and add a two-slot
regression test where slot B's FP32 master differs from its BF16 model value.”

*TF lora/optimizer.py B step_adapter_slots: “ step_one_slot() can fail on one rank
during prepare_grads() or batch-size scaling before get_grad_norm_fp32() enters
the world all-reduce. That rank catches the exception here and moves to the Gloo
outcome gather while healthy ranks block in the norm all-reduce, turning per-slot
recovery into a collective timeout. Add rank consensus after local preparation and
before the norm collective, or treat any pre-collective failure as cell-fatal.”

HWERE: F—RWRRNABZMRER— R B EEARR Y, SlotOptimizer SAEAMIIFA
B 28 LayerWiseDistributedOptimizer, reload_masters RYEAT self._inner, AP REM
“NEEREMRIE, FEEMPER zero_optimizer_state_for_adapter, B KRN TEELH
B9 88 = ANEIN pre-collective kKB cell-fatal”: step_slot_optimizers FEHEEFE. TRE
B execution failures invalidate the cell, FNRB = 5% 1 L 2kik B & RAEA R k4
allgather_params, M 2BENMEMKESHEITEAN cell, IREINE B AL ERAERNINR



(X A&Efr FP32 master Z%. W rank & get_grad_norm_fp32 Z BI%LK) EARIKSH B R
XA, WA MR ZEHFRE fake FRA, 4P yushengsu-thu %7 APPROVED (checked)
, claude[bot] R E B EH review BEEIRTR, nanjiangwill BIFR L E IR A WKEEE B FE
-

« ¥ load/unload &8558 HMFE 89 FP32 master (correctness): XA A& A M KK
B WAL BAEMIFR, SlotOptimizer &/MEM A B TH
LayerWiseDistributedOptimizer, reload_masters RAERT self._inner, 3E& MR
zero_optimizer_state_for_adapter R MR ; (E1F0E K89 TAEAL BTN R AR 0N

- MELSBELKFIK per-slot all-reduce B8 (correctness): %3F T cell-fatal B&4k:
step_slot_optimizers ~EBH K FH, docstring BBA execution failures invalidate the
cell, FMRAMT= FHEERERINEIR B LA BHFEMR R allgather_params; RO EEAEAL
WEASHIEEA Tinker cell, B rank MPRKT%H,

* review BEZERHEITNREREK (testing): AR ES KKEEBRIRW fake BNEE,
H 5 LayerWise/collective 1T AR A BRI, FEAEFL PR HEITMRFAF: body
BMPRE RS diff 02 dZIREEE A,

R 5 B

« Qe
1. £ERZEVTEA: miles/backends/megatron_utils/model.py ZFiB Megatron %
(B, B LoRA. critic) #R&SEZNBXMH, AKIE train_one_step 5 train RIS #E
K; WEEH setup_train_iteration_config 3 T REZIMEH assert
config.no_sync_func is None (overlap_grad_reduce 3%%&) , STHBKRT BZEX
no_sync_func Rz EE T L, BTINEHTAKE, FEZRFHALSEEEE S
Ro

2. E5EERES: step_slot_optimizers {REFFA rank & FAAERE B
sorted(adam_params_by_slot) 7 5 REENE S, TWAKE get_grad_norm_fp32
8 world all-reduce L$Efrsk£%; LYRIXA rank consensus, {EfT pre-collective %
TRERIE cell K——3X 2 review BRGNP H—AS, EBIRENERSITMHE, ENFEN
SHIEEA Tinker cell,

3. BEEALIEIE X : clip_and_step 7 norm JEAFREFIR[E skipped_nonfinite, BE/E
step_slot_optimizers A&*IZAENL zero_grads(), BRI batch WERBRBEWEEE
F; LB HEZ outcome SERBERREANRKKETER, TURIESWEEREE,
X—E B #2844/#2845 AW X S2IE &F S A% AT,

4, BRESBHAR: BNEKRMBEFEZF—F LayerWise L€ 5 FP32 master, T ARl
LR MK validate_multi_lora_optimizer_args X3 use_distributed_optimizer.
optimizer_cpu_offload. stream_optimizer_state_to_disk.
rematerialize_param_from_master_weight £8 8% / EREF X2 2E, ZHEFPHF
R THEHF L RRT RS T E AR AR,

5. B cell f&i%: miles/ray/train/group.py B _execute_slots A (cell,) = self._cells, %
LoRA SR BBIMIEITF—NEIE cell, TN EZFEM ValueError/RuntimeError, 5L
rollout 8% cell HAAXERRE, HBHEFEZEANLR,



6. MiRG CI B : FNRLITET _FakeSlotOptimizer, FEZHX
LayerWise/collective {TA; review m4& ZREAEME B rank EVIMRERK; body
7R fresh CPU/GPU CI pending, [EE“FIEMIRXM4 HERIRE diff b E7g
test_step_adapter_slots.py R5E2—K, EXEIEZHRIANRZEZRS,

7. /IR : MultiLoRATrainRayActor.optim_step B3R BIZE R SRS RE dict[int, float], i
lora_model.optim_step SZFriR[E dict[int, dict] (grad_norm = skipped_nonfinite) ,
WWESENRALR—K, BHRSFEEMXARAT. -®¥Wm: XAFSLERS: %
LoRA RREEREE GARNINE D, Tinker Mk (#2844-#2849) W[ LAI%1E KIEFY
forward_backward/optim_step, AP T4& Adam 85 ; LEEERSE LoRA %K
BaA RN, SERETALRE, BMKEIWEME model.py REGEE(Z, EIEVIRIER
E2BZEEL LoRA BR.

MAGK: % LoRA BANBHRELAZIKE (@& bf16. 4 Adam, X1 dist opt 5

offload AFIFXR) , FHEESKSEMBUMEEZENEZLAK, BTARAINERNXRK, &/ME
AL EE S FP32 master B/ & ARG, RN K, FEMNEBRERFLEN
BINE,

SHERGEE: RALBRSHEFIARN L + FLTEATK ML SRL, B
checkpoint (#2842) . FeIZIRBAA (#2843) "L HEBEE A slot_optimizers JIMtE; B
B cell 4R, nonfinite BRI ERREE., UK cell ZEMIREXEETEEMN XM G —ie
Xt 5%

BRFEE . AhK& Megatron E3RZ WIS (AL EME. FWD/BWD #iE 3k, actor #%4
1LEF) FIE—AMER, BTEEREMS IS E, BamfmA; X3IE megatron &
35 R 2 A multi-LoRA BERE TLIhRER M,

« RFSFRE: BONARZEN , £8BEINFRAES , BAKEEISEAN cell, BHFRMEKMA
PAMEK , O EME L rank ®YINR , £FF8T fresh CI REESE

KERRBKL

« PR #2841 [multi-lora v2 2/7] Per-batch loss selection and Tinker losses: Rl—3% % 8T
—3f, B miles/backends/megatron_utils/lora/model.py 5 lora/actor.py, BEARETIEH
forward_backward/optim_step ¢4 L &S batch FKLERF, BEERBXEBNHEER
REA,

« PR #2842 [multi-lora v2 3/7] Per-slot checkpoints with optimizer state: £ A KzE S #Y
slot_optimizers JEMt& 5 lora/slots.py MIZFEAL checkpoint, 3Bk
miles/ray/train/group.py %X E; A RIEHA B IRSHRE B E & B HARR K R E IR
#,

« PR #2843 [multi-lora v2 4/7] Publish immutable adapter snapshots to disk: EFHEEX
lora/actor.py & miles/ray/train/group.py, MR EIRE X AR AKE load/unload 5
SlotOptimizer FrARAER,

« PR #2844 [multi-lora v2 5/7] Tinker gateway protocol face: thix B 5 SR RAEREE

M B AR E X HASIEX G per-slot outcome (grad_norm / skipped_nonfinite) , 2+

BB ERERE,



« PR #2845 [multi-lora v2 6/7] Tinker gateway runtime and entry point: M % runtime &
3¥ miles/ray/train/group.py BB 4044 &R B AORITIER actor 0, HRE
nonfinite Bkl /a BYE AR L,

« PR #3245 fix(megatron): respect --no-load-optim when resuming a LoRA adapter: E—
A XBBJE 4 bugfix, YLEA LoRA/ UMM BZRSHMBEFZE—ERGRNKRA; AKIE
RSFTA R R AFENL A& <p B A TE B A 3X — 3K B] AR A LM PE B R



