PR #2839 BEHR L

radixark/miles
[multi-lora v2 0/7] Remove the multi-LoRA v1 implementation
&3FrtlE]: 2026-09-16 16:24

JRXEEHE: http://prhub.com.cn/radixark/miles/pull/2839

HATHE

« —A3E: MIFR multi-LoRA v1 523, (IREREARIE

- EME: EERIR BEESLE 5000 THRAS, mMEMREAREHNLFOEARIE: &
X1 miles/backends/megatron_utils/lora/slots.py (RBJRIZNFE, ¥ rank
shard B ANE %25 expert-axis-safe B4 rank ¥14%) 5 miles/utils/multi_lora.py (U4
EHAFETEE) , BEE miles/ray/multi_lora/registry.py. backend.py Ml 695% Mt
HARIE 5 RSHL, ZEELHIA v2 (#2844 89 miles/tinker/core/scheduler.py/service.py.
#2840 Y slot actor) BEEREMEM. =ANREFFXEINRITAR: —ERVRIESEH
MR MER (docstring BEE RNFERABEGE / HIE@EE) ; —2FMER fail-fast R

(data B§42. reward BELE. batch FRER) BIKHEAEHIEAE,; =& per-slot LR i

E5 adapter YAML Z2A¥M|, v2 BEENARBRE per-adapter E, FRER
head RA—A squash commit, MoE & RRZMNKEZEERN head_sha 958e1ca By
X R,

THRES B

## PR body B9&R, HHEE v2 2R ME Tinker #4PUTE NP OHREMNALZEAPES, @
vl ZE—E%ZEIKA: “Remove the dataset-driven multi-LoRA v1 driver, per-adapter
data sources and scheduling, adapter controller, and legacy checkpoint flow.” ZERER
HlE / FEREHG, v2 WBETIRIKSR, FTuGEFE—RMEMKR; “Retain the slot primitives
under miles/backends/megatron_utils/lora/ ... The Tinker command executor builds on
these primitives in #2840 & T %834 &, 4"F%‘/T.‘£ issue IR H#— T U AREREBISE
¥ : MoE expert adapter B build-time 284 (#1794 B targets_expert_leaves.
permute-fusion disable. post-finalize MoE geometry &%) &MEMRTBEEA, &L
‘restored in the trailing commit”, EAETRBIZZFERAERANEATIE v 5482858,

LI RE

R v BSAIAB S R/AIBIA: train_multi_lora_async.py (-109, & main.
_is_empty_batch_timeout) . examples/multi_lora/run_multi_lora.py (-204, &
ScriptArgs. prepare/train/full_train/serve WA typer F44) .
examples/multi_lora/service_smoke.py (-170, & ServiceClient. wait_for_step.
register_when_allowed) @ #M%R, REZEXEANOHFELN —multi-lora-adapter/--multi-|
ora-disable-service-mode/--multi-lora-api-port Z3AEHET vl BEHE; HAERLHN



multi-LoRA # FBZE v2 SEHRDRA BRAD, &A% PR HRILFE Ao

2. IFkE4 @ (Ray actor + HTTP + registry + backend) :
miles/ray/multi_lora/registry.py (-252) k&R
AdapterState/AdapterRecord/AdapterRegistry B4 4p /& ERRSHIE
mark_batch_trained 120KZ#; miles/ray/multi_lora/backend.py (-189) MIFRIEMEAR
5% resolve_adapter_config (rank/alpha L£PFR. rollout_batch_size 5
min_groups_per_dp_split BIEERA R, data BIRHELEM. reward BBEIEZE. save BX
MHE) 5 abort_adapter_requests; miles/ray/multi_lora/http_server.py (-129) MR
/adapter_runs REST B&H5 RegisterAdapterRequest;
miles/ray/multi_lora/controller.py (-123) #IF& MultiLoRAController 5§ AdaptersCache,
XUBE N v2 B il miles/tinker/core/scheduler.py. miles/tinker/core/service.py (
#2844) A#, BAUAHKNIIEAEHEFERFE.

3. IR IEE (per-adapter #HIERE T2 HFP rollout) : miles/rollout/multi_lora/data_so
urce.py (-137) MR MultiLoRAAsyncDataSource.reconcile/create_source/get_sample
s BIEIBEFEA. resolve_num_step B num_epoch—num_step #5;
miles/rollout/multi_lora/async_rollout.py (-584, ACRERAESCHMIFR) MR
GroupBuffer (drop_foreign/drop_stale) . remaining_groups B batch T,
process_group B slot_version/registration_id #T&%. MultiLoRAWorkerMetrics &
per-adapter step Zit, MMRREZE ZBEERNLHEF HELINE X—EFEIEXH v2 &
Figit; NRRETRERAKN staleness SRGEIMUFEARBXAZATETEE V2 B
SMEE,

4, FREBHWEEREAMRIE: FE miles/backends/megatron_utils/lora/slots.py (+140) , #&
B8 miles/backends/megatron_utils/multi_lora_utils.py (-490) "W i&H|ERNERAE A
BER4 : create_multi_lora_instance. megatron_shard_name.
adapter_shard_topology. zero_optimizer_state_for_adapter. slice_lora_to_rank; X
docstring BA® “Kept deliberately free of any control-plane or data-plane logic’s
miles/utils/multi_lora.py W4k +17/-112, &8 AdapterSpec.
EmptyBatchTimeoutError. define_new_adapter_metrics. slot_lora_name. make_rid.
parse_adapter. min_groups_per_dp_split, BIEEE& . RID Hf1ES per-adapter 384r
DEENMRFEANTIRE, ¥WHEA v A miles/utils/adapter_config.py (-93,
AdapterRunConfig/AdapterRun/parse_adapter_run_yaml) 5
miles/backends/megatron_utils/multi_lora_scheduler.py (-88, per-slot LR/WD &E
build_slot_scheduler/step_slot_schedulers) NIZEA#MIFKR, FTFE4S per-adapter YAML
BLERAYS per-adapter 23 RIREFRE v2 HHRIRN,

5. MK, XHEESREEE: RFTMER 6 NUL fast MR, &F
tests/fast/ray/multi_lora/test_controller_backend.py (-392) .
tests/fast/ray/rollout/test_multi_lora_batch_collection.py (-313) .
tests/fast/ray/multi_lora/test_controller_http.py (-239) .
tests/fast/test_train_multi_lora_async.py (-189) .
tests/fast/backends/megatron_utils/test_multi_lora_scheduler.py (-114) .
tests/fast/ray/rollout/test_multi_lora_train_data.py (-106) , 415 IR [E #bF% B4R DLE
%, import error; PR body Bl multi-LoRA XA4RE} E#, BIRE T prefill #HLEHE (



BF async_rollout.py 3| BBy recompute_samples_rollout_logprobs_via_prefill —%%) , %
BZkrE 3 3E v T, A main BEIMRT AR RXTT: RE rollout
session-metrics By import, BREBEEFH AdapterRef 3| (5 #2598 B4 metrics BX&h
HX) . A& PR BA#A “adds no test cases’, BIF{XA pre-commit run —-all-files 54 H4%&
git diff --check, MR#l5/ELEIICRE #2846,

RS
« miles/backends/megatron_utils/lora/slots.py (#3k fE(LEHE; 25| source; EH

core-logic; 45 create_multi_lora_instance, megatron_shard_name,
adapter_shard_topology, zero_optimizer_state_for_adapter) : A~ PR E—¥73¢ X, =
WARE T K. # v2 Tinker @9 PUTREANBARIEE S (BRAEMEME. shard Fak.
per-slot AL ERAEIE. rank 3t14) . ©BEXT vl 5 v2 e QL R, RIEMAEM
FRIE B B9 A R,

« miles/backends/megatron_utils/multi_lora_utils.py (iR fEIEHE; K5 source; EH
deletion; 5 create_multi_lora_instance, megatron_shard_name,
adapter_shard_topology, all_megatron_checkpoints_exist) : #MIPREY 490 4T v1 BE
XAF: H PR RIE R lora/slots.py £RE, M save_multi_lora_checkpoints (XX#&
N% %) 5 register_adapter (3% adapter fn#k checkpoint) J&F v1 checkpoint #if2
, M #2842/#2843 MIFTH REBMN. NEBXHOXHREERE WMLGEHRT lora/ BFE. LM
JREE,

« miles/rollout/multi_lora/async_rollout.py (#3k 5 R#E; 5| source; £ deletion;
&5 iter_group_samples, first_sample, group_adapter_name, group_sample_count) :
FORBANE MR (-584) : B2 HF rollout B4 per-adapter &4, staleness &,
AMEEESE step ZiteiRE %k, XEH drop_stale/drop_foreign/remaining_groups =&
vl BIEEHAZOATE, WEHAR v2 EEFNEEZNEEZRIE,

« miles/ray/multi_lora/registry.py (13t fHF3EM; 25| source; EA deletion; &F5
AdapterState, AdapterRecord, AdapterRegistry, register) : MR IRE @A S (-252)
. AdapterState/AdapterRecord & XM 4 &p AR5 step 1Bk, mark_batch_trained 2
ME—3EM accumulated_groups/step B E, v2 EXERSIK L Tinker A S1E /
Ee, EMUREM #2844 HRIR.

« miles/ray/multi_lora/backend.py (#£3g 2%l ; 7 source; R deletion; K5
MultiLoRABackend, init, close, validate_adapter) : # MR EMEIRIES 5| M| abort
(-189) ., resolve_adapter_config B&+ THrAHERREMELRGERE (rank ER.
rollout_batch_size ¥, data B&2GEE. reward BBEIEZ. save BRAFZE) , HKRE

v2 BEEAEEMM fail-fast REETEXNK &,

« miles/utils/multi_lora.py (&3 AT E; 23| source; LR refactor; &5
AdapterSpec, EmptyBatchTimeoutError, define_new_adapter_metrics, slot_lora_name)
REEmAENRIYE (+17/-112) : AdapterSpec. EmptyBatchTimeoutError,
slot_lora_name. make_rid. parse_adapter. min_groups_per_dp_split.
define_new_adapter_metrics B FR&RA v2 AR ZATE, H4 vl THIEEER,

« miles/rollout/multi_lora/data_source.py (13 #3EJR: 25| source; EA deletion; &
5 fetch_snapshot, sampleable, MultiLoRAAsyncDataSource, reconcile) : ¥l FRE%K



EERAE (-137) : BWEKEAR. #% adapter Z RolloutDataSource.
num_epoch—num_step #%, BRET vl W' HBIEERHNZSHEFLEX, RBRERE v2 F
BUKIER®LWIEED adapter Ik,

« miles/ray/multi_lora/controller.py (13 =& ; KA source; A deletion; 45
get_multi_lora_controller, AdaptersCache, get_snapshot, get_all) : #MRE Ray =4l
f actor 5§ AdaptersCache (-123) , £ v1 % rollout MI3ZER adapter REEAIHE— A\ D

(async_rollout 33X ©4T slot_version/registration_id &)

« miles/ray/multi_lora/http_server.py (123 #=#|#; 55| source; £ deletion; &F5
RegisterAdapterRequest, MultiLoRAHTTPServer, actual_api_port, create_app) : #Hi
Mgiz4|E REST & (-129) : /adapter_runs JEft / &4 / X8R B S5 B Eust, T
vl MR EREEDE, WEIMRERZREEN breaking &,
miles/backends/megatron_utils/multi_lora_scheduler.py (#3k JAE2; 2% source;
KA deletion; 45 _SlotParamGroups, build_slot_scheduler, install_slot_scheduler,
drop_slot_scheduler) : #MIFREY per-slot LR/WD BE (-88) : A adapter —%
OptimizerParamScheduler, #& B BilEARKZEM, MBRETESLS v2 FBHRY
per-adapter JR 3 RITE, BEES & / INEMBHIARE,

« miles/utils/adapter_config.py (#3k BEERA); K5 source; ER data-contract; 5
AdapterRunConfig, adapter_global_batch_size, AdapterRun, parse_adapter_run_yaml)
C WRIBREYELE B4 (-93) : AdapterRunConfig/AdapterRun/parse_adapter_run_yaml
& adapter YAML & HTTP JZMey A FH#IEEE, BRE add 5 API AR A ELE
B, WEA v2 RERZ YAML 84,

« train_multi_lora_async.py (#3% Bt A8 ; EHl| source; FEA entrypoint; F5
_is_empty_batch_timeout, main) : #RIFRESERAD (-109) : vl multi-LoRA JIIZkEY
BEiHA, SE#RERAE, ©REREEN breaking &—— MMl main EREAE v1 )l
HAD,

. tests/fast/ray/multi_lora/test_controller_backend.py (&3 MERFEAF]; 27| test; LR
test-coverage; {45 make_args, make_backend, make_config, register_and_promote)
D BRAKBERINGR (-392) , #E= RID 3R, JEM/E PENDING—ACTIVE ##.
snapshot @&, slot fRAEERERAMEFATE, FEARMKRBREFNROREK, EUA vi
ENIRIPEBEARBIR, FTE v2 BEE,

XHEME5 . create_multi_lora_instance, adapter_shard_topology, megatron_shard_name,

zero_optimizer_state_for_adapter, slice_lora_to_rank,
AdapterRegistry.mark_batch_trained, MultiLoRABackend.resolve_adapter_config,
MultiLoRAAsyncDataSource.get_samples, GroupBuffer.drop_stale,
GroupBuffer.drop_foreign, remaining_groups, build_slot_scheduler,
min_groups_per_dp_split

KBRS B EX
miles/backends/megatron_utils/lora/slots.py

A PR E—#I8 XX, EMARE TR, #t v2 Tinker ®4PITRE ANMBMNRIZES (EAE
HE. shard Fik. per-slot MALBIRAEHE. rank 3E14) » BEXT vl 5 v2 e h R



, EIZMEARIRE L BAR,

miles/backends/megatron_utils/lora/slots.py (4~ PR #13%) : v1 RE Tk, & v2 E ANFE
ALRIE,

# IR docstring BB T iRIT R RBAER . shard 35 per-slot ML BRIRSEE
# RBAEAREIE (registry / HTTP) 'Ziﬁ(?@@ (data source / rollout) 3Z#E,
# BA v2 2 B EANK Tinker 94HUTE (#2840) ,

# B run BRElFRINEE, RERELEHF(E—IR gloo all-gather By%E R
_shard_topology: tuple[bool, tuple[tuplelint, int, int], ...]] | None = None

def megatron_shard_name(tp_rank: int, pp_rank: int, ep_rank: int, ep_size: int) -> str:
""—/N (tp, pp, ep) AR B adapter shard X#F£&,

ep_size == 1 BHEBE _ep BR, TRIHITHRBZIRE THZE checkpoint E A An#K,
name = f'adapter_megatron_tp{tp_rank}_pp{pp_rank}"
if ep_size > 1:
name += f'_ep{ep_rank}"
return name + ".pt"

def adapter_shard_topology() -> tuple[bool, tuple[tuple[int, int, int], ...]]:
"RE (KN rank 2EERRE B CH shard, ERBEER (tp, pp, ep) :l—-*T%/‘\)

B —X all-gather A AEREE & F—MNLIRTREEES A DP rank L,
3% rank S&/NMHES, BEZ NHEHLER— shard X,
global _shard_topology
if _shard_topology is not None:
return _shard_topology
parallel_state = get_parallel_state()
coords = (parallel_state.tp.rank, parallel_state.pp.rank, parallel_state.ep.rank)
if not dist.is_initialized():
# RV ARNERAE O B O, AEERAR,
_shard_topology = (True, (coords,))
return _shard_topology

current_rank = dist.get_rank()

group = get_gloo_group()

gathered: list[object] = [None] * dist.get_world_size(group=group)
dist.all_gather_object(gathered, (coords, current_rank), group=group)

is_writer = current_rank == min(rank for entry_coords, rank in gathered if entry_coords ==
coords)

_shard_topology = (is_writer, tuple(sorted({entry_coords for entry_coords, _ in gathered})))
return _shard_topology

def zero_optimizer_state_for_adapter(optimizer, model, idx: int) -> None:



"EIREA slot RIZEHMMABRS, TR MNEF4E (bias correction EFiTE) o

vl B 8 HE—/MULE + BERES LM slot £EA; v2 KBEMEF B AAEAE
(#2840 B9 miles/backends/megatron_utils/lora/optimizer.py) , FrUAXExiZiE B R1EE,

{BEXEBEZ slot & A —R[E,

from megatron.bridge.peft.multi_lora_layers import MultiLoRALinear, _iter_multi_lora_

modules

target_main_params = set()
for module in _iter_multi_lora_modules(model):
if not isinstance(module, MultiLoRALinear):
continue
adapter = module.adapters[idx]
for param in adapter.parameters():
# distributed optimizer 3B EZ#F| main_param £, &% main_param 8 id LA
main = getattr(param, "main_param", None)
target_main_params.add(id(main if main is not None else param))

chained = getattr(optimizer, "chained_optimizers", [optimizer])
for chained_optimizer in chained:
inner = getattr(chained_optimizer, "optimizer", chained_optimizer)
if inner is None:
continue
# TE/apex FusedAdam # Adam step 37 param group LR 28NS L,
# FrULE R group £3TH miles_multi_lora_slot AFiCEE.
for group in inner.param_groups:
if group.get("miles_multi_lora_slot") == idx and "step" in group:
if isinstance(group["step"], torch.Tensor):
group|"step"].zero_()
else:
group["step"] = 0
for param, state in inner.state.items():
if id(param) not in target_main_params:
continue
if "exp_avg" in state:
state["exp_avg"].zero_()
if "exp_avg_sq" in state:
state["exp_avg_sq"].zero_()
# T—/MEF 8 bias correction MiX B E# FF 44
if "step” in state:
if isinstance(state["step"], torch.Tensor):
state["step"].zero_()
else:
state["step"] = 0

miles/rollout/multi_lora/async_rollout.py



FRBEREXHRS (-584) : B2 HF rollout B per-adapter &4, staleness I8, 7
MBES step iM%, XER drop_stale/drop_foreign/remaining_groups & v1 #X&
EENZOCATE, WRH v2 ZEENEEN T ERE,

miles/rollout/multi_lora/async_rollout.py (4 PR BXX4MFR) : v HIFEEHNREEXBRT
B, V2 EEMARETENEES,

# 5B AT ELRER adapter AR FIFO B2 group, M98 ;

# AR BENEXNEREEANRE, 5 fully_async B queue.Queue(maxsize=1000) E—4E,
MAX_BUFFERED_GROUPS = 1000

EMPTY_BATCH_TIMEOUT_S = 30.0

class GroupBuffer:
" AN adapter BB SR prompt group FIFO; AR, #TEREZMW, "

def __init_ (self) -> None:
self._groups: deque[Group] = deque(maxlen=MAX_BUFFERED_GROUPS)

def get(self, n_groups: int) -> list[Group]:
"EEREZR n /N group (queue.Queue RA&RIEED) , "

return [self._groups.popleft() for _ in range(n_groups)]

def drop_foreign(self, registration_id: str) -> int:
" EFWE L adapter B H —RIEMITIARIEH groups

IBFAEF R B AR AT RETE buffer WE BG4 % H#, WRLFE, AP KSR BIANER;
RRXHEZTELRE adapter LA, E b RITARICE group NIRE,
if not self._groups:
return 0
kept: deque[Group] = deque(maxlen=MAX_BUFFERED_GROUPS)
dropped = 0
for group in self._groups:
stamped = first_sample(group).metadata.get("registration_id")
if stamped is not None and stamped != registration_id:
dropped += 1
else:
kept.append(group)
self._groups = kept
return dropped

def drop_stale(self, current_version: int, max_staleness: int | None) -> list[int]:

"EFA R AR ERATIBH group, REEZB staleness AT A,

vl B —-max-weight-staleness 2%l on-policy 2% : slot_version 123 RAERFTE,
WE WAL reset_for_retry() Hit$k,

if max_staleness is None or not self._groups:



return []
kept: deque[Group] = deque(maxlen=MAX_BUFFERED_GROUPS)
dropped: list[int] = []
for group in self._groups:
stamped = first_sample(group).metadata.get("slot_version")
staleness = current_version - stamped if stamped is not None else 0
if stamped is not None and staleness > max_staleness:
for sample in iter_group_samples(group):
sample.reset_for_retry()
dropped.append(staleness)
else:
kept.append(group)
self._groups = kept
return dropped

def remaining_groups(adapter) -> int:
"% adapter &£ %) group A REEFH —A batch,

BB AR, RIERESA T EEA adapter 8 batch 1% €3 A8 group,

Mifiit AN adapter B step 5 rollout_batch_size X5,

remaining = adapter.config.rollout_batch_size - adapter.accumulated_groups

assert remaining > 0, (
f"adapter '{adapter.name}' accumulated_groups={adapter.accumulated_groups} >="
f'rollout_batch_size={adapter.config.rollout_batch_size}; batch accounting drifted"

)

return remaining

miles/ray/multi_lora/registry.py

WM R B IR E EAZ S (-252) : AdapterState/AdapterRecord & XA & RS step Bk
, mark_batch_trained ZrME—# 3 accumulated_groups/step BIfL B, v2 FEXERSIK %
Tinker MX&E / AEER, EBMCEIEM #2844 BIRETIR,

miles/ray/multi_lora/registry.py (A PR BSXHMIKR) : v1 FAF £ 4 RS I4ICIKAZ S
RS, v2 8 Tinker MXEE,

#v1 B9FEF &£ 4 EA: PENDING -> ACTIVE -> RETIRING -> CLEANUP -> COMPLETED,

# slot W E A, 1B slot_versions KAREE, fRiE (slot, version) AEFREE HI;

# v2 IEXEAE G REAPEE Tinker W% (#2844 B9 miles/tinker/core/scheduler.py & service.py) ,
# FALAREIH miles/backends/megatron_utils/lora/slots.py 43P,

class AdapterState(str, Enum):
PENDING = "PENDING" # B3 fHMER EXR X X
ACTIVE = "ACTIVE" # SRE®AL, "THHRAF
RETIRING = "RETIRING" # BIERK T, EHRERESERIFER
CLEANUP = "CLEANUP" # &1¥ abort 528k, Z /a7 88X slot
COMPLETED = "COMPLETED" # slot B&iX, WCxRBELEH



@dataclass
class AdapterRecord:
name: str
slot: int
config: Any
step: int =0
# num_step ZHX start_step T8I, checkpoint £23)I|BHEA & step F Tk
start_step: int = 0
# BRI prompt group #; RA mark_batch_trained (train KIh2ZJ5) A,
# Eb train MAXRKERRTRTT FITEREE
accumulated_groups: int = 0
state: AdapterState = AdapterState. PENDING
# HSOIME IR, ALEEMEL, rollout MBS & FEPRSBFIEEA id Z2F
registration_id: str = field(default_factory=lambda: uuid.uuid4().hex)

def mark_batch_trained(self, rollout_id: int) -> list[str]:
e E —ANEIN batch B group BIHARAL step; REA#SER step B adapter,

XEErE—HH accumulated_groups / step B A, FrLA train &K E R
registry BT BIRFARS), FAEEI Y TIEZIEK S8 TEZIN RS,
record_entry = self.batch_records.pop(rollout_id, None)
if record_entry is None:
return ]
stepped = []
reached_num_step = ]
for name, n_groups in record_entry['groups"].items():
record = self.records.get(name)
if record is None or record.state not in (
AdapterState . ACTIVE,
AdapterState . RETIRING,
AdapterState.CLEANUP,

continue
record.accumulated_groups += n_groups
if name in record_entry["step_names"]:
# IKEMIIZ adapter BIFIR group #ETN, E¥ENIEHFET rollout_batch_size
target = record.config.rollout_batch_size
if record.accumulated_groups != target:
logger.warning(
f"Adapter '{name}' stepped with accumulated_groups={record.accumulated_
groups} "
f'I= rollout_batch_size={target}; adapter batch accounting drifted"
)
record.step += 1
record.accumulated_groups = 0
stepped.append(name)
# num_step B2 BRE NS A step - start_step XFFM checkpoint £l



if (
getattr(record.config, "num_step", None) is not None
and record.state is AdapterState. ACTIVE
and (record.step - record.start_step) >= record.config.num_step
):
reached_num_step.append(name)
for name in reached_num_step:
self.deregister(name)
return stepped

PR AL

A PR i HIEFKIEFH: claudelbot] RE T E®ER Code Review HEARIFL,
yushengsu-thu %4f APPROVED BIEXAZE, REEFITA review comment, EIbLZFT
WEAETE PR 2/ issue R E, RAMEN—LREE R REFLNBRMEIE: MoE
expert adapter B build-time ¥4 (#1794 8 targets_expert_leaves. permute-fusion
disable. post-finalize MoE geometry #38) =AM, WA trailing commit FIREHRE
, BHEZBARTERERBAGAAUAARMTIE v1 FH@EZE; HATRER (
EP-aware shard 3#aFb. expert-axis-safe B rank ¥15) AR ESREEFE, £F_4E PR
body BAREYE ZH T : “This update adds no test cases. Current validation and
limitations are recorded on #2846.”, ERffifk 5000 /TS2EL 5 BENMNRGE, EVIFIFREIK
®E% PR 22, FEREXHIEXRA— squash EB commit (head 958elca) , #.FA
“trailing commit”A amend/squash FER#t AN head, HFERR A head_sha A EMIER KA
*,

- MoE ¥ FRERE (#1794) # build-time ZHEEMARE (design): RARAGREHE, &
trailing commit FIR & ; BRRXI|EZRA 1 A squash commit, &L head_sha
958elca HIXHFANEHIAKE T,

- BIFRSEES v2 & FF 93 MRS (question): L PR RIRF S NEARRRAZE; A%
REENITHE, BTEEFEIREMN,

« A PR AHFHEMRA, IIERHSS PR EZ (testing): EXIRE], IIESRENTKE #2846
c FEP AR, slot BRAEIRME. batch MBS L ES LT E 54 £ E)IFRP,

IPHEREBAFHRDLFRE (other): & PR WEFURKIT WK LT issue Wibh #2846, i
3E PR iFL4AE, ELRAEERER PR BINEMRENTRYE / HRERT B X,

R 5 B

« RF&: 1) =AM breaking, BA PR BIhA& ANBRTHEEER(L: train_multi_lora_async.py.
examples/multi_lora/run_multi_lora.py. /adapter_runs HTTP API.
miles/utils/adapter_config.py B AdapterRunConfig £2RE %k, (EAMKH v1 ADO K
--multi-lora-adapter YAML BIZMNRIIA / RAKGSBEELAK; v2 BREZIE
#2840-#2849, EEBFZHRERFEN, main EFEE O R%AE THN multi-LoRA B
2. 2) MIMAIEIEEEFRAEVTEX : test_controller_backend.py.
test_multi_lora_batch_collection.py &= BIFE - £ A HA. slot_versions #EME. batch
MBS L (accumulated_groups != rollout_batch_size) ZEARZEROMA—IEMI4,
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