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# miles/backends/training_utils/loss_hub/math_utils.py (&2&J3 )
def _calculate_log_probs_and_entropy_true_on_policy(

logits: torch.Tensor,

tokens: torch.Tensor,

tp_group: dist.ProcessGroup | None,

with_entropy: bool = False,



entropy_requires_grad: bool = True,
chunk_size: int = -1, # #1358, FHIERAETE
vocab_size: int | None = None,
sampling_mask: torch.Tensor | None = None,
) -> tuple[torch.Tensor, torch.Tensor | None]:

#.. ( HEFFRRAREFREER )

log_prob_logits = _apply_sampling_mask(logits, sampling_mask)

full_logits = _gather_true_on_policy_full_logits(log_prob_logits, tp_group, vocab_size=vocab_
size)

_maybe_dump_top_logprob_backward("full_logits", full_logits)

# ABMITEFTEN logits ( TRES log_prob_logits A [F )
entropy_logits = None
if with_entropy:
entropy_logits = (
full_logits
if sampling_mask is None
else _gather_true_on_policy_full_logits(logits, tp_group, vocab_size=vocab_size)

# RIE chunk_size RERT ok
if chunk_size > 0:
# AN AT (dim=0) o3k
full_logits_chunks = full_logits.split(chunk_size, dim=0)
tokens_chunks = tokens.split(chunk_size, dim=0)
# 8 logits TTRERF R — RN T E IR 3R
entropy_logits_chunks = (
full_logits_chunks
if entropy_logits is full_logits # &1ptb3%, #HEE gather
else entropy_logits.split(chunk_size, dim=0) if entropy_logits is not None else ()
)
else:
# Aok, FRERTTHBE
full_logits_chunks = (full_logits,)
tokens_chunks = (tokens,)
entropy_logits_chunks = (entropy_logits,) if entropy_logits is not None else ()

log_prob_chunks = []

entropy_chunks = []

# FIRITE log_softmax FusE

for chunk_index, (full_logits_chunk, tokens_chunk) in enumerate(
zip(full_logits_chunks, tokens_chunks, strict=True)

log_probs_full = torch.log_softmax(full_logits_chunk, dim=-1)
_maybe_dump_top_logprob_backward("log_probs_full", log_probs_full)
log_prob_chunks.append(torch.gather(log_probs_full, dim=-1, index=tokens_chunk.
unsqueeze(-1)).squeeze(-1))



if with_entropy:
entropy_logits_chunk = entropy_logits_chunks[chunk_index]
entropy_log_probs = (
log_probs_full # £ BiTHEM log_probs ( ¥ entropy_logits & full_logits Bt )
if entropy_logits_chunk is full_logits_chunk
else torch.log_softmax(entropy_logits_chunk, dim=-1)
)
if not entropy_requires_grad:
entropy_log_probs = entropy_log_probs.detach()
probs = entropy_log_probs.exp()
# URNFBHEN, ERARMBEATEANSF
if entropy_requires_grad:
entropy_chunks.append(-(probs * entropy_log_probs).sum(dim=-1))
else:
entropy_chunks.append(-probs.mul_(entropy_log_probs).sum(dim=-1))

# PrEERE
log_prob = log_prob_chunks|[0] if len(log_prob_chunks) == 1 else torch.cat(log_prob_chunks,
dim=0)

_maybe_dump_top_logprob_backward("log_prob", log_prob)

entropy = None

if with_entropy:
entropy = entropy_chunks[0] if len(entropy_chunks) == 1 else torch.cat(entropy_chunks,
dim=0)

return log_prob, entropy
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