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miles/backends/training_utils/weight_update/protocols/rdt.py
RDT ARE R Z XA, BEASCHERIER, KRB REAZOTHEE,

# WMIEREY ~UpdateWeightFromRDT.connect™ A3AB R T RDT a2 (&% HE:
# 1. ¥ "RemoteTransferPlan™ itX| P2P 1% B #r.
# 2. ABANERIE rank BlE—/ GPU AR E|AR ("create_gpu_replica™) fo—/NEZE K/MNY GPU
o
# 3. M SGLang 3XHR SchedulerActor A4, 3F5EM NIXL REEH,
# BAFRARILT AT NIXL 89 RDMA HEREHAMBLi 2,
def connect(self, rollout_engines, ...):
targets = self.transfer_plan.plan_p2p()



for engine_rank, rank_targets in targets_grouped_by engine_rank.items():
model_replica, params_dict, param_specs = self.create_gpu_replica(...)
gpu_bucket = torch.empty(self.args.update_weight_buffer_size, dtype=torch.uint8, device=
..l
register_nixl_memory(gpu_bucket) # X#: TMEAFEHA T RDMA £
actors = [self._get_engine_scheduler_actors(rollout_engines, t.engine_ind)[t.engine_rank]
for t in rank_targets]
self._engine_rank_buckets.append(
_EngineRankBucket(model_replica, params_dict, param_specs, gpu_bucket, actors)

)

miles/backends/training_utils/weight_update/protocol.py
REMERMMINA T Rk, BRT RDT XEEME X, BINEEBREKEEAN A,
# BBE I DCAIEZE, “rdt” 20X BEEBER.

def get_weight_transfer_protocol(args: Namespace) -> WeightTransferProtocol:

if args.colocate:
from miles.backends.training_utils.weight_update.protocols.cuda_ipc import
UpdateWeightFromTensor
return UpdateWeightFromTensor(args)

# .. HiEX ..

# if args.update_weight_transfer_mode == "rdt": # < b XA IR

# from miles.backends.training_utils.weight_update.protocols.rdt import

UpdateWeightFromRDT

# return UpdateWeightFromRDT(args)

if args.update_weight_transfer_mode == "p2p":
from miles.backends.training_utils.weight_update.protocols.p2p import UpdateWeightP2P
return UpdateWeightP2P(args)

miles/backends/sglang_utils/sglang_engine.py

SGlLang #323|% 1@, BMRT RDT A THRERN. BELEEMAXFZE, & RDT nfTiE
X B 5% SR S

# BIMLEH “SGLangEngine._init_normal™ #3%, BT FE RDT X4 X,
def _init_normal(self, server_args_dict):
# 1BAREG -
# use_rdt = self.args.update_weight_transfer_mode == "rdt"
# if use_rdt:
#...
# self._sglang_server_actor, self._scheduler_actors = _launch_sglang_server(server_args, ...)
# else:
# self.process = launch_server_process(server_args)

# R S—FERBARENR
server_args = ServerArgs(**{**server_args_dict, "host": server_args_dict["host"].strip("[]")})
self.process = launch_server_process(server_args)
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