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class DeepSeekV4ATITOTokenizer(TITOTokenizer):
""DeepSeek V4 — official encoder via sglang's ~“encoding_dsv4™".

Like V3.2, V4 ships no jinja chat_template; miles' ~“apply_chat_template™"
routes any V4 tokenizer to the ~“chat_template_utils.deepseek™ " bridge, and
TITO incremental tokenization rides that same bridge to stay byte-aligned
with what the runtime serves.

reasoning_parser = "deepseek-v4"
tool_call_parser = "deepseekv4"
chat_template_kwarg_aliases = _DEEPSEEK_MODE_KWARG_ALIASES

FIXED _TEMPLATE = FixedTemplate(
template=None,
extra_kwargs={"drop_thinking": False},
# XBEMBE: RElPESETEMNAE,
# encoding_dsv4 fE system JHEZEARSIEM assistant FFBARIT,
# FAVFEN system 253K TITO KIELA roundtrip,
# B3I 0.1 B 0.19 B9 assistant-text mismatch,

allowed_append_roles=frozenset({"tool", "user", "assistant"}),



_DEFAULT_ASSISTANT_START = "< | Assistant | >"

def _init_ (
self,
tokenizer: Any,
chat_template_kwargs: dict[str, Any] | None = None,
assistant_start_str: str | None = None,

super().__init_ (
tokenizer,
chat_template_kwargs=chat_template_kwargs,
assistant_start_str=assistant_start_str or self._ DEFAULT_ASSISTANT_START,
special_token_ids={
tokenizer.convert_tokens_to_ids("< | User | >"),
tokenizer.convert_tokens_to_ids("< | Assistant | >"),

)
self._assistant_id: int = tokenizer.convert_tokens_to_ids("< | Assistant | >")
self._think_bracket_ids: set[int] = {
tokenizer.convert_tokens_to_ids("<think>"),
tokenizer.convert_tokens_to_ids("</think>"),
}
self.trailing_token_ids = frozenset({self._assistant_id} | self._think_bracket_ids)
# sglang B9 dsv4 parser RFEIERIEW thinking B4 B reasoning,
# XELABRBEARERER, # session server ¥4,
self.chat_template_kwargs = {
**self.chat_template_kwargs,
"thinking": deepseek.V4.render_thinking_enabled(self.chat_template_kwargs),

}
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¥ DeepSeekV4ATITOTokenizer MASERAMNR, FEH allowed_append_roles 5 Qwen3.5.
Minimax M25/M27 —3k, FyibkkE)3,

@pytest.mark.parametrize(
"tokenizer_cls",
[
DeepSeekV4TITOTokenizer,
Qwen35TITOTokenizer,
MinimaxM25TITOTokenizer,
MinimaxM27TITOTokenizer,

)

def test_restricted_fixed_template_excludes_mid_session_system(tokenizer_cls):
# XA ZKRS PEIKIEEM system F#E, MAERIANNLACEERS;
# ERRRMDE X IF system tail, NEEFILKEBERTACES,
assert tokenizer_cls.FIXED_TEMPLATE.allowed_append_roles == frozenset(

{"tool", "user", "assistant"}



tests/e2e/sglang/test_session_server_multi_role/test_deepseekv4.py
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CONFIG = ModelConfig(
# B deepseek-ai/DeepSeek-V4-Flash & mxfp4 FTEE routed experts,
# Hopper MoE W T/AARS; b FP8 E3T®5 scripts/run_deepseek_v4.py —3K,
# tokenizer FH KA,
model_name="sgl-project/DeepSeek-V4-Flash-FP&",
reasoning_parser="deepseek-v4",
tool_call_parser="deepseekv4",
tito_model="deepseekv4",
tp_size=4,
ep_size=4,
enable_spec=True,
cycles=2,
# 1B E system BEARE/SRE 0.05 FBBME, BEARRRLETHARMEBHREE,
assistant_text_threshold=0.05,
# V4 ¥RF assistant B9 tool_calls fFHEF tool_result 3,
# sentinel tool_call_id Fo3& roundtrip, Bt @A ERKE.,
tool_call_failure_mode="rollback",

)
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