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# M miles_plugins/models/deepseek_v4/ops/thd_utils.py 38
@dataclass
class ThdlLayout:

"R L E] rank BITERMAE; None RRKRIT BN,

M=NFERETEFIEH, HAFRERMMERHEFER:
cu_seglens_compressed ERAELERZ /T E,

i CP T B R AR FBAE E %A 7 R HIF 2 B3R 7,
cu_seqglens: Tensor

global_start: int

max_seglen: int

hidden_compact: Tensor | None = None
compressed_group_ids: Tensor | None = None
seq_to_rank_row: Tensor | None = None
cu_seqglens_compressed: Tensor | None = None

@classmethod

def from_packed_seq_params(cls, packed_seq_params, *, cp_rank: int, seqglen_local: int):

" ITERFI SO M TS thd #XEE None, ™

if packed_seq_params is None or packed_seq_params.gkv_format != "thd":



return None

return cls(
cu_seqglens=packed_seq_params.cu_seqlens_q,
# CP BIT'MELITL, Bt rank BITAX B2/,
global_start=cp_rank * seqglen_local,
max_seglen=packed_seq_params.max_seqlen_q,

# M miles_plugins/models/deepseek_v4/ops/thd_utils.py I
def get_window_topk_idxs_thd(

cu_seqglens: Tensor, *, window_size: int, total_tokens: int, global_start: int = 0
) -> Tensor:

"IRERIT AR E 7 topk K3l

FOWERIEHESGERNELME, BEFSBRTEE LR 0 ARREFH NI — NG
ECP T, BOFMAERIEASE—/ rank AT, XBITEMK KV all-gather A%,

R E:
[1, total_tokens, window_size] token &3|, #IEOHN -1,
device = cu_seqglens.device
batch_ids = batch_of row(cu_seglens, total_tokens, global_start)
token_idx = torch.arange(total_tokens, device=device) + global_start
window_start = torch.maximum(token_idx - window_size + 1, cu_seglens[batch_ids])
k_pos = window_start.unsqueeze(1) + torch.arange(window_size, device=device)
topk_idxs = torch.where(k_pos > token_idx.unsqueeze(1), -1, k_pos)
return topk_idxs.unsqueeze(0)

miles_plugins/models/deepseek_v4/deepseek_v4.py
DeepSeek-V4 AEAME R, £ THD B2, EINREMIAZOER R,

# M miles_plugins/models/deepseek_v4/deepseek_v4.py EEIE

def forward(
self,
hidden_states: torch.Tensor,
attention_mask=None,
inference_context=None,
rotary_pos_emb=None,
rotary_pos_cos=None,
rotary_pos_sin=None,
rotary_pos_cos_sin=None,
attention_bias=None,
packed_seq_params=None,
sequence_len_offset=None,

) -> tuplef[torch.Tensor, None]:
if self.sequence_parallel:

hidden_states = gather_from_sequence_parallel_region(
hidden_states, tensor_parallel_output_grad=False, group=self.tp_group



x = einops.rearrange(hidden_states, "s b d -> b s d")

bsz, seglen_local, _ = x.size()
thd_layout = ThdLayout.from_packed_seq_params(
packed_seq_params, cp_rank=self.cp_rank, seqlen_local=seglen_local
)
rope_base = self.config.csa_compress_rotary_base if self.compress_ratio else self.config.
rotary_base
fregs_cis = wrapped_precompute_fregs_cis(
self.config, self.rope_head_dim, rope_base, not self.compress_ratio, seqglen_local * self.
cp_size, x.device
)
if thd_layout is None:
fregs_cis = get_freqgs_cis_for_cp(fregs_cis, seqlen_local, self.cp_size, self.cp_group)
else:
#ITANEESNBRURERHRIIBANEK,
# EME AR rank B94T, MARLTFH.
fregs_cis = fregs_cis.index_select(
0, get_qg_positions_thd(thd_layout.cu_seqglens, seqlen_local, thd_layout.global_start)

# .. (HEEPEItHE )

kv_compress = None
if self.compress_ratio:
# ERIIBZA, FEER CP XA fnfTrst,
x_sbd = einops.rearrange(x, "b s d -> s b d")
if thd_layout is not None:
thd_layout.cu_seqglens_compressed = compressed_cu_seqlens(thd_layout.cu_seqglens,
ratio)
if self.cp_size > 1:
# —ANATREE R CP 4, EWAERA—A rank #4E 84T
# FR rank FAENERRCAEERENENL
boundary = exchange_cp_boundary_hidden(x_sbd, ratio=ratio, cp_group=self.cp_
group)
c_cap = compact_group_capacity(seglen_local, ratio)
thd_layout.hidden_compact, thd_layout.compressed_group_ids =
CompressorlnputCompact.apply(
x_sbd, boundary, thd_layout.cu_seqglens, thd_layout.global_start, ratio, c_cap
)
thd_layout.seq_to_rank_row = compressed_rank_layout(
thd_layout.cu_seglens,
thd_layout.cu_seqglens_compressed,
|_local=seqlen_local,
cp_size=self.cp_size,
ratio=ratio,
c_cap=c_cap,
)
x_sbd = thd_layout.hidden_compact
kv_compress_sbd = self.core_attention.compressor(x_sbd, thd_layout)



if kv_compress_sbd is not None:
kv_compress = einops.rearrange(kv_compress_sbd, "s b d -> b s d")
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# M miles_plugins/models/deepseek_v4/ops/compressor.py ¥38
def _overlap_transform_thd(
tensor: torch.Tensor, *, compress_ratio: int, head_dim: int, is_first: torch.Tensor, value=0

) -> Tensor:
"iT4, THD B0 E ST,

5 :func: _overlap_transform™ HENEH, BAHE dim 0 RF1L,
BB —ANER A B IR o] fLEX,

S
tensor: "~ [total_comp, ratio, batch, 2 * head_dim] ™"
is_first: ~"[total_comp] ™" bool, HNERFE—HEA True,

total_comp, ratio, bsz, _ = tensor.size()

new_tensor = tensor.new_full((total_comp, 2 * ratio, bsz, head_dim), value)
new_tensor[:, ratio:] = tensor[:, :, :, head_dim:]

prev = torch.roll(tensor(:, :, :, :head_dim], shifts=1, dims=0)

prev[is_first] = value
new_tensorl[:, :ratio] = prev
return new_tensor

class DeepSeekV4Compressor(nn.Module):

# ... (BH;BL)

def forward_thd(self, x: torch.Tensor, thd_layout: ThdLayout):
"EY4E THD TRAR, ESNERNLA token,

B XEH " seglen % compress_ratio™” /> token REAELESE,
KREURBNE O, X5#HIBITHILE, #R T l%/HELRLE,

SR

x: [total, batch, dim] 378 SBHD # /&, | [c_cap * ratio, batch, dim]

YA FEYE compressed_group_ids BT E4 4,

thd_layout: IT&AEM R
R [E:

k [total_comp, batch, head_dim], %% HEiX%F| compress_ratio B3R E None,
cu_seglens = thd_layout.cu_seglens
compressed_group_ids = thd_layout.compressed_group_ids
max_seglen = thd_layout.max_seglen

# ... (BERRERT )

total_tokens = x.size(0)



ratio, overlap = self.compress_ratio, self.overlap
dtype = x.dtype

pre_grouped = compressed_group_ids is not None
if pre_grouped:
if max_seglen is None:
raise ValueError(
"Pre-grouped compressor input needs max_seglen: its group ids address "
"positions past the compacted row count."
)
local_pos = compressed_group_ids
total_comp = local_pos.size(0)
else:
cu_seqglens_compressed = compressed_cu_seqglens(cu_seglens, ratio)
total_comp = int(cu_seglens_compressed[-1])
if total_comp ==
return None

kv = linear_bf16_fp32(x, self.linear_wkv.weight)
score = linear_bf16_fp32(x, self.linear_wgate.weight)

if pre_grouped:
# BRMLERITHRRAN [g * ratio, (g + 1) * ratio); TE gather,
kv = kv.unflatten(0, (total_comp, ratio))
score = score.unflatten(0, (total_comp, ratio))
self.ape.view(1, ratio, 1, -1)
else:
batch_ids = batch_of row(cu_seqglens_compressed, total_comp)
local_pos = torch.arange(total_comp, device=x.device) - cu_seqlens_compressed|[batch_
ids]
gather_idx = (cu_seglens[batch_ids] + local_pos * ratio).unsqueeze(1) + torch.arange(
ratio, device=x.device
)
kv = kv[gather_idx]
score = score[gather_idx]
self.ape.view(1, ratio, 1, -1)

if overlap:
is_first = local_pos ==
kv = _overlap_transform_thd(kv, compress_ratio=ratio, head_dim=self.head_dim, is_
first=is_first, value=0)
score = _overlap_transform_thd(
score, compress_ratio=ratio, head_dim=self.head_dim, is_first=is_first, value=float("-
inf"),

# .. (HRELAE)
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