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miles/backends/sglang_utils/sglang_engine.py (#3#k SGLang 3|%; 25| source; &
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miles/ray/specs/inference.py

O E, ST T HEIES| EASEAI AR R EL _compute_spec_inference_engine,

def _compute_spec_inference_engine(

args,

model_idx: int,

server_group_config: ServerGroupConfig,
) -> CommandWorkerSpec:
"R E RS B AAELE £ X IEIES| A CommandWorkerSpec, """
def compute_launch_command(ctx: LaunchCommandContext) -> str:
# M ET X IRER S DAL aE
dist_init = ctx.self_addrs["dist_init"]
# AM compute_engine_launch_cmd £ B N4F/R
return compute_engine_launch_cmd(

)

args=args,

# 12 A worker_in_cell_index 1EA ¥ S H4
node_rank=ctx.worker_in_cell_index,
worker_type=server_group_config.worker_type,
base_gpu_id=ctx.gpu_ids[0],
sglang_overrides=server_group_config.overrides,
num_gpus_per_engine=server_group_config.num_gpus_per_engine,
dist_init_addr=f"{dist_init.host}:{dist_init.port}",
ncel_port=ctx.self_addrs["nccl"].port,
host=ctx.self_addrs["primary"].host,

port=ctx.self_addrs["primary"].port,
disaggregation_bootstrap_port=d.port if (d := ctx.self_addrs.get("disaggregation_
bootstrap")) else None,
engine_info_bootstrap_port=ctx.self_addrs["engine_info_bootstrap"].port,

# T EHHE ERRNIOREE



envs = compute_inference_engine_env_vars(args)
# REIZEH CommandWorkerSpec
return CommandWorkerSpec(
name=f"inference-engine-{model_idx}",
port_infos=[
PortInfo(name="primary", static_port=8000, allow_dynamic=True),
PortInfo(name="dist_init", static_port=9000, mode="master", allow_dynamic=True),
PortInfo(name="nccl", static_port=10000, allow_dynamic=True),
PortInfo(name="disaggregation_bootstrap", static_port=11000, allow_dynamic=True),
PortInfo(name="engine_info_bootstrap", static_port=12000, allow_dynamic=True),
1,
env_var=lambda: envs,
scheduling=SchedulingSpec(
num_cells=server_group_config.num_gpus // server_group_config.num_gpus_per_
engine,
num_workers_per_cell=max(1, server_group_config.num_gpus_per_engine // args.num_
gpus_per_node),
num_gpus_per_worker=0.2,
),
launch_command=_compute_launch_command,

)

miles/ray/rollout/server_cell.py
BEFr ServerCell UEREIEIENEB51E, ZIMRTLE,
N

async def start_engines(self, port_allocator: PortAllocator) ->
#.. MEMSER ..
# REGEIES | EASE

spec = _compute_spec_inference_engine(

one:

self.args,
model_idx=self.model_idx,
server_group_config=self.server_group_config,
)
# ERAMSEHIRIEZ E R0 Ray actor
actor_handles = |
launch_sglang_ray_actor(
env_vars=spec.env_var(),
pg=self.pg,
gpu_index=self.gpu_offset + local_index * num_gpu_per_engine,

)
for local_index in range(self.num_nodes)
]
#... HEROSE ..
# RSB R G LLERENT RN BTG4
launch_cmds = {
rank: spec.launch_command(
LaunchCommandContext(
cell_index=self.cell_index,
worker_in_cell_index=local_index,



self_addrs=_compute_self_addrs(addr_and_ports[rank]),
spec_addrs={},
gpu_ids=self.engine_gpu_ids[local_index],
)
)

for local_index, rank in enumerate(global_ranks)

}
# ... B5h actor BEE ...
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