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def compute_inference_engine_env_vars(args) -> dict[str, str]:
# EHETEEATINRENFETESN X
env_vars = {name: "1" for name in NOSET _VISIBLE_DEVICES ENV_VARS LIST} | {
# NIRRT EIRERE, EAFENERRANE
key: os.environ.get(key, default_val)
for key, default_val in {
# DeepEP/NVSHMEM B9ER NCCL & #1189 NCCL %, 7 CUDA BT
"NVSHMEM_DISABLE_NCCL": "1",
"SGLANG_JIT_DEEPGEMM_PRECOMPILE": "false",
"SGLANG_DG_CACHE_DIR_PER_PROCESS": "1",
"SGLANG_ENABLE_TP_MEMORY_INBALANCE_CHECK": "false",
"SGLANG_MEMORY_SAVER_CUDA_GRAPH": "true",
# RIFEETHERINE GPU FRERTERAB EX all-reduce
"SGLANG_OPT_USE_CUSTOM_ALL_REDUCE_V2": (
"0" if args.colocate and args.rollout_num_gpus_per_engine > 1 else "1"
),
"SGLANG_BATCH_INVARIANT_OPS_ENABLE_MM_FALLBACK_VARIANT": "true",
"SGLANG_ENABLE_HEALTH_ENDPOINT_GENERATION": "false",
"SGLANG_ENABLE_STRICT_MEM_CHECK_DURING_IDLE": "false",
}.items()
}
# &3 dumper TERHEMNTHIMNIREE
env_vars.update(dumper_utils.get_sglang_env(args))
return env_vars
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import ray
from ray.util.scheduling_strategies import PlacementGroupSchedulingStrategy



# MFTEIRUEAR IR ASRER H 59 R 2K

from miles.ray.specs.inference import compute_inference_engine_env_vars

def launch_sglang_ray_actor(

*

args: Any,
pg: Any,
gpu_index: int,
) -> ray.actor.ActorHandle:
pg, reordered_bundle_indices, _ = pg

# .. RERRITE

# BEORRARTEENIBRBREE, BRRLENKERAKEZE

env_vars = compute_inference_engine_env_vars(args)

RolloutRayActor = ray.remote(CommandActor)
return RolloutRayActor.options(
numM_cpus=num_cpus,
num_gpus=num_gpus,
scheduling_strategy=scheduling_strategy,
runtime_env={
"env_vars": env_vars,

b

).remote()
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