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# miles/ray/specs/inference.py

def _compute_spec_router(args, model_idx: int, model_cfg: ModelConfig) ->
CommandWorkerSpec:
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REH CommandWorkerSpec B8 7 —4 launch_command =RAXN £,
T EATEEATIEW LaunchCommandContext (B4 ENfsgE0) |
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def compute_launch_command(ctx: LaunchCommandContext) -> str:
# METF X RS ER3H O

router_port = ctx.ports["primary"]



if args.use_miles_router:
# WRERA Miles BBl gE, MEHREF LRSS
assert not model_cfg.has_pd_disaggregation, "miles router does not support PD
disaggregation.”
router_config = compute_miles_router_config(args, host=ctx.host, port=router_port)
launch_argv = [sys.executable, "-m", "miles.router.router", *config_to_argv(router_
config)]
else:
# TN, 92 SGlLang BHBNSHHFERGSL
router_args = compute_sglang_router_args(
args,
host=ctx.host,
port=router_port,
prometheus_port=ctx.ports["'prometheus"],
has_pd_disaggregation=model_cfg.has_pd_disaggregation,
)
logger.info(f"Launch router with args: {router_args}")
launch_argv = [sys.executable, "-m", "sglang_router.launch_router", *router_args_to_
argv(router_args)]

# FHHIIRE RN REN ST E
return shlex.join(launch_argv)

# R EIEE B 4789 CommandWorkerSpec 34
return CommandWorkerSpec(
name=compute_router_pool_id(model_idx),
port_infos=[
_compute_router_primary_port_info(args, model_idx=model_idx),
PortInfo(name="prometheus", static_port=9000, allow_dynamic=True),
1.
env_var=lambda: {},
scheduling=SchedulingSpec.single(num_gpus_per_worker=0),
launch_command=_compute_launch_command, # FE AN L, MmIEFFTE
)
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# miles/ray/rollout/router_manager.py

def start_router(args, model_idx: int, model_cfg: ModelConfig) -> tuple[str, int]:
"R IR E (router_ip, router_port),

R FCAE R —NRERMIESE:

1. FRERENE B H LB EHR O A0 prometheus 350,

2. B3x compute_spec_router JRERERBH BN T/EENE,

3. NIE R IRER B sh 44K E (launch_command) , FHENZATER E T X,
4. BERNGASFERFERL launch_command_on_head #4T,



router_ip = _wrap_ipvé(get_host_info()[1])
router_port = find_available_port(random.randint(3000, 4000))
prometheus_port = find_available_port(random.randint(4000, 5000))

# FRERE& B 2B 89 Worker Spec

spec = _compute_spec_router(args, model_idx=model_idx, model_cfg=model_cfg)
ports = dict(primary=router_port, prometheus=prometheus_port)

assert set(ports) == {info.name for info in spec.port_infos}

# BT L T XA R RAN B S FER &
launch_command = spec.launch_command(LaunchCommandContext(host=router_ip, ports=
ports))

actor_handle = _launch_command_on_head(launch_command)
wait_tcp_ready(
router_ip,
router_port,
is_alive=functools.partial(_actor_is_alive, actor_handle),
timeout=_SERVER_READY_TIMEOUT_SECS,
)
logger.info(f"Router launched at {router_ip}:{router_port}")
return router_ip, router_port

def _launch_command_on_head(launch_cmd: str) -> ray.actor.ActorHandle:
"EEREL T S LAl —A CommandActor HRUTL EHGASFEFEE, "
actor_handle = create_head_worker_actor(worker_cls=CommandActor, env_vars={}, num_
cpus=0.2, ctor_kwargs={})
# WEBEBERF DT NERFEGS
actor_handle.run.remote(cmd=launch_cmd, envs={})
return actor_handle
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¥ JET Worker Spec B9EMIKIEER | 5| AT LaunchCommandContext FfE£
CommandWorkerSpec X FHohASm44E Ko

# miles/utils/workers/worker_spec.py ( $E T B4 )

class PortInfo(FrozenStrictBaseModel):
name: str
static_port: int
# A mode #o allow_dynamic #in 7 BRIAME, &1L T BIEE,
mode: Literal["per_worker", "master"] = "per_worker"
allow_dynamic: bool = False
num_consecutive: int = 1
offset_by_cell: bool = False

# .. (BRIEBEFRFLAE)

class SchedulingSpec(FrozenStrictBaseModel):



num_cells: int
num_workers_per_cell: int
num_gpus_per_worker: float

@classmethod
def single(cls, num_gpus_per_worker: float) -> "SchedulingSpec":
"R, BRI TR RIZRAENEAERES X, "
return SchedulingSpec(
num_cells=1,
num_workers_per_cell=1,
num_gpus_per_worker=num_gpus_per_worker,

class LaunchCommandContext(FrozenStrictBaseModel):
"UERE A BREBNIEITH ET X, S8 TN 0BT RS O BRgT, "
host: str
ports: dict[str, int] # %A {"primary": 8000, "prometheus": 9001}

class CommandWorkerSpec(BaseWorkerSpec):
#REEE: NEEZNFHERNARNE, #XETXOREGLSTRE,

launch_command: Callable[[LaunchCommandContext], str]
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