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1. BB EMENTIESR (miles/backends/sglang_utils/sglang_config.py): 7
ServerGroupConfig A 3 gpu_offset A1 needs_offload FE&, FHHRmMT —1
model_path B, resolve AIEMWY B LUEUK args Fa—ANaZEH) gpu_offset_cursor X%,
FRMTRY, TITEYAIANLSERBMAE (rollout_pg_offset + gpu_offset), #& itk ki
needs_offload, FFRESEAN enable_memory saver BB ZRE, HATEMBITENAEE
#,

2. ERREBE#S| N ((MutableBox): & sglang_config.py KEREX T —/ANMa &
_MutableBox #4383, A THEMTZMERfRS RANERRAGRMET—NTEN
GPU fmfs EitEk e,

3. rollout_server.py f&1t: start rollout_servers REKEYERE B E R 12, ©HRTiHE
rollout_pg_offset. megatron_num_gpus. needs_offload Fai%¥ overrides #IZ4E, ¥
fEFEM group_cfg FEIZE gpu_offset. needs_offload Ao model_path, [EBRFERT X
_compute_rollout_offset f1 _compute_megatron_num_gpus B9E A,

4. MiXEeMmEE: 7 tests/fast/backends/sglang_utils/test_sglang_config.py ¥ #13%
TestGpuOffset 1 TestNeedsOffload MR, BET GPU mFERIT. offload HREK.
NERAFBEEMLER. BRI RITEROT R, R, EHT



tests/fast/utils/test_sglang_config.py F 3B REK, AT resolve_sglang_config BT
T HINERIASEL
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« miles/backends/sglang_utils/sglang_config.py ({#3k BCEAEHNT; 225 source; EH!
core-logic; &% model_path, resolve, _MutableBox) : #WEE XM, ST, T B E BT
MMEZRT gpu_offset. needs_offload RMEXEZMITEZEEE, 3| AT _MutableBox B3,
HXRAREMOEERBE,

« miles/ray/rollout/rollout_server.py (i BojARE 2 ; K5 source; ER
dependency-wiring) : 1R / SE A XM, start_rollout_servers R EZE /L, B
FRT X GPU mfF&E. offload RAEMBZRENEETEEE, RKAEFEIRR
ServerGroupConfig £ B M,

. tests/fast/backends/sglang_utils/test_sglang_config.py ({&3k B EREHFOMR; 23] test
; KA test-coverage; &5 TestGpuOffset, test_gpu_offsets_accumulate_across_gro
ups_and_models_including_placeholders, TestNeedsOffload,
test_no_offload_flag_means_no_group_needs_offload) : <EEMA X, #3E
TestGpuOffset fu TestNeedsOffload SR, @WEIIET F5|I ANNE EENTZ B IEFME
, BFERBERIT. offload AEAnE ZE MR,

. tests/fast/utils/test_sglang_config.py (13t BLEEATMR; FEF| test; AR
test-coverage) : EEEMIREH, EFH T MREEIREK _resolve F8Y args ep&=E, A
resolve_sglang_config ANt T R EZHERIASE, AERIAENRAALCEERKELTEM
KK

XHE/F5 . miles.backends.sglang_utils.sglang_config.ServerGroupConfig.resolve,
miles.backends.sglang_utils.sglang_config.ModelConfig.resolve,
miles.backends.sglang_utils.sglang_config.SglangConfig.resolve
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miles/backends/sglang_utils/sglang_config.py

BT E X, T REMBHITMEX gpu_offset. needs_offload &AEX B ZE Wit EZ1E,
8IANT _MutableBox 3#BhZE, XEAREMWEEARESE,

# ServerGroupConfig.resolve A A0 0Z 1R, BoR T WfTEIFFAIRBRE
@classmethod
def resolve(
cls,
raw: _RawServerGroupConfig,
args,
default_gpus_per_engine: int,
default_model_path: str,
gpu_offset_cursor: "_MutableBox",
) -> "ServerGroupConfig":
# M args IREBR2 R mEE &R Megatron £ B GPU £k
rollout_pg_offset = _compute_rollout_offset(args)
megatron_num_gpus = _compute_megatron_num_gpus(args)



#IEBRYAANRRREEE, tERE2RBEMEENVE
gpu_offset = gpu_offset_cursor.value
group_abs_start = rollout_pg_offset + gpu_offset

#ARWRER: WREATHEKRBAWLKAAEAE Megatron AR GPU SEEA, NEZEHEK

needs_offload = args.offload_rollout and group_abs_start < megatron_num_gpus

# MERAN overrides FH, TREANGEREFX (ATAEZHHNAE)

overrides = {
"model_path": default_model_path,
#AMHEN: BRTHEER, ESHAFREENERN, EXAXHAANERAE
**({"enable_memory_saver": False} if args.offload_rollout and not needs_offload else {}),
**raw.overrides, # AP RHENEZRARSHLR

}

ans = cls(
#.. HFE ...
gpu_offset=gpu_offset,
overrides=overrides,
needs_offload=needs_offload,

)

# B AR, T —ANEER

gpu_offset_cursor.value += raw.num_gpus

return ans
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E—IE N T H B guapisolo Bk FFAE, HZWLELZ: This cleanly moves stable
per-group deployment decisions into config resolution while preserving GPU ordering,
offload classification, and override precedence.” TEHEHE#HIAT AREMI BFrAK: e
ERPBRESNEREMTE, RRRE T XB&EME (GPURF. offload 2. BEMLR)
o TFE PARZ I AR A,
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1. EEHEERMERNR: BOEETEF R GPU REEITES offload REK, WE
_compute_rollout_offset 8k, _compute_megatron_num_gpus B4R 5 LFriE4HEL B R
&, TTRESBGE IR GPU R BN GFEE R, 3| KD/THEERSERTR. AR E
RN FE AR TNR TR S,

2. XA overrides ITABIKE : FE ServerGroupConfig.resolve F, overrides FHH
MR T & AT, "eESEAN enable_memory saver: False, %08 b35S 5 H &L
ERMSENBEETEREEN, T~ EBIMTA. MRAH
test_an_explicit_memory_saver_override_ wins & T AP ERIRANEEZHEAE S



LR, EET R,

3. KE G FEM: rollout_server.py BLEEREMERA group_cfg B, HXT
ServerGroupConfig B9 0 = 4 T 1K #, {EfTxt ServerGroupConfig 815 L& k&R E =
EREEME, XE—NRMENEMAR, BEERFEREEINIR, - M FAR%:
EMT SGlLang EEEMHTRAZ, FEHRAMBRARNE KR, =#EH T REARKE,
rollout_server.py BIEILIEME T BB BN E &M%, ABTRD RRAE BRAFEE
BEER, HEFA: ATRFRET —NEBEWNEREMITER, BR T IMTEETHRER
A EE MR AMA R, XHE5R T RS E A e B AR A e A M, SR b AR
B, RERZSINERhaE=k AP, EFSiEE, AZNIREEM AL ERRRA, BER
FMTHAF
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« PR #1838 remove duplicated field in actor group, unify dashboard hook guard, and
change init order: EJ& #1837 IREF issue BEHAEH PR, 1A IE ActorGroup AL
RBMEWINT, NE SRR MCEE,

« PR #1842 Split RolloutManager into InferenceController and RolloutExecutor: [& /&
#1837 IRER issue BUEAEM, ¥ RolloutManager 3o RixH| BAofTER, 2EMLEH
FEEHF M, &N PR BEHGEEMIMITAFRERITD

« PR #1997 Add worker specs for the sglang and miles routers: B TR—EM A% (
#1837) , 3l Worker Spec &MU GE— R4S EREZER, K PR ¥RFZEBARIE
BN, 51 PR MO HSEM BARA M —3Ko

« PR #2004 Extract compute_inference_engine_env_vars and forbid
compute_server_args defaults: BTR—EMAS|, TFTREGMHETETERKFBR
RIANSH, RRIMEZBEERIN ST —F K, 5 PR 1L rollout_server.py BIEE AR5
Fio

« PR #2006 Launch inference engines through the inference engine worker spec: BT
E—EMAS|, SZHEIEZ|ZEH Worker Spec, %&—REhiZ 1, A PR AR EMBITEANIX L
HSER M T RFKE (0 offload #5&) o



