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PATHRE

« —A]iE: XFFE global batch size %, AEIFEZE rollout M

- WENME: BEERIR. XE miles WHKIBELRNEMERETE: AE. WK, FEIR=KEERK
[ Bt EM B AR AR no-op. E &% build_dp_schedule 8§ T4£3TREN L] A BRIt
rollout_mask_sums & #&89%k%, UK can_schedule_on_rollout_side BRA&H|ZE 5|
& (BHRETRRKF backend BEEAFTR) . ZWXELE THUDM/slime A%| PR —#2F &
HES, FETELE #2135/#2197 WEBREBE,

THRES B

PR body BAFAIEBABIAL: RL rollout £~ KA ZEZKI——dynamic-sampling IS EREAR,
agentic/ Z% rollout BXPUTF ERINGHEARTE. REINMKILFERSETRE
global_batch_size BB, legacy BEMRIZE E global_batch_size (&FEAITEH) . 84
DP rank #AtREAEAREK. per-sample loss 1R, BERE: EREHEAERIT CRFAR) .
—R=H N ANMEARE rollout 7 loss B#IT N R (KBUTHEIMAR) . TEFEART R ITE
R[E step S AR, KiTERE THUDM/slime By variable-global-batch-size %] (slime
#1930/#1933) , FLOPs #T{T B slime #2017/#2029, FFD #T85 partial final
step & miles B WY B,

SCENAFAR
SIS 5 AR

1. AEMTEFE (commit 1) : FHE miles/utils/dp_schedule.py 4 Python iREEIR,
build_dp_schedule —>X3&[E partitions / micro_batch_indices / num_microbatches /
num_rollouts; has_full_schedule config B INHEIHELT L REHITERE (
dp/cp/vpp/mb_group) . train_data_conversion.py 8 split_train_data_by dp &% M
dp_size BXA train_parallel_config, 33 can_schedule_on_rollout_side 4*%: =REN
£ split_train_data_by dp_scheduled_raw ##BHEEE XN shard; ENRE legacy
split_train_data_by dp_raw (multi-LoRA. fsdp/torchtitan. indep_dp/FT. ZEXR) .
WM get_data_iterator BRAEFIITEARF, MIREEKE rank 89 all_reduce(MAX) |
# o

2. VL rollout HEAIE] step XI53THE: A Sample.rollout_id (BREE%
sample.index) B4, global _batch_size #Z rollout it%k, [E— rollout B9 W BERKAE
step, EIAEKRIZ TR first_fit_decreasing pack £ FFD 3T&3|



max_tokens_per gpu * cp ME, BEN expand_bins_by splitting & micro-batch $xt
573 dp_size * mb_group (VPP ZREFE) ; FE/FH# strided. Karmarkar-Karp (
—balance-data) = FLOPs %7 (—-balance-by-flops) 4% %| DP rank., #&SKRZIREE
micro_batch_size Y3k, FEILIEXNFNRBHEILK (commit 5/ #2197)

. & rollout By loss 3Tk : convert samples_to_train_data #3¥ rollout_ids 5

rollout_mask_sums (_compute_rollout_mask_sums EEX rollout B mask &3k %%
BNTEMER) ; cp_utils.get_sum_of sample_mean #3E denominators %%k, loss.py
A rollout &% per-sample &, ERFEEALRRE micro-batch. DP. CP rank 8y
sum/2 & EBLA all-reduce THRAEZEAE rollout —K token MAXIHME; metric M
log_utils &R (sum, count) JoZl + reduce_gathered log dict B9 count-weighted Y34,
aggregate_train_losses #E num_rollouts X,

4. BEG FAERKIES . miles/utils/arguments.py #1138 —-allow-partial-train-step.

—balance-by-flop&£%k; can_schedule_on_rollout_sidBAFaHEMmuUlti-LORA. SRS,
BLE A28 backend; rollout data_conversion.py #3¢ validate_compact_rollout_ids &
IE compact R T LB FEARBIMEE rollout_id,

MRS CIBE: CPUMIBZZRAEARAER (BERE&. LES. PP AP, BAHAME

bin. VPP XF. BEEHI. partial step. rollout 248) . FFD M. denominator &M
ML VFAE X ; GPUe2e=/N: test_ qwen2.5 0.5B compact_rollout.py (compactifF®*)
. test gwen3 4B variable_gbs.py (gbs=24 gk [24,8]) .
test_gwen3_30B_A3B/test _dp_attention.py (dp-attention JFFFER) .

R

miles/utils/dp_schedule.py (13 JRAE 2 ; K7 source; R core-logic; F5
build_dp_schedule, has_full_schedule_config, _calculate_workloads) : #1394 CPU
FEBEAZS: 1% rollout BEFEAR. MEIEPH rollout #k. FFD TR, 53| dp*vpp. 2%
3|8& DP rank, ZEA PR athE,

miles/ray/rollout/train_data_conversion.py ({3 $k#EiE4e; 35| source; £

core-logic; 5 split_train_data_by_dp, can_schedule_on_rollout_side,
split_train_data_by_dp_scheduled_raw, _compute_rollout_mask_sums) : JAE XKL HIE
S5#IERAY RO A: F3E rollout_ids / rollout_mask_sums / num_microbatches /

micro_batch_indices / num_rollouts /N, FH523 rollout MPAE S legacy BE1Z2E9 2o

Vel =]

miles/utils/seqlen_balancing.py (#3k {T8E; 5% source; & core-logic; &5
first_fit_pack, first_fit_decreasing_pack, _first_fit, expand_bins_by_splitting) : #3&
first-fit / FFD 25 & F LPT 89 bin I{HRQ¥ &, BAISMTES align IFWRELE, #
build_dp_schedule B &K%,

miles/backends/training_utils/log_utils.py (#E3k FEArIFA; KR source; £H
core-logic; 5 reduce_gathered_log_dict, gather_log_data, log_rollout_data,
aggregate_train_losses) : FEFRYIAIE XA mean-of-rank-means 2K count-weighted
(sum, count), aggregate_train_losses X #F# num_rollouts Y3—, & per-rollout itk
£ B EMBY &,

miles/backends/training_utils/cp_utils.py (##3% #F4TITE; 5| source; H£&R
data-contract; %5 get_sum_of _sample_mean) : get_sum_of_sample_mean #73g



denominators %k, loss &M per-sample BXA per-rollout, &tk EEERZS,
miles/backends/training_utils/loss.py ({3 #i%kItE; 27| source; LEH

data-contract) : loss reducer A rollout 28, £ micro-batch HIZR R REAEZZ A F
rollout —>X token HNARIA{E.

miles/backends/training_utils/data.py (3R #3#EHE DO ; EKH| source; HEH

dependency-wiring; &5 get_num_rollouts) : #3¥ get_num_rollouts, EESC

per-step rollout ¥ shard E3|)3—15 LR AE,

» miles/utils/arguments.py (#3& SEMHT; EF source; EA! configuration) : Hrig
—allow-partial-train-step. —balance-by-flops &%k %, FHAFIEXSHRIE,

« miles/ray/rollout/rollout_data_conversion.py (13 $#3E#EE; 2% source; EH
core-logic; 5 validate_compact_rollout_ids) : #3% validate_compact_rollout_ids,
T flatten RI3RE compact JLHEAEARILE rollout_id, FRIEITIKOAIEH,

. tests/fast/utils/test_dp_schedule.py (1&3k JEEMR; %5 test; HA test-coverage;

5 assert_invariants, test_static_stride_single_step,

test_dynamic_with_vpp_rounds_to_mb_group,
test_rollout_grouping_keeps_samples_together) : 440 4T CPU BN B ZRELETRE
B/ S/ 4T VPP #5 / AR, BIRESRERMENTERIL

. tests/fast/backends/training_utils/test_rollout_mask_sums.py (FER KM ; 25
test; £A test-coverage; 5 TestRolloutMaskSumsPrecompute,
TestDenominators, TestAggregateTrainLossesNumRollouts) : 3&iF
rollout_mask_sums ¥itE. denominator 5 legacy per-sample B4 A&EM.
per-rollout loss 34y, EITMKEKF AT &Ko

. tests/e2e/short/test_qwen2.5_0.5B_compact_rollout.py (f3k RAEER; %3 test; 3£
A test-coverage; &5 prepare, execute) : compact NI R BRI FA
execution FHEFANEE rollout_id BIIIGFER, FRIEIZ rollout it step & loss i,

. tests/e2e/megatron/test_gwen3_4B_variable_gbs.py (13 mTZEH#A/N; 25| test; £
i test-coverage; 5 prepare, execute) : & gbs TEIR e2e: gbs=24 X% 32 A
rollouts, EZ& -—allow-partial-train-step 5 cp2 INEK [24, 8] WANARIEA step.

XS build_dp_schedule, has_full_schedule_config, _calculate_workloads,
can_schedule_on_rollout_side, split_train_data_by_dp,
split_train_data_by_dp_scheduled_raw, split_train_data_by dp_raw,
_compute_rollout_mask_sums, _package_shards, first_fit_pack,
first_fit_decreasing_pack, _first_fit, expand_bins_by_splitting, _split_bin_by tokens,
reduce_gathered_log_dict, gather_log_data, log_rollout_data, aggregate_train_losses,
get_sum_of_sample_mean, get_num_rollouts, validate_compact_rollout_ids

RPERRD B

miles/ray/rollout/train_data_conversion.py

P FIEPESEHBRAT BIARA: #73E rollout_ids / rollout_mask_sums /
num_microbatches / micro_batch_indices / num_rollouts FANEE, 3523 rollout MIAE S



legacy B&EZE9R o

def can_schedule_on_rollout_side(args, data, train_parallel_config):
" E R B REFE rollout UIFITE SEE DP/microbatch AE., """
if not has_full_schedule_config(train_parallel_config):
return False # fsdp/torchtitan R & & dp_size, & legacy
if is_multi_lora_enabled(args):
return False # slot 3EEMAR, IWHMRAEIRE
if "multimodal_train_inputs" in data:
return False # ZESFIIKEEINEN S B
if "rollout_ids" not in data:
return False
global_batch_size = data.get("dynamic_global_batch_size", args.global_batch_size)
return len(set(data["rollout_ids"])) >= global_batch_size # E /W &E#H—/ step

def split_train_data_by_dp(args, data, train_parallel_config):
"% DP Y145 AN EE6E; REFITERERE rollout I, TNEER legacy, "
if can_schedule_on_rollout_side(args, data, train_parallel_config):
shards = split_train_data_by_dp_scheduled_raw(args, data, train_parallel_config=train_
parallel_config)
else:
shards = split_train_data_by_dp_raw(args, data, dp_size=train_parallel_config["dp_size"])
store = object_store.get_instancel()
return [store.put(value=shard, value_spec=ROLLOUT_DATA_VALUE_SPEC) for shard in
shards]

def split_train_data_by_dp_scheduled_raw(args, data, *, train_parallel_config):
""" rollout MIBEIAE 28, 8 micro-batch MEITHEA rank B9 shard, """
total_lengths = [len(t) for t in data["tokens"]]
data["total_lengths"] = total_lengths
global_batch_size = data.get("dynamic_global_batch_size", args.global_batch_size)
partitions, micro_batch_indices, num_microbatches, num_rollouts = build_dp_schedule(
args, train_parallel_config, total_lengths,
global_batch_size=global_batch_size,
rollout_indices=data["rollout_ids"],
)
logger.info(f"Rollout-side DP schedule: num_samples={len(total_lengths)}, "
f'num_rollouts={num_rollouts}, num_microbatches={num_microbatches}")
shards = _package_shards(args, data, partitions)
for rank, shard in enumerate(shards):
shard["'num_microbatches"] = num_microbatches
shard["micro_batch_indices"] = micro_batch_indices[rank]
shard["num_rollouts"] = num_rollouts
return shards

def _compute_rollout_mask_sums(rollout_ids, loss_masks):



"GAEARE T HEEOR rollout 89 loss mask BAa, EAR loss 2,

B — rollout #9505 #EAENME BEE AR B micro-batch. A& DP/CP rank,
£ B TERE sum/A & tEEEBEA all-reduce TEFHE—K rollout ¥1&,

totals = {}
for rid, mask in zip(rollout_ids, loss_masks, strict=True):

totals[rid] = totals.get(rid, 0) + sum(mask)
return [totals[rid] for rid in rollout_ids]

Wi EH AL
review PERAMEN R EEPEMR A :

- 2B X (BFER) : guapisolo F8H mbs is confusing "micro batch size" or "micro
batches", FEBEIIER commit f66b78a ¥ mbs/step_mbs/num_mbs/rank_mbs_idx &4
EREZXA micro_batch @%R, EFEIHE assert XES#EI,

- BARZEE assert BOREEEME (BAFER) : guapisolo T8 The hard assert is required,
but it's very fragile. There is no way to ensure len(step_micro_batches) % align_to
== 0 or fit in target, FEIXEFEZ1EIE multi-LoRA B&12)BHA dynamic gbs; 54t
commit eedeb4d (#2197) kA TRmHEIAMK] FH A H THERSE, mIETHRRRBE.

« 548 guapisolo £ DISMISSED review Hi#tBH recover some key cmts to improve
readability. LGTM now, but better see #2135, BRAFHFE—NELEE PR,

« TUHEE#FE A yushengsu-thu FEXEX Issue T® = I need this pr for enabling variable
global batch size in multi-lora #2137, waiting for this pr merging, itBAA& PR &
multi-LoRA T gbs BIRIE &Ko
« dp_schedule ¥ mbs FRIR&FIE X (style): guapisolo EBIEX commit f66b78a, ¥

mbs/step_mbs/num_mbs/rank_mbs_idx E4£ER& A micro_batch &%k, FEFFHE
assert XE5 &,

« BASBAXFTRE assert BB (design): 54t commit eede54d (#2197) SZI,: #S
BRARTEMSTR BRI LK, HAHTRERTE (step_size % (dp_size *
micro_batch_size * mb_group) == 0) , B HE/THIFFIR B 5,

- multi-LoRA TZ gbs BIK#IX & (question): & PR H& multi-LoRA BABHEMRZE
rollout-side AEZ N (fRE legacy B&12) , #2137 EATIHFHE T SEFEFH

- J545553E PR #2135 (other): BE—NE4IEIE PR #2135 EiR#t; KN PR TMARER

APPROVED,

PNoESE-A

« Nfe: BN ST :
« BRASBRIZRIALMK: build dp_schedule 8889 X1 step_size % (dp_size *
micro_batch_size * mb_group) != 0 BYE$# AssertionError, ZEEMREERERK, XE

ZIERIT (BaifPAREERIERAN) , ERRERRERTAREE,



o I E R all-reduce: rollout_mask_sums 2B IBRIFAA LEAEA, FMWAH DP*CP
all-reduce 3 sum/2& EFHHE rollout 31E; ERAFHNID%EE (KX CP ¥ R)
EROHZESE denominator —EME, &N EERZ B E AL

« TIS decoupled iEXZA: 1BKJEH response masks RAEIE numerator, denominator 13
AT ER rollout &4 #F mask BERERBK, loss WA L IEMA

« metric 121t reduce_gathered_log_dict M mean-of-rank-means Z &
count-weighted, (sum,count) JtZB5 18 scalar 3%, ERAXNLIBRNEZTEOR AR,

- MRE: AE R Python B&E step $4T—>K Karmarkar-Karp / FFD, %SFEREHRK (FHF

samples) B CPU #B5 A% & A FTRERRA rollout & 3 2 89#R3,

« BIRRAY R ROLLOUT_DATA VALUE_SPEC #73¢ 5 MNgE, # trainer 5#7TAR rollout J&
S I spec RILED; R# gbs FEMEFEE N AEIZ rollout OREFHKAE,

- B MRS RE:

« AP/ 288%F . F3E —allow-partial-train-step. -—-balance-by-flops &#&;
compact/agentic A loss KBS IE (CREIRAEARIE M) ; #HEE rollouts =T3%3)
SHmMIEEF. WNZLH 11 rollout = 1 samplel AP TR& (B4 30B FHAEIIE N K
no-op) o

« A% RAERITAINEMEIEREE] rollout M, LM get_data_iterator fEift (F#
all_reduce(MAX) R &) ; XNE &M spec ¥ & 5 NE; F84rHEM per-rank mean &
A (sum, count),

« HBA: A PR BELZ4FIERME (multi-LoRA % gbs #2137, fully-async ¥&#iTK.
dp-attention AEIIE) , BRZE T INEAELX gbs BB XIEM, TERNP EFHF G LK
FIA

« REEFRIT: BINEEXREMN , gbs ORMEFEARKA rollout, BSKBRARRBHEILK , B
DP/CP it kK& all-reduce, TIS R HEXEN , EHRIFADFEEWL

KERPKZ

« PR #1673 [feat] support sample rollout submission granularity to keep fully async
concurrency: A& [lrollout ITMKKLE | J&EIH LK : fully-async THEAKRARZEZTE gbs
BIAZSshALZ R, A PR B9 rollout_id AN G ZL A HBRNEEMZ E,

« PR #1717 Rewrite fully-async rollout as FullyAsyncRolloutFn on the class-based
rollout API: fully-async/agentic Z# rollout B XBUT= BRI E, & variable gbs
BFIHLRIR; A PR 89 per-rollout iTMkkh £ T %4289 loss V13—,

« PR #2041 Address engines by base URL when the router is dp-aware: 4~ PR #3%
tests/e2e/megatron/test_qwen3_30B_A3B/test_dp_attention.py, Z&iF rollout-side JBE
T dp-aware EREH THRFINF A8 (32 rollout_id 24H) , 5 dp-attention B HE
SEHEERX,

« PR #2012 router: enable dp-aware routing under dp-attention: dp-aware &8 2 E
ARERIFARITEL, A PR B9 E IR SERINF, —& MK E— dp-attention x
rollout 18 AY 30 IE 8%,



