PR #1888 ERL

radixark/miles
Start the rollout engines without blocking the caller
SFBtla]: 2026-09-04 13:17

JRCEEHE: http://prhub.com.cn/radixark/miles/pull/1888

PATHE

« —AE: ¥ rollout SIERENIRAFFIERE, BAFLXBINEN.

c EME: XA PR BEMBSRBHRENXE—F, EEHL, CRTTOERFPHEE
R WA FHFE, #EH asyncio.gather SZIH R Boh, RiITRE L, BB IZEM
MEERFEBI B RFH AR, AR TEMSBER TR, EFEEE [ssue FRPRIARO L
ECFEE @, "HETE/E 4 PR FARR,

THRES B

#R3E commit JEE, start rollout servers Z B33 async_utils.run ssfTENMER K BB,
B3 orchestrator #REHRESHEFLIAR, ER-ANE—1R3, ATIEEEMEH, T
BN REPRANIE, HIRE InferenceController IFAIL AR, A, ABGRIF LR
EmOLBRENTE, ¥ PortAllocator 1A HILZ 5241,

LI RE

1. 182% miles/ray/rollout/inference_controller.py: ¥ InferenceController.__init__ 3|
LRHBEEEHNRT init() Bk, MERFELERMBHERSETH, 8%, nit) &
JEREE debug_train_only #r&, FNAA R start_rollout_servers F F MBS 8,

2. &8 miles/ray/rollout/rollout_server.py: ¥ start_rollout_servers MR &Ik A FH
2, % PortAllocator BIBIZRA BRI EE, BWEMAEREZER—ASZMA, BehEAD
HRAMRS SR, RABMEA async_utils.run IFHAT, fZMEA asyncio.gather # % /3
ShET A PRS2 8 start_all_cells #3%,

3. 188K miles/ray/placement_group.py: ¥E create_rollout_components Eik#, A&
InferenceController 52f\|/&, 3B await inference_controller.init() WLEsh5| %,

4. BHFOMAXM: EEH ORI BMIERN, BT test_inference_controller.py 8y
_make_controller #Bh & $, A EFELIZE InferenceController FEA init(), &
test_placement_group.py ¥, E#H T mock BUEMFEF init() &k,

R

« miles/ray/rollout/inference_controller.py (13t #IBIR4|2E: 5| source; EA
entrypoint; fF5 init) : ZROIEHIELE, VBRURENRSKARS, B PRHUARDEE,

« miles/ray/rollout/rollout_server.py (#£3k BahAREEE; EA source; £A core-logic; &
5 start_rollout_servers) : B RBaIREK, MR KRS, LIHARB5,.



XS InferenceController.init, start_rollout_servers

KR Fr B]

miles/ray/rollout/inference_controller.py
BB H B, MBHARMRNSKRARES, & PRIAADEZE,

class InferenceController:
def __init__(self, args, pg):
self.pg = pg
self.args = args
# VM EREETFHE, K51 %, BEHEE
self.servers: dict[str, RolloutServer] = {}
self.rollout_engine_lock = Lock.options(num_cpus=1, num_gpus=0).remote()
self.rollout_id = -1
self.eval_fleet = EvalFleet(args, srv=self.servers['eval"]) if args.eval_num_gpus > 0 else
None

async def init(self) -> None:
S Me: BEFTA rollout 1%, "
if self.args.debug_train_only:
return
#RARTRBEMNRSE, BeHERAE
self.servers = await start_rollout_servers(self.args, self.pg)
dashboard_hooks.register_router(self.args)
start_session_server(self.args)

miles/ray/rollout/rollout_server.py
B BRRE, MRFTERARS, LIAHLBEH,

async def start_rollout_servers(args, pg) -> dict[str, "RolloutServer"]:
"B rollout BREE: BMER—A, TEENEHRE,
R EBRETAE R Z > RolloutServer My, "
config = _resolve_sglang_config(args)
servers: dict[str, RolloutServer] = {}
gpu_offset = 0
engine_offset = 0
# &S+ PortAllocator AFXF L, B eIt LR O PR
port_allocator = PortAllocator()

# .. EIFAERSEET (BRAELEE) ..

# £/ asyncio.gather %X BHFTA RS EH cells

await asyncio.gather(*[srv.start_all_cells(port_allocator) for srv in servers.values()])
args.sglang_model_routers = {name: (srv.router_ip, srv.router_port) for name, srv in servers.
items()}

return servers

TR RHL



M Issue I H, guapisolo ¥#EH : 'Non-blocking: #1889 made the node probes
concurrent, but dynamic port allocation still calls blocking ray.get() from async
_BaseActorManager.alloc_ports() through PortAllocator.alloc(); this remains present at
#2176 and the checked #2649 tip. Could we make port allocation awaitable, or
explicitly offload the blocking call, so the RayWorkerManager event loop cannot be
stalled?' X RAREIXAN PR AR T S| EBahIFEE R, B3RO0 PHNAERRNATE
, FTREEEB S LS. RARREIE: PortAllocator.alloc() FEIFEE ray.get() T REFREEH1E
2

« 3OS EFAZE R (performance): WIRJFUREAR PR FAER, TREFEEE S PR R,

c RE: FERANR:
« VAN TETRIAZSEKMY, (BRI EF PortAllocator FuliR & 2 Z AR,
- K&t asyncio WIERER, ERMEER TR asyncio.gather, RFEEAR,
MR EBEZSeE, BIERBE smoke MRFETTMR, BT =T,
- NIARAGRGEENE: A RRAREEEHNVORAA init(), B PR EEHTEEZRAL,
- ¥ XAFP: TEEYW, BAXEREANREN, A% BHRERA, BANIERE
HELZRB5;, RNEERATEEMRL, EAEXE PortAllocator, XTHEIFA: D EFE&FP miE
BR, BTEE%EF AT R, MRAEMHEN, HAIRERAME,
« RFePrie: REVBHEE , FLRBMRH , HZFRSE
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*« PR #1843 Wire up InferenceController and RolloutExecutor and make the controller
APl async: E#AE%, % PR EIFFI8 APL 6, A PR BT B,

+ PR #1989 Add a skeleton RayWorkerManager and a wiring entry point: 3| A
RayWorkerManager, ATA/FRERELE, 5K PR WE P EBHEME TR AR,

« PR #1987 Move PortAllocator into miles.utils.workers: #3 PortAllocator 2|38 F =k
, BrIR O AoEZE, 54 PR B9EZE PortAllocator A%,



