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TeMRT RDT MER P HIXEZOEI, EAREEQZ51E,

# DUF R PR SO0 S R BB BB, AT HAERR.
# SRR EMIFR, BRED R BRI R FR N ER,

class _EngineRankBucket:

" A—ANSIE rank BEERE AF GPU M, AT staging RRE, "

def __init__(self, model_replica, params_dict, param_specs, gpu_bucket, actors):
self.model_replica = model_replica # #RE| A
self.params_dict = params_dict # Sk
self.param_specs = param_specs # Z2#HE (IR, HIFEXER. FHH)
self.gpu_bucket = gpu_bucket # BEZ K/ GPU # (uint8)
self.actors = actors # TARIAEIIE Ray Actor ¥k

def stage(self, names):
"G S ER L BRI SR data FEE GPU MNEESE, "
offset = 0
views = []
capacity = self.gpu_bucket.numel()
for name in names:
shape, dtype, nbytes = self.param_specs[name]
#ITENFENRIEREE
offset, end = _staging_span(offset, dtype, nbytes)
assert end <= capacity # #@3us HEE
# PIZMAEHEZHFEMSEK data
view = self.gpu_bucket[offset:end].view(dtype).reshape(shape)
self.params_dict[name].data = view
views.append(view)
offset = end
return views

def _staging_span(offset, dtype, nbytes):
"I EE uint8 M KEEEF TR R RS, "
start = (offset + dtype.itemsize - 1) // dtype.itemsize * dtype.itemsize
return start, start + nbytes

class UpdateWeightFromRDT(WeightTransferProtocol):
"SEIETF P2P MR\ all-gather fo HF ##:89 RDT RE £, "

def connect(self, rollout_engines, rollout_engine_lock, engine_gpu_counts, engine_gpu_
offsets, parallel_state, placement, selector):

"LRIFER, REAFE rank A2 GPU BIAFE EME, "

# ... BoWiEREFEE, &8 812 _EngineRankBucket 24

pass

def create_gpu_replica(self, parallelism_config, hf_checkpoint, server_args):
"AREIATEREMN HF RE S MB—AERE AR, "
# ... M SGLang A MR B RBER R EEI AR, SHRFHAME



pass

miles/backends/sglang_utils/sglang_engine.py
BT SGLangEngine HF1A RDT &F 28BN, RAERAXAEE, ERIRMNMEFERHXE
XA,

# B5R SGLangEngine._init_normal F A& G AR LB,
# XEMBIRFTA RDT 4 X5 MR A,

def _init_normal(self, server_args_dict):
"REIFOEH) SGLang HTTP R B, ™
logger.info(f"Launch HttpServerEngineAdapter at: {self.server_host}:{self.server_port}")
# ServerArgs —ESZBLERAR AFEER, FTIX IPv6 ENBAESERBIR
server_args = ServerArgs(**{**server_args_dict, "host": server_args_dict["host"].strip("[]")})
# WE R EET multiprocessing BEIIRE 8
self.process = launch_server_process(server_args)

# M EEM worker IMREE T RHE)
if self.node_rank == 0 and self.router_ip and self.router_port:
if parse(sglang_router.__version_) <= parse("0.2.1") or self.args.use_miles_router:
# ... BB B EEMELE
else:
# ... MREEEEMEE

response.raise_for_status()

# BR SGLangEngine.shutdown A3&EHE G WIZE,

def shutdown(self):
""%XH SGLang RE&5I1E, "
if self.args.rollout_external:
return
logger.info(f"Shutdown engine {self.server_host}:{self.server_port}...")
# MEEHE B PRI worker (RECE 7 B HEE)
if self.node_rank == 0:
#.. BREE
# LIERSSBHE
kill_process_tree(self.process.pid)
#1E: FHREELRIE self._sglang_server_actor, EAT BB

miles/ray/placement_group.py
BT RDT R T AR MAENKEAFHTFZE, HF GPU RBEERENRIME, &
167 RSB

# B R _create_placement_group R¥CEE G R CHEFIZ IR,

def _create_placement_group(num_gpus):
"REEAIEE GPU RENKES, "
if num_gpus ==
return None, [], []



bundles = [{"GPU": 1, "CPU": 1} for _ in range(num_gpus)]
pg = placement_group(bundles, strategy="PACK")
# ... 3RER GPU ID H#HF

bundle_infos = [(i, gpu_ids][i][0], gpu_ids[i][1]) for i in range(num_bundles)]
#BRis_rdt %G, Z—EATA IP + GPU ID BItREHEF

sorted_bundle_infos = sorted(bundle_infos, key=sort_key)

# .. EREHRFENRS I GPU ID 5%k

return pg, pg_reordered_bundle_indices, pg_reordered_gpu_ids

# 7 create_placement_groups FiRAR, FEAE# is_rdt 53K
pg, actor_pg_reordered_bundle_indices, actor_pg_reordered_gpu_ids = _create_placement_

group(num_gpus)
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