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MTRE

« —A]iE: ¥ Nemotron-3-Ultra JE&22M RL &4k

 WESE: EERIL, EARTZRITAREK: (1) MTP labels B AL AARAM—EHBIE
T Megatron-core MTP #i%k ) off-by-one iEX, ZIILIEMMEBEENEAR; (2) 7L
PR B B RARM——shim BE#EFRA Megatron-LM PR#51 &L, BRI ESEMRRK
KRB IR A N, REERTTRANFTRNE; 3) TRBRZE—B&EHRTRS
ipc_collect ¥4 review WiLEMIFR, mAKE (+476/-4) smNFRRBRA, (KIT x4
BINE B R,

THHES BAL

Miles & % # NVIDIA Nemotron-3-Ultra-550B-A55B 8 RL il%k, ZiER 2RE
Mamba?2 + Attention + latent-MoE 224y (108 BE. 512 experts top-22.
moe_latent_size=2048) , AKX mbridge 5ir (tools/convert_hf_to_torch_dist.py) &
SERM LM, E A FUER) NVIDIA megatron.bridge (--megatron-to-hf-mode bridge)
5 miles il NemotronHBridge shim Ti#n#kgEks, R, MTP JIIAEREEM EZE LR
FINGIEIREIERIG : MTP labels k% Megatron-core A E MBS loss FHF.
MambaModel.forward R4 loss_mask 5 MTP 2% ES A EEMB S,

SLILHFAR
ST 5 AN BRI

1. ¥713¢ Python B&I2E (scripts/run_nemotron_3_ultra_550b_a55b.py) : XHAS
run_gwen3_30b_a3b.py. run_glm5_744b_a40b.py #[EH#] ScriptArgs + typer R, 4
7 U.ExecuteTrainConfig. ScriptArgs. post_init_ #&#E model_name FE&%4& Nlayer
BshiES megatron_model_type S5HIAEN; ### full-train / prepare / train =ZANF4&
4 _execute_train Z—#% ckpt/rollout/perf/grpo/optimizer/misc ¥k & 3R A
U.execute_train,

2. H4TE L5 SGLang 531%1&it (_parallelism / _sglang_args) : Mamba n_groups=8 FR%|
attention/mamba #J tensor-parallel EFRA 8, TEHER (128 GPU) XH
TP8/PP4/EP32, SGlLang fi{£ /A 32-GPU 5|% + DP-attention (dp=4) , f£ attn_tp =
32/4=8; 4 ByI/ (B¥%E) XA TP1/PP1/EP8, SGLang 8-GPU 31# + dp=2, BI&
BA# A2 rollout routing-replay (DP-attention T per-layer top-22 # routing
capturer FSREMBE) , XHSHLEA train/rollout logprob diff 45 0.01,



3. MTP JIZBE (miles/backends/megatron_utils/model.py) : forward_step #¥
mtp_labels FFE(LA torch.roll(batch|["tokens"], shifts=-1, dims=-1), {& MTP depth-k
BARAFIIN LR MTP head BAZ B token[i+k+1] (JR#& tokens & off-by-one 3K
mtp_loss J&XE) ; train() B HIE1L mtp_losses = None 3F7E tracker A B BT IEFRIDTE
, s ARHETE,

4. bridge shim &€& (miles_plugins/megatron_bridge/nemotron_h.py) : ZH MTP head
B[R 555 provider.mtp_hybrid_override_pattern, #% finalize() 3| AARGEER
Symbols.MTP_SEPARATOR #R%&; _install_mamba_model_loss_mask_shim ¥ &
forward &4, ¥& miles Ml GPT X&) mtp_kwargs['mtp_labels"] #EfE4
MambaModel.forward B mtp_labels $#——1Z& L K& L5 Megatron-LM PR#51 &
MambaModel.forward 3% 3&,

5.4 BYIRBLES CI MK (scripts/models/*.sh + tests/e2e/.../test_nemotron_3_ultra_4l
ayer_ci.py) : MIFRERE 0,1,7,8 (E%5 0..3) , BRERA
mamba/moe/attention/moe (ME*E) , BETEAER 2ILR 512-experts / top-22
/ moe_latent_size=2048 ¥ARZE; CI MRXEM stage-c-8-gpu-h200 (900 &) , Fj2
—-ci-test & Megatron -> SGLang REMREMKRE, H/EM grad_norm / ppo_kl /
train_rollout_logprob_abs_diff &$e#rI 145, HAEE LITHRE B&iEH T H
tools/convert_hf_to_torch_dist_bridge.py #in A\ CUDA-IPC ipc_collect 18&, B

review 5XxtBE 1105 2B IR, PR bridge B#EE HF,
KX
« scripts/run_nemotron_3_ultra_550b_a55b.py ({3 ki A; 5| source; £

entrypoint; &% ScriptArgs, post_init, _is_pruned, _hf_checkpoint) : ¥4 B 5h 2
, &9 & Nemotron-H BIFHATE&IT (Mamba n_groups=8 AR TH
TP/EP/DP-attention 484&) . SGLang 51 %¥E E. GRPO £#5 HF EENHKEEZE, &
RIERZFHNEAND,

« miles/backends/megatron_utils/model.py (#3k %t ; K5 source; ER
core-logic; &5 forward_step, train) : BEINEZIEIR: MTP labels WS LB E A
BHA MTP IIZ4ERE off-by-one [8]&, FF1 18 mtp_losses $6tr, BTE2RERMEEE,

« miles_plugins/megatron_bridge/nemotron_h.py (&3 ##E; 25| source; KR!
core-logic; 5 forward, _build_bridge_subclass, provider_bridge) : Nemotron-H
bridge shim 89 MTP X M& 5 : ZH MTP head & hybrid override pattern # %
finalize B %%; ¥ & MambaModel.forward shim &£ mtp_labels, ZEREEHE MTP |
G XBEHMEE.

. tests/e2e/megatron/model_scripts/test_nemotron_3_ultra_4layer ci.py (13 CI J3R;
25 test; LA test-coverage; &FE _args, prepare, execute) : ¥ 8-GPU H200 B
MR, BE 4 BYI R INGBI AT 4T B Megatron -> SGlLang REE S AES M, 2R
FIEFM CI REE,

« scripts/models/nemotron-3-ultra-550b-a55b-4layer.sh (&3 EREE; 25| config;
EA configuration) : 4 BYIREREE, RBABSERR (ME'E BEeRER) 528
A —E MoE 8%, RIEREHRBRERZMER,



« scripts/models/nemotron-3-ultra-550b-a55b.sh (1R EREE ; FKF| config; KR
configuration) : 5%2%¥ 108 EA&#) MODEL_ARGS ELE, *# 16 ¥ & 128 GPU ll%
A G SAENBIRREA,

X5 ScriptArgs.post_init, _is_pruned, _parallelism, _sglang_args, _execute_train,
forward_step, train, provider_bridge, _install_mamba_model_loss_mask_shim

RPERRD B

scripts/run_nemotron_3_ultra_550b_a55b.py

2N RHE, £F &I Nemotron-H BIFATERIT (Mamba n_groups=8 AR T Y
TP/EP/DP-attention 284&) . SGLang 531 E. GRPO &35 HF EEMEBESZR, BARE
AMEZEFHNEAND,

def parallelism(args: ScriptArgs) -> tuple[int, int, int, int]:
""(tp, pp, ep, etp)o Mamba n_groups=8 [R#| T attention/mamba By tp LFRA &, "
total_gpus = args.num_nodes * args.num_gpus_per_node
if _is_pruned(args):
#4 BURRE—ATA: ATE rank #4244 expert parallel
# (512 experts / EP8 = & rank 64 A~ expert) , attention/mamba f&*%F tp 1,
return 1, 1, total_gpus, 1
if total_gpus == 128:
return 8, 4, 32, 1
raise NotImplementedError(f"No parallelism config for {total_gpus} GPUs with {args.model_
name}")

def _sglang_args(args: ScriptArgs) -> str:
total_gpus = args.num_nodes * args.num_gpus_per_node
if _is_pruned(args):
gpus_per_engine, dp_size, mem_fraction = args.num_gpus_per_node, 2, 0.6
else:
# 550B (49 1.1TB BF16) A #tEA 8-GPU 5%, %A 32-GPU 5% +
# EP=32 + DP-attention (dp=4) , it attention/mamba BX attn_tp = 32/4 = 8 3&4T,
gpus_per_engine, dp_size, mem_fraction = 32, 4, 0.7
assert total_gpus % gpus_per_engine == 0, f"{total_gpus=} must be a multiple of {gpus_per_
engine=}"
attn_tp = gpus_per_engine // dp_size
assert (
gpus_per_engine % dp_size == 0 and 8 % attn_tp == 0
), f"attn_tp = {gpus_per_engine}/{dp_size} = {attn_tp} must divide Mamba n_groups=8"
# DP-attention Zit attention/mamba FATEEZH XX, EFEE SGlLang
# 51 HAZIRE, ABMAL—FRE —-sglang-enable-dp-attention,
return (
f"—rollout-num-gpus-per-engine {gpus_per_engine} "
f'--sglang-ep-size {gpus_per_engine} "
f'—sglang-dp-size {dp_size} "
"--sglang-enable-dp-attention "
f"--sglang-mem-fraction-static {mem_fraction} "



)
miles/backends/megatron_utils/model.py

&I A% OEER: MTP labels I AEEFTAE B A MTP 4R EEY off-by-one [8]&,
I'1#% mtp_losses f8tx, B TR EHMEEE,

if args.enable_mtp_training:
# Megatron-core #] MTP loss #A2 next-token #{LH labels
# (labels[i] == token[i+1]) , &A MTP depth &8 roll -1 —&,
# JR%4 tokens &1k MTP target off-by-one, 1# mtp_loss XTIk
# MTP head BEHJRIE, FTLUXBETBM—R,
forward_kwargs["'mtp_kwargs"] = {"mtp_labels": torch.roll(batch["tokens"], shifts=-1, dims=-1)}

# ... WEEFFRIR (train) BEZE tracker BIFFHPEERE :
# MTPLossLoggingHelper.tracker ZEERER / X TR REA .,
# ZEHES| A mtp_losses &7 H EME M UnboundLocalError,
# E B NHEL None FEIEFRA TR,
mtp_losses = None
if "values" in tracker:
values = tracker["values"]
# 56 group VA BBRRE, RIEL rank HE K
if (x := tracker.get("reduce_group")) is not None:
torch.distributed.all_reduce(values, group=x)
if (x := tracker.get("avg_group")) is not None:
torch.distributed.all_reduce(values, group=x, op=torch.distributed.ReduceOp.AVQG)
mtp_losses = (tracker['values"] * mtp_loss_scale).item()
MTPLossLoggingHelper.clean_loss_in_tracker()

miles_plugins/megatron_bridge/nemotron_h.py

Nemotron-H bridge shim 8§ MTP <& £ : ZH MTP head B4EEE hybrid override
pattern % finalize AA%%; ¥ & MambaModel.forward shim & mtp_labels, ZER B
B MTP G EXBHEE

def _install_mamba_model_loss_mask_shim() -> None:
"""k MambaModel.forward 35 loss_mask 5 mtp_labels (K& L megatron PR#51
E"‘J%}%) R nnn

from megatron.core.models.mamba import MambaModel

if getattr(MambaModel, "_miles_loss_mask_shim_installed", False):
return

_orig_forward = MambaModel.forward

def forward(self, *args, loss_mask=None, mtp_kwargs=None, **kwargs):
# miles BY3E A4 EIFIE GPTModel Mi&tE mtp_kwargs, i1 MambaModel EE
# RFILE) mtp_labels %k, XEBEMIER: MTP loss X mtp_labels A%,
# EHBAIZ1RFF labels=None {X3R[E logits it policy-gradient loss &,
#35E%: loss_mask EIFEFEEIKE LT Megatron-LM PR#51 A% REKFTE S K,
# £ R E AN, b shim € unexpected keyword #t TypeError,



mtp_labels = (mtp_kwargs or {}).get("mtp_labels")
return _orig_forward(self, *args, loss_mask=loss_mask, mtp_labels=mtp_labels, **kwargs)

MambaModel.forward = forward
MambaModel._miles_loss_mask_shim_installed = True

e
Bt R P E= A

1. MambaModel.forward #) loss_mask &M (gemini-code-assist[bot] mA%L%K) :
KAFEH "The original MambaModel.forward (captured in _orig_forward) does not
accept loss_mask ... Passing loss_mask=loss_mask to _orig_forward will raise a
TypeError", BIXZBELE mtp_labels, AEHNRBIRE loss_mask=loss_mask &%,
14,80 B A A EAR L5 Megatron-LM PR#51 A MambaModel.forward #38i% 5 3——iX
2 NEANBECEMRREK, mIERR.

2. BEREM T AGE (yueming-yuan Fi%%) : "why do we need this script? given that
we usually just load hf weight directly when we use megatron bridge", B&/& Yuming
BATRIFRIZ X, Zhichenzzz BE& "should remove it", X 978259 i EATEH
bridge X BAEEEM HF mnEk, BEREHEREMBEBA KA, #3| TP/PP/EP IRELAR
, BEEMHEMEE,

3. ipc_collect B2 Z M (yueming-yuan i%) : "is this needed? in my understanding
ipc should be automatically collected in weight update (so other models work well)",
Zhichenzzz R "repeated ipc collect, will delete this and that one in sglang", &AH
&t ipc_collect 23 MifR, BEIRR (ced87c3) A 4 B A/B X (6 #. offload FF.
& | RE -citest) RENANFLK, KT —4 IPC JEFNEIB 5) pending-free EUK,

« MambaModel.forward shim #4% loss_mask 8 TypeError RF& (correctness): &3 EH
shim 3% 8 loss_mask=loss_mask #f&, HRIFAE K _L#F Megatron-LM PR#51
MambaModel.forward ¥#E loss_mask 5 mtp_labels 53%; Bkt T B S MK,
shutil.move [EJEFEZ H %,

- BEREBRT B convert_hf to_torch_dist_bridge.py 2 &% E (design): MRIZTE, %k

4% —iE —-hf-checkpoint + —ref-load &M HF B &M bridge EEMBEREZ, FFS 2t
SR — R Bh R,

« colocate RRE R /589 CUDA-IPC FaiEIRZ TR E (performance): #&L ipc_collect &
ERMIFR, RET —% IPC EENEI B 5) pending-free EIUK; actor.py 45 main X %4

—_}éko

R 5
o NS
1. AN EFRMBEE (model.py) : mtp_labels TS AL B AFTA & R
—-enable-mtp-training BIMER (40 qwen3 A%|) . FIFEAER SRR MK L L AT B
i, BEIMREMAL; % Megatron-core EXXEZ%—BE, BEZRE)IEM MTP i
SR B,



2. IRFANER_EIE PR: MambaModel shim #) forward &4 (loss_mask / mtp_labels) &
M Megatron-LM PR#51 & X; & LHEREAREEL L —IK, Mamba RE A& EE
TypeError, BiZAKEURE shim ARSI E R EZLIE,

3. CI R#i4PER checkpoint: 4 BMRKF CharyZeng AR LKA B H checkpoint, &3
e E T checkpoint k& S 3k hf download 404, CI 40 #& ey %&E| (
11ala7e EZAMIR) . checkpoint —BET%, CI :BR%kK,

4. BIAREERADERIR . /root/datasets. /root/models. /root/Megatron-LM 5
dapo-math-17k HEEHABREAE, HIMNEETIINLE,

5. routing-replay &EH: ZEEA train/rollout logprob diff 24 0.01, X&E&Zi&xTFF
B RL R THRELEREYW, BTEARS. - ®wm: AFPMN: 3
Nemotron-3-Ultra-550B-A55B BY52% RL IZEEA (16 & 128 GPU 28 + B ¥ &
4 BYIR) . HMEETEMA MTP JI% labels $ra@, F4FFAAREA MTP BER, A
M INGAEER forward_step B9 MTP ITAZMLZES B/ MR, FEEYIEIUE; SGLang M|
&#h DP-attention 5| 2B ES dp-aware B8H, BERERBEME, BRAM: &R
A + bridge & shim + CI MR 74E, BB LT Megatron-LM 5 sglang
FANBE PR BRRAMERS, EEARER DT, Cl #3# stage-c-8-gpu-h200 £ (
29 900 #) , EIRAKLEK. - REIRE: ZOINFERMER , KBIMR LG PR,
CI RSN checkpoint, FTBRAEE , FEELEEVIEE

KERPKZ

« PR #2041 Address engines by base URL when the router is dp-aware: 4~ PR 8
SGlLang 31 %¥B& & KB A DP-attention (--sglang-enable-dp-attention) , &4t PR &
£ 7 dp-aware BRH T abort TiAMRA S| ER R, KX DP-attention KBS BIAN 2,

« PR #2077 Reject --disable-weights-backuper for LoRA + colocate + offload-train: 4~
PR By 4 B CI MiRIEIHER —disable-weights-backuper & --ci-test B&; a4t PR Xi%
BEMT 2HRE EXEARFEmER) , WRHAZ flag AEHFERSAR,

« PR #2203 Revert "Reject --disable-weights-backuper for LoRA + colocate +
offload-train" (#2077): EIRT 2077 MRS, 54 PRABRMEAH flag AEEHEAR
X, BRIRAARWS.



